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Abstract 
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1. INTRODUCTION 

1.1 Background 
The purpose of this study is to assess the feasibility of using IP to support the next 
generation of collaborative ATS applications, in the 2020+ timeframe. In order to achieve 
this goal, the study must both identify the ATS applications that are likely to be deployed 
in this timeframe, and the characteristics of the IPS. 

1.2 Scope 
This report is concerned with the Internet Protocol Suite (IPS) as it stands today. The 
report describes the IPS and how it is implemented over many types of network. Given 
the intent of the study, the focus is on how the IPS is used over wireless networks and 
hence the support it could offer to aeronautical applications. The material included in this 
report may also be developed into ICAO Guidance Material at a later stage. 

It should be noted that Voice over IP (VoIP) is not within the scope of the report and 
hence VoIP subjects including the Real-Time Transport Protocol (RTP) are explicitly 
omitted from this report. 
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2. EXECUTIVE SUMMARY 
This document can serve several different audiences. For those with a basic 
understanding of data communication principles, it can serve as an introduction to the 
Internet Protocol Suite (IPS) and its key features. For those who already possess such 
knowledge, it provides a survey of how the IPS is being implemented and deployed 
across many different data communications networks, and especially those concerned 
with wireless communications. 

However, the principal audience for this document is intended to be those that want to 
understand the suitability of the IPS for aeronautical air/ground communications and, 
specifically, how aircraft mobility is to be supported. 

This report does not attempt to answer this question. That is the subject of a subsequent 
report. However, what it does attempt to do is to provide the information on which that 
report will be based. 

On this subject a picture emerges of two levels of mobility: macromobility and 
micromobility. 

Macromobility is concerned with mobility between different network points of attachment 
and, unless special measures are taken, when a Host Computer’s network point of 
attachment changes, the effect is visible to the end user. In many cases, this is not an 
issue. However, if the user is sensitive to the change (i.e. sensitive communications are 
interrupted) then it is an issue and special measures must be taken. 

Micromobility is concerned with mobility within a network. For example, if an aircraft 
moves between two VDL2 Ground Stations yet maintains its logical Network Point of 
Attachment (i.e. its IP Address remains unchanged) then the network may be said to 
support micromobility. Micromobility is important because the more micro-mobile a 
system is, the less the impact of macromobility, perhaps to the point where the occasional 
disruption can be tolerated. 

Following this report, subsequent parts of this study must investigate whether: 

a) Macromobility issues apply to the selected ATS Applications; 

b) if so, then is Micromobility sufficient to avoid the need for “special measures”?,  
and 

c) if not, then what Macromobility “special measures” are required. 

One candidate special measure “Mobile IP” is described in this report. Other possibilities 
include the extension of existing routing protocols, or the use of Anycast Concepts. 
Anycast is probably the most attractive general approach to solving the mobility problem. 
However, work in this area needs to be stimulated before it could be viewed as an 
appropriate solution, even for the 2020+ timeframe. 

However, one conclusion that can be deduced from this report is that wireless network 
providers generally aim to provide as much micromobility as possible within their 
networks. The answer to question (b) above thus depends on the difference between 
network coverage and the required coverage by each ATS application. 

The remainder of this report is divided into five parts. 

Part One is concerned with the network independent parts of the IPS and provides a 
general introduction to IPS architecture and IPS protocols including the differences 
between IPv4 and IPv6. IP Security and “just how COTS is IP” are also considered here. 

Depending on its final conclusions, this study may need to make recommendations on 
whether IPv6 or IPv4 should be preferred. At this stage, not enough information is 
available to make such a recommendation. However, it is observed by this report that the 
aeronautical industry is traditionally a follower rather than a leader where communications 
technology is required. This is because the industry places a premium on reliability and 
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needs the experience of other users before confidence can be gained in a given 
technology. 

Widespread deployment of IPv6 is expected to be dependent on its “out of the box” 
availability in Microsoft Windows which will enable the deployment by IP Address-starved 
ISPs. It is then expected that corporate intranets will follow once IPv6 is seen as 
mainstream and this is reflected in products. The aeronautical industry will follow once 
confidence has been gained in the general commercial intranet market. 

This process is expected to be completed in the 2020+ timeframe. However, any earlier 
deployment of the IPS for aeronautical communications may need to be based on IPv4. 

Part Two of this report is concerned with Ground-Ground Communications, and serves to 
document both general principles and how ground-ground use of the IPS is expected to 
be deployed by European ANSPs. 

Part Three of this report is concerned with the use of the IPS for Terrestrial Wireless 
Communications. This part documents the IP Communications strategies used by a 
selected set of networks providing terrestrial wireless communications. 

Part Four of this report is concerned with the use of the IPS for Air/Ground 
Communications as being developed or proposed by the aeronautical industry. This 
includes both VHF Data Communications and Satellite Communications. This part is 
particularly relevant to the study as these networks or their successors may well be used 
to support air/ground communications in the 2020+ timeframe. 

Part Five of this report is concerned with the Airborne use of the IPS. This includes IPS 
deployment on board aircraft and its use for air-to-air communications. 
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Part One – IPS Functionality 

The Internet Protocol Suite (IPS) provides end-to-end communications over a routed 
network comprising many disparate networks and data links. This part of the report 
introduces the IPS and analyses and describes the network independent aspects of the 
IPS including IPS Security. 

One of the benefits of the IPS is the open nature of its specifications and the wide 
availability of supporting products. However, the existence of an IPS-related specification 
is not sufficient to guarantee that the specified functions are available in a wide range of 
products. This part of the report also considers what aspects of the IPS can be 
considered to be Commercial Off the Shelf (COTS). 



IPS Analysis 

Version: 3.0 Date: 22-Jan-2007 Page: 6 

3. THE INTERNET PROTOCOL SUITE (IPS) 
The IPS may be readily defined as the group of protocols that supports the public 
Internet. This is a network of networks that was first developed in the early 1980s around 
the US DOD ARPANET, a research-based wide-area network (WAN). Since the early 
1990s, when the Internet was made available for public use, Internet use has grown 
exponentially to a point where it now pervades almost every home and business in the 
developed world. 

The Internet’s strengths include: 

• It can bind together into a single internetwork almost any data link and has 
grown to include networks that were not even conceived of when the Internet 
was first created. 

• The Internet specifications are public domain and its protocols are available 
as Open Source software. This combination of readily-accessible 
specifications and low cost of use has arguably been even more important in 
the growth of the Internet than any technical merit it has. 

• The Internet is based on a simple set of protocols that together provide end-
to-end communications.  

• The basic mode of communication is connectionless. That is, data is 
transferred over the Internet as discrete packets, each addressed to a well 
defined destination. The mode of communication is called connectionless 
because each packet is individually routed to its destination. This is a very 
robust approach which, in combination with network topologies that provide 
for alternative routes, allows for a reliable communications network that can 
ensure rapid recovery from loss of individual datalinks – provided that an 
alternative route still exists. 

In this chapter, we shall investigate the main internet protocols including the Internet 
Protocol (IP) itself, and how they relate to each other. 

3.1 IPS Architecture 
There is no equivalent to the OSI Reference Model (ISO 7498) for the IPS. This is both a 
strength of the IPS (as the lack of a reference model has allowed it to evolve to solve 
communications problems without the constraints of an artificial architecture), but is also 
a weakness as it makes an overall description of the IPS problematic. 

Figure 3-1 attempts to provide an informal description of the IPS Architecture and thus to 
serve as an introduction for the descriptions that follow. This architecture attempts to 
capture the key points of the IPS but without necessarily intending to be complete in 
every respect. 

In this section, we shall introduce each part of the architecture before considering each 
part in more detail. In later parts of this document, the underlying networks and their 
Network Adaptation Functions will be analysed. 

3.1.1 Application to Application Communications 
As with any useful communications framework, the IPS exists to support the transfer of 
data between applications running on different computers, which may be attached to 
different networks. For example, the IPS is used to permit communication between a Web 
Browser, running on a Desktop PC, and a Web Server running on a remote computer. 
The data transfer in this case consists of requests sent from the Browser to the Server 
and, in most cases, web pages returned from Server to Browser. The IPS attempts to 
transfer both the requests and the web pages reliably and in a timely manner. The 
computers running the applications are known as “Host Computers” 
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Data is transferred between the two computers as discrete packets formatted according 
to the Internet Protocol (IP). This is a simple format comprising a header followed by data. 
The header includes the address of the sender, the address of the destination and other 
control information. 

Application
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Figure 3-1 IPS Architecture 

3.1.2 Network Adaptation 
If both Host Computers are connected to the same network then communication is 
straightforward: the IP packets are sent direct to the destination over the common 
network. This requires some form of “Network Adaptation” i.e. there must be rules 
understood by both sender and receiver on how to format and transfer IP Packets over 
the common network, but as long as these rules are well defined and implemented by 
both sides, then the IP Packets can be transferred over the common network. 

When the common network is a point-to-point datalink then there is only a single 
destination for the packet. However, on a network such as an Ethernet, there may be 
many computers attached to it and the sender must ensure that the packet is properly 
addressed to the correct computer attached to the Ethernet. That is, some form of 
Network Specific Routing is needed to determine the correct destination on the network. 
For Ethernets the “Address Resolution Protocol (ARP)” is commonly used for this 
purpose. 

3.1.3 Routing 
In the more general case, the source and destination computers are attached to different 
networks and communication is only possible if the packets are routed via one or more 
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gateways between the networks that make up the Internet. A gateway (more commonly 
called a router) is a computer attached to more than one network, which implements the 
IPS architecture and will forward packets from one network to another. 

This principle is simple. However, to successfully route packets from source to destination 
requires each router to know which is the correct computer to forward the packet to. 
When the destination is directly attached to one of the router’s networks this problem is 
relatively easy to solve. However, when the only route is via further routers this is a more 
difficult problem. 

One way of solving the problem is for each router to be manually configured with a 
forwarding table that tells it which network to use when forwarding the packet and which 
computer on that network is the correct “next hop” destination for the packet. Each packet 
will then forward the packet correctly until it reaches its destination.  

However, maintaining such tables is a manually intensive process and is not realistic for a 
large network. Instead, routers exchange information with their neighbours about how 
they are connected to other networks, and build their forwarding tables automatically from 
information learnt this way. This dynamic approach not only avoids manual maintenance 
of tables but also allows for rapid reconfiguration when errors occur or new 
networks/routers are introduced. It is the basis of one of the great strengths of an Internet 
– its high reliability. 

Information is exchanged between routers using the so called “routing information 
exchange protocols”. There are two main classes of routing information exchange 
protocols, known as Interior Gateway Protocols (IGP) and Exterior Gateway Protocols 
(EGP). An IGP is used within an “Autonomous System” while an EGP is used for the 
exchange of routing information between routers in different Autonomous Systems.  

An Autonomous System (AS) is simply a group of networks and routers under the control 
of the same administrator. Within an AS information can be freely exchanged and trusted. 
Between ASs, information exchange is limited and takes place in an environment of 
mutual distrust. 

Routing Information Exchange protocols such as the Routing Information Protocol (RIP), 
Open Shortest Path First (OSPF) and IS-IS are all examples of IGPs and support the 
exchange of routing information within an AS. They all make direct use of IP. A further 
routing information exchange protocol, the Border Gateway Protocol (BGP) is used to 
exchange routing information between ASs. 

3.1.4 Network Information 
If a router has a problem forwarding an IP packet, it is permitted to simply discard it. This 
keeps the forwarding process simple. However, it can be useful to return a reason for the 
discard to the sender. For example, to report an invalid destination address. 

The Internet Control Message Protocol (ICMP) is used for this purpose amongst others. 
ICMP messages are transferred using IP packets. 

3.1.5 End-to-End Communications 
IP transfers user information end-to-end between Host Computers. However, in order to 
keep IP simple and efficient, it offers no reliability. That is, packets can be delayed, lost, 
corrupted or duplicated while in transit. If the application is tolerant to this, then this is no 
problem. However, if the application requires reliable communications then this is 
insufficient. 

To support such applications, the IPS offers an end-to-end Transmission Control Protocol 
(TCP). This detects and recovers from IP problems and provides reliable end-to-end data 
streaming. Most applications use TCP for end-to-end communications. 

TCP also provides a means to identify different applications on a given Host Computers 
by assigning each one a logical “Port Number”. It thus also performs a multiplexing 
function. 
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Applications that do not require communications reliability could make direct use of IP. 
However, rather than make direct use of IP, applications are encouraged to use a 
different end-to-end protocol – the User Datagram Protocol (UDP). This uses a similar 
Port Numbering scheme to TCP and hence has a compatible multiplexing function. It also 
provides for an end-to-end checksum, providing a common means of detection 
transmission errors. 

3.1.6 Security 
There are two common approaches to providing security in the IPS: the IPsec Framework 
and TLS/SSL. 

IPsec is typically used to construct Virtual Private Networks (VPNs). It uses the 
Encapsulating Security Payload (ESP) to convey encrypted IP Packets within an outer IP 
Packet over all or part of the communications path between source and destination Host 
Computers. In this mode of use, it typically connects two or more private intranets via the 
public internet. The public internet part of the communications path is encrypted and 
protected from attackers. 

Transport Layer Security/Secure Sockets Layer (TLS/SSL) was originally proposed by 
Netscape for protecting end-to-end communications between a Web Browser and a Web 
Server. It is positioned between the application and the TCP reliable data streaming 
function. 

3.2 The Internet Protocol Version 4 (IPv4) 

3.2.1 Overview 
The Internet Protocol (IP) provides the common datagram format for the exchange of 
packets through the Internet. It provides the common internetworking protocol that 
permits the exchange of data between computers attached to different networks. The 
Internet Protocol Version 4 (IPv4) is in common use in today’s Internet and this section is 
concerned with this version of IP The following section is concerned with a more recent 
version of IP called IPv6. 

The Internet itself was originally developed around the ARPANET Wide Area Network, 
and the ARPANET was the Internet’s core network with subsidiary local networks, 
“hanging off” this core network. The IP paradigm, Addressing Plan and Routing Strategy 
was originally developed for this operational model. Although the Internet has now moved 
away from the concept of a single core network, to an environment where multiple service 
providers may each provide core networking services, the original operational model is 
still a strong influence on the way addressing and routing is carried out in the Internet.  

There was no support for mobility in this operational model. However, a Mobile IP 
Specification has also been developed to extend this model to provide for mobility without 
affecting existing users.  

In IPv4, internet addresses are limited to a fixed 32 bit structure and are network specific. 
That is, if a computer is attached to more than one network – or even has more than one 
interface to the same network – then it has a distinct IP Address for each such interface. 

3.2.2 The IP Protocol 
IPv4 specifies a simple datagram protocol. Packets are transferred through the internet 
using a universally understood packet format (IP), routed as individual datagrams and on 
a “hop-by-hop” basis. The datagram format comprises a header followed by the packet of 
data being transferred, and the syntax of the header is illustrated in Figure 3-2 below. 

IPv4 is organized around a 32-bit word structure. The header includes its own checksum 
and length (IHL field) and the total length (including header) of the datagram. There are 
also fields to describe the fragmentation of large messages into smaller fragments and 
permit their later re-assembly. A “Protocol” field is also used to identify the format of the 
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data part of the datagram. This can indicate (e.g.) TCP, UDP or ICMP, etc. The header 
also includes the 32-bit source and destination addresses. 

 0                   1                   2                   3    
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1  
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|Version|  IHL  |Type of Service|          Total Length         | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|         Identification        |Flags|      Fragment Offset    | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|  Time to Live |    Protocol   |         Header Checksum       | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                       Source Address                          | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                    Destination Address                        | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                    Options (variable length)  |    Padding    | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

Figure 3-2 IP Header Syntax 

A Type of Service (TOS) field can also indicate precedence and Quality of Service 
requirements. Seven precedence levels are defined and the origins of the protocol in the 
US military are shown clearly here with precedence levels named as (e.g.) Flash and 
Routine. A bitfield in the TOS field is also used to indicate QoS preferences, i.e. Transit 
Delay, Throughput or Reliability. 

The Time to Live (TTL) field is used to avoid infinite routing loops. It specifies the 
maximum lifetime of a packet in seconds, and must be decremented by at least one by 
every router which the packet passes through. When the TTL reaches zero, the packet is 
discarded without being delivered. 

A limited number of variable length options are also specified, all of which are mandatory 
for support but not necessarily for use. These are: 

• Security 

• Loose Source and Record Route 

• Strict Source and Record Route 

• Record Route 

• A Stream Identifier 

• Internet TimeStamp 

The Security Options field is fully defined for military use and identifies: the security 
level (e.g. Top Secret), a “Security Compartment”, Handling Restrictions, and a 
Transmission Control field (TCC) for maintenance of Closed User Groups. 

Loose Source and Record Route enables the sender to mandate one or more routers 
through which the packet should be routed. As the packet passes through each one, the 
forwarding IP Address is recorded enabling the reverse route to be similarly followed by a 
response. Strict Source and Record Route is the same function except that the entire 
route is mandated. 

Record Route is simply a means of recording the IP Address of each router. The packet 
passes through without any form of source routing. 

The Stream Identifier is specific to a network known as “SATNET” and enables a 16-bit 
stream identifier to be carried by the IP Header. 

The Internet Timestamp function is a means of recording the route and the time the 
packet passed through each router. 
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3.2.3 IP Addressing 

3.2.3.1 Addressing Concepts 
IP has a simple datagram format comprising an IP Header and user data. The IP header 
contains the source and destination address and other control information used by 
Routers when routing the packet through the Internet. The Destination Address is not only 
a name that uniquely identifies the destination, but addresses are also allocated in such a 
way as to enable routers to find the destination host without having to know  where every 
Host is located on the Internet. The address syntax and allocation rules are crucial for 
ensuring that this can work. 

The Internet uses a network oriented addressing plan. Each network is assigned a unique 
“netid” and Host Computers (i.e. End Systems) are allocated a unique Host ID relative to 
the netid of the network to which they are attached. Each Host’s unique internet address 
is then simply formed by concatenating this netid and the assigned host ID. In 
consequence, as internet addresses are thus network relative, if a Host Computer is 
attached simultaneously to more than one network, it has a separate, and possibly totally 
unrelated, internet address for each network to which it is attached. Similarly, if a Host 
Computer moves from one network to another, its internet address must change to one 
relative to the network to which it is newly attached. 

Internet addresses are really interface addresses rather than system addresses, 
identifying a point of network attachment rather than the Host Computer itself. 

3.2.3.2 The IPv4 Address 
An IPv4 Internet Address is specified to be a fixed 32-bit number. Within what is a 
relatively small addressing space, it is not possible to define an address syntax that 
reserves a big enough field for an appropriate Host ID field for large networks, that then 
leaves over enough “bits” to give a unique number to all networks that might be deployed. 
The Internet Addressing Plan therefore originally defined three address formats (classes), 
each with a different split between the size of the Host ID and the netid. Class A Internet 
Addresses allow for a 24-bit Host ID and a 7-bit netid; Class B allow for a 16-bit Host ID 
and a 14-bit netid; and Class C Internet Addresses allow for an 8-bit Host ID and a 22-bit 
netid. The syntax of each address class is illustrated in Figure 3-3. 

0 Net ID Host ID
0 8 16 24 31

1 0 Net ID Host ID

1 1 0 Net ID Host ID

Class A

Class B

Class C
 

Figure 3-3 Internet Address Syntax 

The idea was that big networks, (e.g. the ARPANET) use class A addresses, medium 
sized networks use Class B, and small networks use class C. In practice, Class C has 
often turned out too small, while class B is unnecessarily big for most organizations, and, 
as there are not many Class A netids, these have proved very difficult to obtain.  

Class D IP addresses, i.e., those with "1110" as their high-order four bits, and Class E IP 
addresses, i.e. those with "1111" as their high-order four bits, were later added to the 
original scheme. Class D addresses are used for multicast addresses, while Class E 
addresses are for “future extension”. 
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Conventionally, an IP Address with a Host ID of zero is never assigned to a host and is 
used to identify the network. An IP Address with a Host ID set to all ones is interpreted as 
a broadcast to all hosts on the network (as given by the netid). 

3.2.3.3 The Subnet Mask 
In order to make better use of Class B Addresses, a procedure known as “subnetting” has 
been applied. This procedure tends to view the Class B netid as an organization identifier 
rather than a network identifier, and subdivides the Class B Host ID field into a 
subnetwork identifier and Host ID, with the actual division defined by a bitmap known as a 
subnet mask. Each such subnetwork is then identified by the organization’s Class B netid, 
and the locally assigned subnetwork ID. The remaining bits are then used to identify each 
host relative to each subnetwork. 

3.2.3.4 Classless Inter-Domain Routing (CIDR) 
In the early 1990s, and in order to cope with increasing demand on the limited IP Address 
Space, the strict class based approach has been relaxed. Supporting a concept known as 
Classless Inter-Domain Routing (CIDR), netids of all possible lengths (>8) are allocated, 
both making efficient use of some unallocated class A netids, and allocating a netid more 
closely related to the actual network size – thus minimizing IP Address wastage. 

CIDR netids are also allocated by Internet Service Providers (ISPs) as sub-allocations of 
their own address space. This simplifies routing as it enables the aggregation of routes to 
an ISP’s customers into a single route. 

3.2.3.5 The Human Readable IP Address Format 
Internet Addresses are usually communicated in so called “Dotted Decimal” notation (e.g. 
193.221.170.226). This syntax views each of the four bytes (MSB to LSB) in the address 
as a separate number and records them in their decimal representation. Netids used to 
be represented as a dotted decimal address plus a mask used to identify the actual netid. 
Modern usage (influenced by CIDR) now expresses netids as a dotted decimal address 
followed by the number of (leftmost) significant bits, e.g. 192.168.0.0/16, where 16 is the 
number of bits in the netid. 

Figure 3-4 illustrates how a binary IP Address maps to the human readable form in the 
dotted decimal notation. 

 0                   1                   2                   3    
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1  
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|1 1 0 0 0 0 0 0|1 0 1 0 1 0 0 0|0 0 0 0 0 0 0 1|0 0 0 0 0 0 0 1| 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
 
 
 
 
    192.168.1.1 

Figure 3-4 IP Address to Human Readable Form 
3.2.3.6 Broadcast Addresses 

Conventionally, the IP Address 255.255.255.255 (all ones) is a broadcast to the whole 
internet, while an IP Address with a host id of all ones is a broadcast to the whole subnet. 

For example, for the subnet 192.168.0.0/16, the corresponding broadcast address is: 

192.168.255.255. 
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3.2.3.7 Non-Unique IP Addresses 
The Internet Assigned Numbers Authority (IANA) has reserved the following three blocks 
of the IP address space for private internets: 

Table 3-1 IANA reserved IP address blocks 

10.0.0.0 10.255.255.255  (10/8 prefix) 

172.16.0.0 172.31.255.255  (172.16/12 prefix) 

192.168.0.0 192.168.255.255 (192.168/16 prefix) 

 

These are guaranteed never to be assigned to any network in the public internet and can 
hence be used for private networks without fear of ambiguity. In practice, these address 
ranges are used for private intranets with NAT Gateways (see 3.6) which are used to 
interface the intranet with the public internet. 

3.2.4 IP and Individual Data Links 
IP packets are exchanged between routers or between routers and End Systems over 
any suitable Data Link. This Data Link can vary from a point-to-point line to a full scale 
WAN. The flexibility inherent in IP means that it can be used over a very wide range of 
Data Links. 

In each case, Data Link specific procedures need to be defined that include: 

• How, in the case of circuit switched networks, a Data Link is established 
between any two IP systems. 

• How packets are encapsulated and transferred over the Data Link 

• How IP addresses are assigned to the IP systems that use the Data Link. 

• How IP systems know which other IP systems are on the Data Link and how 
their IP addresses are related to the Data Link specific addresses. 

Subsequent parts of this report investigate these issues for a variety of Data Links 
relevant to future use of IP in the aeronautical industry. 

3.2.5 IP Routing 
Internet routing originally developed around class-based addresses and netids. At the 
level of the ARPANET core, Core Gateways joined the ARPANET itself to the subsidiary 
non-core networks and the Core Gateways maintained routing tables that contained all 
assigned netids: those which related to locally attached networks, those which were 
reachable through other Core Gateways, and those which were reachable through “non-
Core Gateways” (i.e. local routers) on locally attached networks. This architecture is 
illustrated in Figure 3-5, where G1, G2 and G3 are examples of Core Gateways, and G4 
and G5 are examples of non-Core Gateways.  

Using their routing tables, the Core Gateways were able to route IP packets by extracting 
the destination netid from the destination address contained in each IP header and 
relating this either to another Core Gateway or a non-Core Gateway, on a locally attached 
network. The IP packet would then either be dispatched to the other Core Gateway, the 
destination Host on the locally attached network (identified by its Host ID), or the 
identified non-Core Gateway. Non-Core Gateways would then similarly route IP packets, 
probably using the subnetwork identifier and the subnetting procedure. 

While the Internet has moved away from the single Core Network and more sophisticated 
routing protocols have been developed to support this, the basic principle remains 
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unchanged. Hence, Routers at the “Core Gateway level” in each Internet Service Provider 
must maintain a list of all assigned netids which are assigned to locally attached networks 
and which are reachable through Routers in the same or another Service Provider (other 
than those suballocated by ISPs implementing CIDR).  

Before CIDR, netids were not assigned with reference to Internet Service Providers or the 
topology of the Internet, and were essentially randomly distributed. CIDR has enabled an 
ISP to sub-allocate addresses within its own address space to its own customers and this 
has significantly reduced the “core gateway load”. However, in the general scheme, there 
is no real scope for optimization of router tables based on a presumption that whole 
blocks of netids are reachable through a given Service Provider or Router. Hence, routers 
at this level of the Internet have normally to keep routing information for each assigned 
netid, as shown below. 

Figure 3-5 Original Internet Architecture 

This is not a scaleable routing architecture and is a recognized problem of the Internet. 
While the Internet is generally running out of addresses, until CIDR it was even more 
quickly exceeding the capacity of routers to handle all assigned netids. CIDR is, however, 
only a short term and not a long term solution, reducing the rate of growth of the problem 
rather than removing it. 

CIDR takes advantage of Route Aggregation principles in routing information exchange 
protocols such as BGP (aka IDRP) to combine routes together so that the routers in one 
service provider may need only a single entry in their routing tables for routing to all users 
of another service provider. 

Influenced by CIDR, routing tables tend now to be organized as lists of address prefixes 
some of which are full netids while others are common prefixes for netids allocated by 
another Service Provider. A route is then associated with each prefix and the routing 
procedure is to locate and use the longest matching prefix. 

3.2.6 The Internet Control Message Protocol (ICMP) 
Each system in an Internet, whether it is a router or an End System, operates 
autonomously in routing and delivering packets that arrive without co-ordinating with any 
other source or destination node. This system works well if the gateways and hosts work 
correctly, agree on routing, and have no congestion. However, there are numerous points 
of potential failure. For example: 
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• Failure of communication lines or processors 

• Inoperable destination machine 

• Time-to-live exceeded 

• Gateways become congested. 

• Indications of a shorter route. 

The Internet Protocol has no facilities to detect or act on these conditions. Instead, a 
different protocol, the Internet Control Message Protocol (ICMP) is provided to give 
feedback on problems within the Internet. ICMP is defined in RFC 792. 

ICMP allows Routers and End Systems to send error or control messages to other 
Routers and End Systems on the network and provide first-hop router redirection.  ICMP 
provides communication between the Internet software in one machine with Internet 
software in another machine. ICMP co-exists with IP and uses IP to carry its data end-to-
end. 

Some of the ICMP messages are for Routers or End Systems, or both. 

The ICMP messages are composed of a four-to-eight-byte ICMP header, followed by an 
ICMP data field, which depends on the identified ICMP message type. The header and 
data field are then sent as a datagram on the Internet. 

The ICMP messages are sent as normal packets and are subject to routing and loss as is 
any other packet. The one distinction is that ICMP messages are not generated with 
regard to ICMP messages. Some ICMP messages are request/response sequences. For 
example, a node tests for the existence of some other node.   

There are two classes of ICMP messages; error and query. Error messages are to 
include at least 8 bytes of the IP datagram being reported on. 

• Destination reachable is an echo request/response to determine if the 
addressed machine is reachable. This mechanism is used by the ping 
command. 

• Destination unreachable message is generated by a router that cannot forward 
a packet for one of the listed reasons. The destination of an unreachable 
message is forwarded to the source host. 

• Time-Exceeded - time-to-live value for a packet or packet segment was 
exceeded as the packet was forwarded through the gateways.  The packet is 
dropped, and the router has the option of notifying the packet source. End node 
may send if fragment reassembly time is exceeded. 

• Source quench is a form of IP flow control. If a router or destination node must 
discard a message due to congestion conditions, it should notify the source 
node of the condition so that it can delay sending a packet through this router.  
A source quench can be sent for every discarded packet. The source node, 
which receives source quench messages, has no mechanism to reverse the 
process but is not restricted from sending more packets. 

• Redirect message exchanges routing information between routers as the 
network configuration changes. This feature can be used by routers to tell End 
Systems of more optimum routes. 

• Parameters problem message reports an incorrect packet header. The header 
with a pointer to the bad parameter is sent to the source node. 

• Timestamp request/response messages measure the time of a round trip 
between two nodes. Used for synchronizing clocks between hosts and 
performance measurement. 
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• Address mask is a command/response used to retrieve a subnetwork mask 
(RFC 950). 

3.2.7 IP Routing Protocols 
There are three main levels to IP Routing, each being the scope of a different routing 
protocol. 

3.2.7.1 The Address Resolution Protocol (ARP) 
ARP, like the OSI ES-IS protocol, is a broadcast protocol that works at the level of an 
individual network (e.g. a single Ethernet), and is used to find which system on a given 
network supports which Internet Address. 

When a system needs to send a packet to another system on the same network – it 
knows that it is on the same network by inspection of the destination IP Address after 
ANDing it with the subnetwork mask — it broadcasts out an ARP message containing the 
destination IP Address on that subnetwork. Every active system on the subnetwork 
receives the broadcast message and, if a System assigned that IP Address hears the 
message it will respond back with a message telling the sender on which subnetwork 
address it is located. Through this technique a local binding between IP Address and 
subnetwork address can be readily determined. 

3.2.7.2 Interior Gateway Protocols 
The family of routing protocols known collectively as Interior Gateway Protocols is 
typically used within organizations to exchange routing information. Examples of such 
protocols include the Routing Information Protocol (RIP), Open Shortest Path First 
(OSPF) and the OSI IS-IS protocol (which is also used for routing IP). 

RIP is a very old general purpose routing protocol with many known problems and is 
usually only found today in small networks where its simplicity is valued. The information 
sent out by a router is essentially a message comprising a list of IP Addresses to which it 
can route and a simple integer distance metric describing the route. It is formally 
described as a Distant Vector Routing Protocol as the information communicated 
comprises a route’s destination and length. 

OSPF and IS-IS are more complex link state routing information protocols that 
disseminate connectivity information throughout an organization’s Internet. The 
information distributed identifies the networks attached to each router and how the routers 
are interconnected; every router in a given group of routers then receives connectivity 
information from every other router in the group, including those with which it has no 
direct connection. 

Using this information, the router can build up a topology map of its local environment and 
plot the shortest path between itself and the destination of a given IP packet. 

These are formally described as Link State Routing Protocols, as the information 
communicated identifies the data links each router is attached to and what is connected 
to that data link. 

3.2.7.3 Exterior Gateway Protocols 
Exterior Gateway Protocols are designed to support routing between organizations 
including Internet Service Providers (ISPs); the Border Gateway Protocol (BGP) is 
typically used for this role in today’s Internet. This is functionally the same as the OSI 
IDRP used by the ATN. The biggest difference is that while IDRP has its own transport 
protocol for the exchange of routing information over an Internet, BGP simply uses TCP 
as its transport protocol. IDRP is also more extensible and can pass more information to 
describe a route, while BGP specifies a limited set of information to describe each route. 

By no means all internal networks connected to the public internet need to implement an 
Exterior Gateway Protocol. If they use a single ISP for all external routing then the ISP is 
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simply the “default route provider” for all destinations other than those with local 
addresses. There is no need to communicate any routing information. 

However, when ISPs interconnect or when a user contracts with more than one ISP, 
there is a need to communicate more detailed information of which networks are 
reachable through which ISP, and at what cost, and that is where BGP is used. 

Note that BGP can be used both between and within Autonomous Systems. The BGP 
session between two BGP peers is said to be an external BGP (eBGP) session if the 
BGP peers are in different autonomous systems (AS). A BGP session between two BGP 
peers is said to be an internal BGP (iBGP) session if the BGP peers are in the same 
autonomous system. 

BGP can be viewed as a more sophisticated version of RIP. The routing information 
disseminated by BGP comprises a list of reachable network address prefixes (rather than 
individual IP addresses), and quality of service metrics in addition to a simple distance 
metric (hop count).  

BGP also brings in the concept of policy based routing. That is, a decision on whether to 
use a given route, or to re-advertise it to a neighbour, can be based on a set of policy 
rules. This gives BGP routing a much greater degree of sophistication than is possible 
with a decision based on no more than the shortest path. For example, it enables a route 
choice between competing ISPs based on price, whilst readily reacting to loss of 
connectivity with (e.g.) the cheaper for a given route, by switching to use the most 
expensive one. 

The current version of BGP is BGP-4. 

3.3 Internet Protocol Version 6 (IPv6) 

3.3.1 Historical Context 
The final version of the specification for IPv4 was originally published in September 1981 
and was for an experimental internetwork linking various academic and military sites. It 
was never designed to support a worldwide internet of its current size and, in particular, 
the 32 bit addressing scheme was designed more for fast processing on 32-bit word 
length computers rather than with a global routing scheme in mind. 

Subsequent developments in internet protocol design have aimed to remedy that 
deficiency. The ISO Connectionless Network Protocol (CLNP) is one such development; 
IPv6 is another. 

IPv4 is simply structured with a fixed header followed by a limited number of variable 
length options fields and finally the “payload” i.e. the user data the packet is carrying. The 
fixed header contains: 

• the source and destination addresses,  

• “type of service” routing information (i.e. precedence and simple preferences for 
route choice), 

• fragmentation control, i.e. to allow large packets to be fragmented en route into 
smaller packets and then reassembled on delivery 

• a “protocol” identifier to identify the payload 

• a header checksum 

The options are concerned with source routing and security, and may also be used for 
other extensions. 

The big improvement with CLNP was to support large variable length addresses. The 
only real limit on the address size is that the total header length cannot exceed 256 octets 
and it has to accommodate a source and destination address (plus other information and 
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options). The addresses do not have even to be the same length. However, in practice a 
typical CLNP address is 20 octets. The functions present in the separate ICMP in IPv4 
are also included in CLNP itself resulting in a single unified protocol. 

CLNP does also introduce a number of other concepts: 

• The fixed header is structured so that part of it is optional depending on whether 
a flag bit is set. This is the segmentation part and is only present when 
segmentation is permitted; 

§ Note.—The function that CLNP calls segmentation is semantically the same 
as the IP fragmentation function. 

• Conventions for option code values are used to permit extensions to the 
protocol and to signal to an older implementation whether it can safely ignore an 
unrecognized option; 

• System level rather than interface addressing is used; 

• CLNP and other network layer protocols (e.g. the Network Layer Security 
Protocol – NLSP) are identified by a leading octet in the protocol header. A 
CLNP packet can be addressed to a Network Service user, in which case the 
payload is whatever the service user expects it to be, or to the Network Service 
Provider. In the latter case, the payload is another network layer protocol 
(including an encapsulated CLNP packet) identified by its initial octet. This 
effectively results in a packet which has a series of headers, each with a 
different role; 

• Explicit Congestion Notification (i.e. the CE bit) is available for Congestion 
Management by the end-to-end transport protocol. 

3.3.2 IPv6 
The main motivation behind the development of IPv6 was to create a protocol that could 
support bigger addresses than IPv4 but otherwise retain most of the same concepts as 
IPv4. CLNP was too radical a change for the proponents of IPv6. In particular, the 
variable length addresses of CLNP were a concern to those that placed a premium on 
minimizing the processing overhead of the routing decision. This conflicts with the CLNP 
motivations of scaleability and extensibility.  

In practice, routing procedures, influenced by the move in the TCP/IP internet to 
Classless Inter-Domain Routing (CIDR), are now focussed on variable length address 
prefixes and the routing cost is independent of whether the actual address can be 
assumed to have a fixed length or a variable length. Any computational difference 
between the two approaches is only felt when routing near the destination and then only if 
different length addresses are permitted in the same domain.  

The IPv6 header is shown in Figure 3-6. As may be seen, it consists only of a single fixed 
header and appears, on a first reading, to be simpler than IPv4. The header comprises 
two big 16 octet addresses, a hop limit (as in CLNP and IPv4), a total length, and two new 
fields: “traffic class” and a “flow label”. 

The Traffic Class is left open in IPv6 itself but is described in two later RFCs (2474 and 
3168). The first defines the Traffic Class as a generalisation of the TOS field in IPv4, i.e. 
including the precedence bits, but omits the QoS routing preferences, while allowing for 
other uses. The second RFC makes use of two remaining bits in the field to implement 
Explicit Congestion Notification (ECN) – essentially the same as the CLNP CE bit. 

The Flow Label is again left open by the IPv6 standard and its semantics are defined as 
local, i.e. within a given domain of systems. It is used to specify a path for the packet set 
up by some other protocol, and flow labels can be added and removed while a packet 
passes through an internet. 
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The actual protocol is, however, not as simple as it appears from just the IPv6 header. 
This is because IPv6 makes use of the concept that first appeared with CLNP, of having a 
series of protocol headers, one after the other – although a different method than that 
used by CLNP is employed to introduce and identify each such header. 

The “next header” field of the IPv6 header is used for this purpose and is similar to the 
“protocol” field in IPv4. It is an 8 bit identifier for the “next header”. The “next header” can 
either be another network layer header or it can be a transport protocol such as TCP or 
UDP. The identifiers are allocated from the same namespace. 

 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|Version| Traffic Class |           Flow Label                  | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|         Payload Length        |  Next Header  |   Hop Limit   | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                                                               | 
+                                                               + 
|                                                               | 
+                         Source Address                        + 
|                                                               | 
+                                                               + 
|                                                               | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                                                               | 
+                                                               + 
|                                                               | 
+                      Destination Address                      + 
|                                                               | 
+                                                               + 
|                                                               | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

Figure 3-6 IPv6 Header 

IPv6 itself defines additional “extended headers” for the following functions: 

• A “Routing Header” to include source routing information; 

• A “Fragment Header” to include fragmentation information when a packet is 
segmented. 

• A “Hop-by-hop Options Header” to include all variable length options that are 
relevant to the routing decision; 

• A “Destination Options Header” to include all variable length options that are 
relevant only to the destination; 

• An “Authentication Header” to include information to authenticate the sender; 

• An “Encapsulating Security Payload Header” to support end-to-end encryption 
of user data. 

The last two headers are important components of IPsec (see RFC 2401 and section 4). 

As can be seen, IPv6 has generalized the concepts first appearing in CLNP to separate 
out the fragmentation header from the main header and to have a series of protocol 
headers. It additionally takes the source routing information out of the variable length 
options and makes this into a separate header. The remaining options are divided into 
those relevant to routers and those for End Systems. There is also a similar criticality 
mechanism for unrecognized options. The Authentication and Security Encapsulation 
headers are analogous to NLSP protocol headers. 
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IPv6 has also moved the priority and ECN information out of the variable length options, 
where it is found in CLNP, and into the Fixed Header where it can quickly be located. 
There is also no header checksum in IPv6. This reduces processing overhead and 
recognizes that the underlying networks are generally very reliable compared with twenty 
years ago. IPv6 also still uses ICMP for reporting errors, etc. 

3.3.3 IPv6 Fragmentation 
A packet may have to be fragmented (and then re-assembled prior to delivery) if it is too 
large for one or more of the datalinks it has to pass over. When such a packet is 
fragmented, each fragment must contain additional information in its header to permit 
unambiguous re-assembly later on. Fragmentation is only ever done by the source node 
and not by an intermediate router. 

When an IPv6 packet has to be fragmented an additional “fragmentation header” is 
added to the IPv6 headers for each fragment. This includes a “unique identifier” that is 
meant to be unique in the context of sender to receiver and in time (bounded by the 
maximum lifetime of a packet in the internet), and the offset (in 8-octet units) of the 
fragment within the original packet. There is also a “more bit” to identify the last fragment. 

Re-assembly is simply performed by collecting together all fragments with the same 
identifier and concatenating them together in fragment offset order. Re-assembly is 
complete when there are no missing fragments and the last fragment has been received. 

3.3.4 IPv6 Addressing 
The IPv6 Addressing Architecture is specified in RFC 4291. This specifies the address 
allocation principles for the large 16 byte addresses including the identification of some 
top level addressing domains. It also provides a new human readable syntax. 

3.3.4.1 IPv6 Unicast Addresses 
IPv6 Unicast Addresses follow the IPv4 model and are interface addresses rather than 
system addresses, and are allocated relative to the network to which the interface is 
attached. 

3.3.4.2 IPv6 Anycast Addresses 
One interesting addition that comes with IPv6 is the concept of an anycast address. An 
IPv6 anycast address is defined thus: 

“An IPv6 anycast address is an address that is assigned to more than one 
interface (typically belonging to different nodes), with the property that a packet 
sent to an anycast address is routed to the "nearest" interface having that 
address, according to the routing protocols' measure of distance.” 

Several hosts may share a given anycast address when they all offer the same service. In 
principle, a packet sent to an anycast address is routed to the nearest host with that 
address. 

Anycast addresses have the potential to support multihomed hosts and even to make 
system mobility easier. However, advanced routing techniques are needed to support 
anycast addresses and, until these are available, the RFC has until the most recent 
version (Feb 2006) explicitly limited the use of anycast addresses to IPv6 routers and 
debars their use as IPv6 source addresses. 

However, use of Anycast Addresses should still be considered experimental. 

3.3.4.3 IPv6 Multicast Addresses 
IPv6 also includes the concept of the multicast address, which is an identifier for a set of 
interfaces. However, the broadcast address does not exist. Instead, this concept is 
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combined with multicast addressing for example to have a multicast address for all 
systems on a given network. 

3.3.4.4 IPv6 Human Readable Address Syntax 
The text representation format for IPv6 addresses is more complex than that of IPv4 and 
is not a simple extension of the dotted decimal notation. 

The basic concept is to take a 16 byte IPv6 Address and break it up into eight groups of 
16 bits. Each group is then written down in hexadecimal notation and a colon is used to 
separate each group. e.g. 

2001:DB8:0:0:8:800:200C:417A 

However, the allocation rules for IPv6 Addresses (at least for the initial assignment) often 
result in many groups of zeroes. In order to simplify the representation of these 
addresses, the rules for the text representation of IPv6 Addresses allow each sequence 
of one or more groups of 16 bits of zeroes to be represented by a double colon “::”. For 
example, the above address could be simplified to: 

2001:DB8::8:800:200C:417A 

An alternative syntax is also permitted where the last two groups can be written in dotted 
decimal notation. This is intended for use when dealing with mixed IPv4/IPv6 
environments. For example: 

::FFFF:129.144.52.38 

The IPv4 notation for subnet prefixes is also used for IPv6 with the obvious extension that 
a subnet prefix can have up to 128 significant bits instead of 32 for IPv4. 

3.3.4.5 IPv4 Mapped Addresses 
The IPv6 Address shown above is an example of an IPv4-mapped IPv6 Address. This is 
a special allocation of IPv6 addresses for use when mapping existing IPv4 addresses into 
the IPv6 universe, and is defined below. 
   |                80 bits               | 16 |      32 bits        | 
   +--------------------------------------+--------------------------+ 
   |0000..............................0000|FFFF|    IPv4 address     | 
   +--------------------------------------+----+---------------------+ 

Figure 3-7 IPv4-mapped IPv6 Address 

For example, this address range may be used when transporting IPv4 packets through an 
IPv6 Internet. 

Note that the IPv4 Address is intended to be a public internet address and not a privately 
allocated IPv4 Address. A similar scheme could be defined for private IPv4 Addresses, 
but a different prefix would need to be allocated. 

3.3.5 IPv6 and Routing 
Generally, IPv6 follows the IPv4 scheme for routing and uses the same Routing 
protocols, updated for the longer addresses. 

3.3.6 The Future of IPv6 
The IPv4 address space is clearly too small for a global internet. However, it has proved 
remarkably hard to replace.  

When IPv6 was first proposed, it was assumed that every device that could be attached 
to the public internet would be (including domestic appliances) and each would need a 
public IP Address. However, security concerns have ensured that this scenario is unlikely 
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and that each company and each household has their own intranet with its own local 
addresses and a firewall router linking them to the outside world. This has taken 
considerable pressure off the need for increased address space. 

Nevertheless, the available IPv4 address space is probably still insufficient for future 
growth. The problem is that while it is in everyone’s interest to change to IPv6, it is in no-
one’s individual interest to make change – especially as an early adopter. This is 
particularly true of websites as no one wants to own a website that is only visible to the 
small community of early IPv6 users. There is no internet leader or global regulator and 
so it is not easy to envisage how and when a changeover may occur. 

It is true that in some parts of the world (such as the Far East) IPv6 is being deployed in 
response to IPv4 address shortages. However, the same forces do not seem to be 
apparent in Europe or North America. 

Many organizations have stated a strategic intent to adopt IPv6. However, for several 
practical reasons, this intent is not always converted into reality. For example: 

• A corporate intranet can have its own local address space and there is hence 
no local reason to change; 

• Given the much larger market, IPv4 products will often be cheaper than any 
comparable IPv6 products; 

• The much wider use of IPv4 products means that they will often be more 
reliable or have a greater in service use profile from which reliability data can be 
extracted. 

This latter consideration is very important for the civil aviation industry where the need to 
demonstrate reliability often places it “behind the curve” when it comes to adopting new 
technology. 

The first serious deployments of IPv6 in Europe and North America will probably be by 
ISPs serving domestic or SME users and is dependent on mainstream Microsoft 
Windows products supporting IPv6 without additional user configuration. Such support is 
rumoured for the next version of Windows but cannot yet be confirmed. 

Only once IPv6 becomes established in the domestic/SME market is it likely to be ready 
for the corporate intranet market, and the civil aviation industry will probably be in the last 
wave of corporate adopters. 

The message is: expect to use IPv4 but be prepared to use IPv6. 

3.4 Internet Transport Protocols 
The Internet protocol suite provides two protocols for data transport. The Transmission 
Control Protocol (TCP) supports reliable connection mode communications, while the 
User Datagram Protocol (UDP) supports connectionless data transfer. 

3.4.1 The Transmission Control Protocol (TCP) 
The Transmission Control Protocol (TCP) is used to provide end-to-end reliable transfer 
of data streams and provides a connection mode service to applications. IP has only one 
packet type while, in contrast, TCP has different packet types to establish and terminate a 
connection and to provide for packet acknowledgement. 

TCP packets, like IP packets, comprise a header followed by the user data. The header is 
common to all TCP packets and is shown in Figure 3-8. 

The first part of the header comprises the source and destination port numbers. These 
respectively identify the source and destination TCP users in the context of the source 
and destination system. They serve to identify the TCP users and because these fields 
are present on every TCP packet there can only be a single connection between a given 
pair of ports on two communicating systems. At least one of these ports has to be “well 
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known” i.e. the port number is known in advance to the other party (the initiator) in order 
to initiate a connection to a known application. The other port can simply be any unused 
port number. 

Reliable data transfer and flow control is handled through use of the Sequence Number, 
Acknowledgement Number and Window. The first two are each a 32-bit unsigned binary 
number which wraps around to zero on overflow. The Window is an unsigned 16-bit 
binary number. 

TCP is a byte oriented protocol and the Sequence Number identifies the relative 
sequence number of the first byte of data in the packet. The Acknowledgement Number is 
the next expected sequence number that the sender expects to receive from the other 
system, while the Window is the maximum number of bytes that the sending system is 
willing to receive from the other system before it sends another packet with a higher 
acknowledgement number. 

 0                   1                   2                   3    
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1  
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|          Source Port          |       Destination Port        | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                        Sequence Number                        | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                    Acknowledgment Number                      | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|  Data |           |U|A|P|R|S|F|                               | 
| Offset| Reserved  |R|C|S|S|Y|I|            Window             | 
|       |           |G|K|H|T|N|N|                               | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|           Checksum            |         Urgent Pointer        | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                    Options                    |    Padding    | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 
|                             data                              | 
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

Figure 3-8 TCP Header Format 

Reliability is achieved through retransmission of unacknowledged data. If a received 
packet on the same connection does not acknowledge a previously transmitted byte 
within a given time then that byte and subsequent bytes are retransmitted. This procedure 
is repeated until the data is acknowledged or a retransmission limit is exceeded and the 
connection is aborted. 

Flow control is achieved by limiting the Window size. Normally with each 
acknowledgement the same Window size is maintained, thus giving the receiver 
permission to send more data. However, the Window can be reduced or increased (up to 
the limit imposed by 16 bits). The effect of this is either to decrease or increase the 
potential flow rate. A zero Window can also be given, stopping data flow altogether. 
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The six flag bits determine how a packet is handled. These are: 

URG Urgent –The “Urgent Pointer” is valid 

ACK Acknowledgment field significant – indicates that the 
Acknowledgement Number is valid. 

PSH Push Function 

RST Reset the connection 

SYN Synchronize sequence numbers 

FIN No more data from sender 

The SYN flag is used to synchronize, i.e. initialize the connection. When a SYN is 
present, the Sequence Number becomes the initial sequence number and an exchange 
of SYNs with one acknowledging the other is needed to establish a connection on which 
data can be transferred. 

A packet with the SYN flag set can also contain data. However, this is rare and can also 
be problematic unless the sender already knows in advance the maximum packet size 
acceptable to the remote system. Otherwise this is indicated as a field in the variable 
length options. 

A packet with the RST set is used to resynchronize an existing connection. A typical use 
for this is handling the various error conditions that can arise when SYNs are 
retransmitted on connection establishment. 

The FIN flag is used to indicate that the sender wants to end the current connection, 
which terminates when the other side also returns a packet with the FIN flag set. 

The Push Function is necessary because TCP implementations will try and optimize 
network resources by accumulating data up to the maximum packet size before sending 
it. A packet with the PSH flag set is typically a short packet and indicates that the sender 
forced the transmission. It also implies that the receiving TCP implementation should 
pass this data to its user without waiting for any more incoming data. 

The URG flag is used to indicate that the packet contains out-of-band (expedited) data. 

The checksum field is the 16 bit one's complement of the one's complement sum of all 16 
bit words in the header and text.  If a segment contains an odd number of header and text 
octets to be checksummed, the last octet is padded on the right with zeros to form a 16 
bit word for checksum purposes.  The pad is not transmitted as part of the segment.  
While computing the checksum, the checksum field itself is replaced with zeros. 

The checksum also covers a 96 bit pseudo header conceptually prefixed to the TCP 
header.  This pseudo header contains the Source Address, the Destination Address, the 
Protocol, and TCP length. This gives the TCP protection against misrouted segments.  
This information is carried in the Internet Protocol and is transferred across the 
TCP/Network interface in the arguments or results of calls by the TCP on the IP. 

RFC 1146 (experimental) has proposed extensions to the TCP checksum algorithm in 
order to use the improved Fletcher checksum, and provides an extension framework for 
varying the checksum algorithm. 

3.4.2 User Datagram Protocol (UDP) 
The User Datagram Protocol (UDP) is specified in RFC 768 and is a simple datagram 
format for the connectionless transfer of data over an IP Internet. The packet format is 
illustrated in Figure 3-9. 

The header identifies the sender via the “source port” and the intended destination 
through the “Destination Port”. Both are in context of the source and destination IP 
Addresses used for the IP packet that contains it. The semantics of both ports are 
essentially the same as for TCP. The Length is the total length in bytes of the datagram 
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including the header and the Checksum is a 16-bit one's complement of the one's 
complement sum of a pseudo header of information from the IP header, the UDP header, 
and the data, padded  with zero octets  at the end (if  necessary) to make a multiple of 
two octets. 

 

 0      7 8     15 16    23 24    31   
+--------+--------+--------+--------+  
|     Source      |   Destination   |  
|      Port       |      Port       |  
+--------+--------+--------+--------+  
|                 |                 |  
|     Length      |    Checksum     |  
+--------+--------+--------+--------+  
|                                      
|          data octets ...             
+---------------- ...                  

Figure 3-9 UDP Header 

3.4.3 Implications of IPv6 
The only immediate impact of IPv6 on TCP implementations is in the pseudo header. 
Both TCP and UDP are required to use a different pseudo header when using IPv6 as 
their Internet Protocol, which is an inevitable result of the larger address size. 

TCP could also take advantage of Explicit Congestion Notification, but this requires a 
change to the credit management algorithm rather than a protocol change. 

 

Figure 3-10 TCP/IP Header Variability 
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3.5 TCP/IP Compression 

3.5.1 With IPv4 
Van Jacobson compression (as specified in RFC 1144) is typically used to compress 
TCP/IP packets over low bandwidth data links. Note that the compression algorithm is 
specific to TCP/IP packets and does not apply to IP with any other payload. It is also 
specific to a single data link and assumes that packets transferred over the data link are 
delivered in transmission order. Applying VJ compression can reduce the combined 
TCP/IP header from around 40 bytes to no more than 3 to 4 bytes. 

Figure 3-10 shows the layout of a minimal (combined) TCP/IP header, with no options 
present. The shaded fields are those which remain constant across every packet in a 
connection. Even those fields that do change between successive packets do not change 
very much. The fact that much of the combined header is invariant between the packets 
on a given connection and the relatively small changes that may occur in the other fields 
provides the basis for compression. 

The Van Jacobson compression algorithm applies to TCP/IP connections and is normally 
implemented over a single data link (e.g. a modem link using PPP). When a packet sent 
over a TCP connection is seen on a given data link for the first time, the header is 
cached, and the Protocol field changed to a local connection reference, i.e. the index of 
the cached header in a local table. The packet is then transferred as a packet of type 
UNCOMPRESSED_TCP (PPP can be used to distinguish between different packet 
types). 

When such a packet arrives at the decompressor (at the other end of the data link) it 
recognizes this as an uncompressed TCP packet and it too caches the header using the 
connection reference found in that header. The Protocol is reset to the value 6 (indicating 
TCP) before the packet is forwarded. 

Subsequent to this, whenever a TCP packet from the same connection is seen by the 
compressor, it replaces the TCP header with the compressed header shown in Figure 
3-11. The connection number field is the connection reference from the first packet on the 
connection, while the TCP checksum is copied exactly from the packet header. As 
regards the varying fields, the differences between their current value and the value in the 
preceding packet on the same connection are computed. If the difference is non-zero 
then this value is included in the compressed header and the corresponding bit in byte 0 
set to indicate the presence of the field. Otherwise the field is omitted from the 
compressed header. The result is a minimal packet header. The compressed packet is 
then transferred with a type of COMPRESSED_TCP. The TCP/IP header for the 
connection held in the cache is updated with the current header. 

 

Figure 3-11 Compressed TCP Header 
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When a packet of type COMPRESSED_TCP is received by the decompressor, it extracts 
the connection number and locates the last TCP/IP header for this connection from its 
cache. The current packet’s header is then rebuilt from this header, modified according to 
the changes indicated. The cache header is also updated to reflect these changes. The 
rebuilt packet is then forwarded to its destination. 

Not all packets are compressible by this algorithm. These include ICMP packets, UDP 
packets and TCP/IP packets with additional options. These are transferred unmodified 
with a packet type of TYPE_IP. 

3.5.2 With IPv6 
RFC 2507 has generalised Van Jacobson compression to include IPv6 header 
compression. It should be noted that most of the compressed header fields are deltas to 
TCP fields; IPv4 headers are largely constant. The same is true of IPv6. Essentially, the 
specification has had to be extended to cope with the variable data in fragmentation and 
security headers. 

3.6 Dynamic IP Address Assignment using DHCP 
The Dynamic Host Configuration Protocol (DHCP) – RFC 2131 plus updates – is typically 
used for dynamic assignment of IP Addresses on Ethernets. Under DHCP, when a 
system is first switched on, it sends out a broadcast request for an IP Address. There will 
usually be a single DHCP server on a given Ethernet and this will respond with an 
appropriate IP Address for the requesting system. Note that use of a given IP Address is 
time limited and a system must always re-apply to the server once the time limit is 
exceeded. 

In additional to allocating systems their IP Addresses, DHCP can also inform them of the 
IP Address of the default router and the local DNS provider. Recent extensions also 
extend the information set to include Web Proxies. 

3.7 Network Address Translation (NAT) 

3.7.1 Introduction 
Typically used with IPv4, Network Address Translation (NAT) provides a simple 
mechanism for both greatly increasing the number of available IP Addresses and 
enhancing IP Security. NAT is implemented by a NAT Router that translates IP 
Addresses and optionally TCP and UDP Port Numbers in order to map systems on a 
private internet into the public internet address space. 

NAT Router

To WAN

158.152.1.65

PC #1 PC #2 Dept. Server

192.168.1.1

192.168.1.2 192.168.1.3 192.168.1.4

 

Figure 3-12 Example NAT Router 
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3.7.2 NAT in Use 
Figure 3-12 illustrates a possible configuration for a NAT Router. In this example, a small 
private LAN connects two PCs to a small Departmental Server and a NAT Router, which 
provides access to the global internet for EMail and Web Access. Systems on the LAN 
are assigned IP Addresses in the range 192.168.1.1 through to 192.168.1.254. This 
range is one of those reserved by the IP Addressing Plan for private networks and these 
addresses are guaranteed never to be assigned to any system attached to the public 
internet. They can thus be used without ambiguity on the private LAN. 

In the example, the NAT Router’s interface to the private LAN is assigned 192.168.1.1 
with the two PCs being 192.168.1.2 and 192.168.1.3. The Departmental Server is 
192.168.1.4. The NAT Router also has an interface to the public internet, which is 
assigned the IP Address 158.152.1.65.  

In the simplest case of NAT, the NAT Router will map globally unique IP Addresses into 
the local LAN. For example, it may be required that PC#1 and the Departmental Server 
have public internet access and that the globally unique IP Addresses 158.152.1.66 and 
158.152.1.67 are available for these systems to use for access to the public internet. 

To achieve this, the NAT Router will also advertise a route to 158.152.1.66 and 
158.152.1.67 as well as its own IP Address. It will then perform a simple IP Address 
translation – i.e. all incoming IP packets addressed to 158.152.1.66 and 158.152.1.67 will 
have their destination IP Address changed to 192.168.1.1 or 192.168.1.4 respectively 
and then forwarded over the LAN to their destination. Similarly, all outgoing packets from 
192.168.1.1 or 192.168.1.4 will be routed first to the NAT Router, as the specified default 
gateway, and their source IP Addresses will be changed to 158.152.1.66 and 
158.152.1.67 as appropriate and the resulting packet forwarded over the public internet. 
Note that if the packets contain TCP or UDP packets then the TCP/UDP header 
checksum must also be modified. 

The result of this is that PC#1 and the Departmental Server are mapped into the public 
internet while PC#2 is not. This gives rise to the desired result but does require that 
additional public internet addresses are available for these systems and fully exposes 
them to the public internet. 

3.7.3 Network Address Port Translation (NAPT) 
A potentially more useful form of NAT is known as Network Address Port Translation 
(NAPT). This is specific to TCP/UDP communications only but does additionally permit all 
the systems on the private LAN to share the NAT Router’s IP Address. This avoids the 
need to use additional public internet addresses and limits the exposure of the systems to 
the public internet. 

Under NAPT, an outgoing TCP SYN (connect request) or UDP packet from a system on 
the private LAN is routed to the NAT Router where both the source IP Address and 
Source TCP/UDP Port Number are replaced by the IP Address of the NAT Router 
(158.152.1.65) and some currently unused Port number (i.e. not used by the NAT Router 
for any other purpose). The source IP Address and source Port Number are recorded 
along with the replacement Port Number. The replacement Port Number cannot be used 
for any other combination of source IP Address and Port Number until some timeout 
invalidates the association. 

Incoming TCP or UDP packets are handled according to their destination port number. If 
this matches a port number on which a local user (e.g. Telnet for router management) is 
listening then it is simply passed to that local user. However, if the port number matches 
one previously (within a defined period) used for a source address mapping, then the 
destination IP Address and destination port are replaced with the IP Address and Port 
Number associated with this port number by the recorded mapping. The packet is then 
forwarded on the local LAN to its destination where it appears to be a correct response to 
the original outgoing packet. 



IPS Analysis 

Version: 3.0 Date: 22-Jan-2007 Page: 29 

The result is that a dynamic mapping is set up on a per connection or transaction basis 
for communications originating from systems on the local LAN. The NAT Router has to 
understand TCP or UDP as it must also maintain the same mapping for subsequent 
packets on the same TCP connection, if communication is to be maintained. In practice 
the NAPT Router must also understand some application protocols (in particular FTP) if 
the mapping does not result in the application breaking. 

However, it does allow any system on the private LAN to communicate with systems on 
the public internet without requiring additional IP Addresses. It also protects those 
systems as they must initiate the communication and are hence not vulnerable from 
unsolicited communications. 

EMail access may require that the Departmental Server is available for incoming 
connections to TCP port 25 (the well known port for SMTP). This can be handled in NAPT 
by setting up a static mapping at the router such that any incoming packet for port 25 is 
(e.g.) always translated to port 25 on 192.168.1.4. This makes the Department Server 
visible on the public internet, but only for SMTP. 

NAPT is often most useful for Small Office/Home Office (SOHO) users which have dial-up 
connection to the internet and are dynamically assigned an IP Address valid only while 
they are online and which may differ between connections. In this case, NAPT works as 
described above except that the dynamically assigned public internet address is used as 
the NAPT Router’s public internet address and all mappings become invalid as soon as 
the connection is lost.  

With dynamically assigned IP Addresses, static mappings are not useful and hence 
access to (e.g.) EMail services has to be limited to access via a mailbox maintained by an 
ISP (e.g. using the POP3 protocol). 

NAPT is a major reason why the public internet has not run out of IP Addresses (as was 
predicted 10 years ago). It is also an important security barrier between the public internet 
and private networks. The main limitation of the technique is that the NAPT Router is a 
single point of failure. While backup NAPT Routers can be made available, typically all 
TCP Port Number mappings are lost when a NAPT Router fails and connections have to 
be re-established following such a failure. In practice this is rarely a major problem as 
TCP connections in support of common applications such as SMTP or HTTP are short 
lived and readily recovered from. FTP and Telnet are, however, subject to more 
disruption. 

3.7.4 NAT and IPv6 
There is no reason why NAT and NAPT techniques cannot be used with IPv6, although 
the initial motivation – conservation of the IP Address Space – is no longer a significant 
issue. On the other hand, NAPT in particular is a valuable security mechanism in Internet 
Firewalls and is likely to be used with IPv6 for the foreseeable future. 

IPv6 introduces a new mechanism for NAT: NAT-PT (RFC 2766). This mechanism can 
be used to translate IPv4 in IPv6. For example, a private network can be in IPv4 and the 
backbone in IPv6 and the NAT router translates from one IP version to the other. 

3.8 Multicast and Anycast 
Multicasting and Anycasting are two closely related concepts, of which Multicast is the 
most mature. Both Multicast and Anycast IP Addresses identify a group of network points 
of attachment. When a packet is sent to a Multicast IP Address, the Internet attempts to 
deliver a copy of the packet to every network point of attachment in the group. When a 
packet is sent to an Anycast IP Address, the Internet will attempt to deliver a copy of the 
packet to the nearest member of the group. 

Multicasting is generally useful when there are many users of a given class of 
information. For example, radar data is often ideally sent multicast to all consumers of a 
given radar source’s data. 
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Anycasting is useful for multi-homed systems and when several systems provide a 
common service (e.g. a Website copied over several servers for load sharing and 
resilience). Anycasting could also be a solution for macromobility (see section 3.8.3). 

3.8.1 Multicast Operation 
There are two levels of multicasting in an Internet: at the level of individual networks, and 
at the Internet level itself. 

A network (e.g. an Ethernet) may support its own form of multicasting. For example, the 
IEEE 802 addressing plan used for Ethernets, defines both unicast and multicast MAC 
Addresses. Each station on an Ethernet is given a unique unicast MAC Address and may 
also elect to receive frames sent to one or more multicast addresses.  

At the Internet level, packets may be multicast to one or more destinations on different 
networks that share the same multicast IP Address. Multicasting at the Internet level, can 
and should make use of network level multicasting in order to optimize the distribution of 
multicast packets. 

The Addressing Plans for both IPv4 and IPv6 support multicasting. For example, in IPv4, 
Class D addresses are reserved for use as multicast addresses. In each case, the 
multicast IP Address identifies an “IP Multicast Group”. Multicast IP Addresses are 
usually assigned statically to a group and the group (but not necessarily the membership) 
is then a permanent entity. However, it is also possible to have transient groups, with the 
IP Address assigned to them by a “multicast agent”. 

In order to implement multicast IP, three basic problems have to be solved: 

1. Host Computers need a mechanism to join an IP Multicast Group. 

2. Routers that support multicasting need to be able to build multicast distribution 
trees for each IP Multicast Group and  

3. hence efficiently forward packets sent to a given group, whilst avoiding routing 
loops. 

3.8.1.1 Joining a Multicast Group – IPv4 
For IPv4, the Internet Group Management Protocol (IGMP) defines the means by which 
Host Computers advertise their membership of a given IP Multicast Group. Now at 
version 3, (RFC 3376), IGMP provides a means by which: 

a) A Router can broadcast out a (General) query to all multicast hosts on a given 
network, in order to request that each host reports which IP Multicast Groups 
they are members of; 

b) A Router can broadcast out a (Group Specific) query to all hosts that are 
members of a given IP Multicast Group to request confirmation of group 
membership; 

c) A Router can broadcast out a (Group and Source Specific) query to all hosts that 
are members of a given IP Multicast Group to request whether they are 
interested in packets from a given source IP Address (version 3 only). 

A General Query is conventionally sent to the all-systems multicast address 224.0.0.1. 
For an Ethernet this, like all multicast IP Addresses, maps onto a well-known MAC 
Address and may hence be sent multicast to all interested hosts on the Ethernet. 

Group Specific and Source Specific Queries are sent to the Multicast IP Address 
assigned to the group and hence are only received by the hosts that are already 
members of the group. 

In use, a multicast router will broadcast a general query when it is switched on in order to 
gain an initial view of group membership. It will then use periodic Group Specific queries 
to confirm that there is at least one member of the group still active and hence that there 
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is still a need to forward to the network multicast packets sent to that group. If there is no 
response to several successive Group Specific Queries, then multicast forwarding for the 
group may be discontinued. 

When a host receives a General Query or a Specific Query it does not send its response 
immediately, but instead waits for a random back-off timer before doing so. All other hosts 
will see the report when it is sent and this allows them to avoid having to send such a 
report themselves.  

Note that a host computer does not have to wait for a query when it first needs to join a 
group. It is permitted to send a report immediately reporting group membership. 

Version 3 of IGMP introduces the concept of Source Specific Multicast (SSM). This is 
when a Host registers to receive packets only from a given set of sources, or to exclude 
specific sources. This allows for a limited optimization of the multicast distribution trees 
i.e. avoids sending packets to hosts that are not interested in them. 

IGMP does not itself have any mechanism to implement closed groups. However, it can 
transfer additional data that could contain some form of access key. It may also be used 
with IPsec’s Authentication Header (AH) – RFC 4302 - or Encapsulating Security Payload 
(ESP) – RC 4303 – where strong authentication is required to enforce a closed 
membership. 

3.8.1.2 Joining a Multicast Group – IPv6 
The Multicast Listener Discovery Version 2 (MLDv2) for IPv6 (RFC 3810) fulfils a similar 
function for IPv6 as IGMP does for IPv4. There are two main differences between the 
protocols: 

1. MLD supports IPv6 IP Addresses 

2. MLD has two types of reports: a current state report and a change state report. 
The former is sent in response to a query, while the latter is sent autonomously to 
report a change from not listening to listening or vice versa. 

3.8.1.3 Sharing Multicast Information Between Routers 
IGMP and MLD allow a router to discover which hosts on locally attached networks are 
members of which IP Multicast Groups. However, routers need to share this information if 
efficient wide area multicasting is to be achieved. 

One of the earliest protocols that supported this functionality is Distance Vector Multicast 
Routing Protocol (DVMRP) – see RFC 1075. DVMRP is a distant vector routing protocol 
conceptually similar to RIP that works on a “Flood and prune” basis. These packets sent 
to a given IP Multicast Group are initially copied to every interface on a router – effectively 
they are broadcast within an Autonomous System. 

When such a packet arrives at a “last hop” router that does not have any hosts in the IP 
Multicast Group, the router will send back a “prune message” to tell the upstream routers 
not to send any similar packets to it. This way a multicast distribution tree is quickly 
established. This message can later be cancelled should a local host register to receive 
packets sent to the group. 

DVMRP is a simple protocol but has a significant overhead associated with it. It is really 
only suitable for implementation over high bandwidth networks. DVMRP implementations 
vary from the original RFC and there have been attempts at providing internet drafts to 
update the specification. However, none have yet made it through to publication as RFCs. 
It is believed that there is a desire to replace DVMRP with a new specification - Protocol-
Independent Multicast (PIM). 

PIM is a family of multicast routing protocols that can provide one-to-many and many-to-
many distribution of data over the Internet. The "protocol-independent" part refers to the 
fact that PIM does not include its own topology discovery mechanism, but instead uses 
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routing information supplied by other traditional routing protocols such as Border Gateway 
Protocol (BGP). 

Protocol Independent Multicast - Dense Mode (PIM-DM) is described in RFC 3973 
(Experimental). This is similar to DVMRP and operates by using the underlying unicast 
routing information base to flood multicast datagrams to all multicast routers.  Prune 
messages are used to prevent future messages from propagating to routers without 
group membership information. 

Protocol Independent Multicast-Sparse Mode (PIM-SM) is described in RFC 2362 
(Experimental). This introduces the concept of a group specific Rendezvous Point (RP) 
and uses explicit Join/Prune Messages rather than multicast flooding. When a host 
computer registers for membership with an IP Multicast Group that is not currently 
supported by its nearest multicast router, a Join message is sent to the Rendezvous Point 
and the multicast tree is extended to the new host. A Prune message is likewise sent 
when a multicast router no longer supports any hosts that are members of the group. 

Note that the Join/Prune messages do not need to be sent all the way to the RP. It is 
sufficient for them to reach the nearest multicast router which has active members of the 
IP Multicast Group. 

Multicast extensions have also been added to OSPF (RFC 1584). Once these extensions 
have been implemented OSPF routers are able to determine the location of all hosts in 
the local Autonomous System that a members of a given IP Multicast Group. They can 
then determine the optimal multicast distribution tree. 

A recent RFC has also proposed a multicast version of BGP – the Border Gateway 
Multicast Protocol (BGMP) – RFC 3913. This combines the Join/Prune model with the 
efficiency of a TCP based routing information exchange protocol. 

3.8.1.4 Multicast Forwarding 
The main problem with multicast forwarding, especially when multicast flooding is used by 
DVMRP or PIM-DM, is the prevention of loops and hence the exponential explosion in the 
numbers of copies of a packet in circulation until the packet’s Time To Live (TTL) expires. 

This problem is usually managed by a technique known as Reverse Path Forwarding 
(RPF). Under RPF, when a multicast packet arrives over a given interface, its source IP 
Address is compared with the current forwarding table. If this interface is the one used for 
forwarding packets to that IP Address then the packet is accepted and a copy sent out on 
the router’s other interfaces (multicast flooding). Otherwise, the packet is discarded. 

This simple technique avoids packet loops. 

Multicast forwarding should also be efficient and make use of network multicast 
capability. If a multicast packet is to be forwarded to more than one router/host over an 
interface to a network that also supports multicast, then that network’s multicast function 
should be used to send a single copy of the packet rather than a separate copy to each 
router and host. 

3.8.2 Anycast Operation 
RFC 1546 introduces the concept of Anycast addresses. However, there has only been 
limited published work since then on Anycast, which is still at the Internet Draft stage. 

Although conceptually similar to Multicast, the “Anycast Problem” is much harder to solve: 

• Multicast Flooding is not a valid solution to the need to forward a packet to the 
nearest member of an IP Anycast Group. 

• IGMP and MLD are designed to report that “at least one” member of an IP 
Multicast Group is present on a given network. When several members of an IP 
Anycast Group are present on a network, each one needs to be known. This is 
because they will be an equivalent distance from any sender, and when they 
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are the nearest group member to a sender of an Anycast packet to their group, 
then the router must select one of them at random as the packet’s destination. 

• While Anycast can be successfully used with UDP, TCP is more problematic. 
Successive TCP packets on the same data stream must be sent to the same 
destination; it does not make sense to send them randomly to different hosts. It 
may be useful to send a TCP SYN to an Anycast address but from there on the 
unicast address of the selected host should be used. However, this requires an 
extension to the TCP operation and some means of prevention of spoofing. 

It should be noted that the above problem is only relevant when the members of 
an Anycast Group are different real systems. When Anycast is used to support 
a single multi-homed system then this is not an issue and indeed use of unicast 
addresses for the remainder of a TCP connection may detract from the 
advantages of being multi-homed. Anycast implementations may thus have to 
be aware of how Anycasting is being used when determining appropriate 
behaviour. 

The forwarding strategies for Anycast are thus very different from Multicast and while 
Anycast may share some aspects of the multicast tree building, its forwarding 
implementation will always be different. The flood and prune approach to multicast tree 
building is not appropriate and Anycast is only ever associated with Sparse Mode 
approaches to multicast tree building. 

The Anycast concept can support Load Sharing, Multi-homing and Mobility. However, 
more work is needed before it can be assumed to be a standard part of the IPS. 

3.8.3 Congestion Management 
TCP determines the appropriate congestion window to use by gradually increasing the 
window size until it experiences a dropped packet. However, this causes the queues at 
the bottleneck router to build up, and Active Queue Management (AQM) mechanisms 
have thus been developed to detect congestion before the queue overflows, and provide 
an indication of this congestion to the end nodes. AQM can reduce unnecessary queuing 
delay for all traffic sharing that queue. It allows routers to separate policies of queuing or 
dropping packets from the policies for indicating congestion. The advantages of active 
queue management are discussed in RFC 2309. 

AQM mechanisms may use one of several methods for indicating congestion to end-
nodes. Random Early Detection (RED) is one mechanism for AQM that has been 
proposed to detect incipient congestion. It is specified in RFC 2309. AQM is meant to be 
a general mechanism using one of several alternatives for congestion indication, but in 
the absence of ECN, AQM is restricted to using packet drops as a mechanism for 
congestion indication. 

AQM can set a Congestion Experienced (CE) codepoint in the packet header instead of 
dropping the packet, when such a field is provided in the IP header and understood by 
the transport protocol. The use of the CE codepoint with ECN allows the receiver(s) to 
receive the packet, avoiding the potential for excessive delays due to retransmission after 
packet loss. 

3.9 IP and Mobility 
Mobility of IP Systems may be seen at two fundamental levels : 

• Macromobility refers to movement of a mobile system from one administrative 
domain to another, implying the need for re-authentication, and allocation of a 
new IP address corresponding to the new network to which the mobile is 
attached. 

• Micromobility refers to the movement of a mobile system within a network, such 
as when a mobile hands off from one base-station to another, i.e. moves 
between Access Routers. 
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Micromobility is an issue for individual Data Links, while Macromobility is an issue for IP. 
End users may either be exposed to Macromobility – which is typically the case today – 
or the Internet may attempt to hide Macromobility from its users. 

3.9.1 Mobility and the Internet 
A simple consequence of Internet Addresses being the addresses of points of attachment 
rather than End Systems, is that a Host Computer must have a different address for each 
point of attachment to the Internet. For multi-homed Hosts this means that it will have a 
different Internet Address for every interface it has to the Internet. Furthermore, the 
Internet Address chosen by another Host for sending packets to it determines the 
interface through which the packet is delivered, and probably the network over which the 
packet is delivered and the route as well. This is no aid to resilience through multiple 
points of attachment as, if any of the network adapters fails, in order to use a different 
one, the sender must be aware of the alternative Internet Addresses, and change to 
using one that is still available. 

For truly mobile systems, the implication of having many different points of attachment to 
the Internet, and hence Internet Addresses, is that a sender, without additional 
management protocols, will have great difficulty in determining which point of attachment 
is in use, and hence which Internet Address to use. An exhaustive search of all known 
possible points of attachment would seem to be the only possible strategy. 

The Anycast concept could avoid this problem. However, until robust Anycast 
implementations are available, alternative strategies must be used that avoid such 
fundamental changes to internet routing. 

One alternative solution to the mobility problem is to make it appear as if each mobile 
system was a separate network. Netids are effectively assigned randomly, and dynamic 
routing protocols could be used to report the new route to such a “network”, every time it 
attached to a different router. However, this runs up against the problem of overflowing 
routing tables in core Internet Routers, and the overhead involved in the worldwide 
distribution of such routes. This is hence not a realistic solution to the problem. This 
situation could be avoided if Service Providers to mobile systems employed CIDR 
techniques to hide all such “mobile networks” from the rest of the Internet. However, there 
would be no obvious way to move between service providers with such a strategy. 

Instead, Mobile IP has been developed to require as little change to the existing Internet 
infra-structure as possible, and techniques have been developed to manage the many 
different Internet Addresses that a mobile system may have, i.e. one for each possible 
point of attachment, and to permit other Internet Hosts to send packets to mobile systems 
regardless of where those mobiles are currently attached to the Internet. The strategy 
described below as Basic Mobile IP (for IPv4), permits communication with mobile 
systems from all existing Internet attached computers. The second strategy, described 
below as “Optimized Mobile IP” removes routing inefficiencies inherent in the first 
approach, but at the expense of requiring additional procedures in Internet Hosts.  

IPv6 also incorporates Mobile IP principles, but aims to make the optimized approach part 
of the base specification rather than an optional add on. 

3.9.2 Basic Mobile IP 
Figure 3-13 illustrates the architecture developed for Mobile IP. This introduces two new 
types of system - the “Home Agent” and an optional “Foreign Agent”, and uses a 
technique known as encapsulation. The role of the Foreign Agent is really historical and, 
in a modern implementation, the Foreign Agent is no more than an Internet gateway 
router which is able to dynamically assign an IP Address to the Mobile System. 

Under Mobile IP each Mobile Node is firstly assigned a unique “Home Address”. This will 
be an address on a network associated with a specialized router, which is the Mobile 
Node’s “Home Agent”. The local routing tables are set up so that packets addressed to 
the Mobile Node are almost always routed through the Home Agent. The only exception 
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is the special case when the Mobile Node is actually attached to its home network and 
hence available on its Home Address. In this case, packets may be routed directly to it 
without passing through the Home Agent. 

A Home Agent may be responsible for many Mobile Nodes, and there may be many 
different Home Agents in the Internet, each supporting a different population of Mobile 
Nodes. 

The Internet

Home Agent

Host Computer

Foreign
Agent

Mobile 
Network

Mobile System

 

When another Host wants to send a packet to a Mobile Node, it addresses that packet to 
the Mobile Node’s Home Address. If the mobile is “at home”, then the packet will be 
routed directly to it, otherwise, routing tables local to the Home Address ensure that it will 
be routed to the “Home Agent”, which must then forward the packet to the mobile’s actual 
point of attachment, if any. 

To be reachable when away from home, a mobile cannot just attach to any point on the 
Internet, and typically attaches to a point supported by a “Foreign Agent” that is willing to 
support the Mobile Node’s communications, or to just dynamically assign it a temporary 
IP Address. 

When a mobile attaches to a Foreign Agent, the Foreign Agent assigns it a temporary 
“care-of-address”; this may be the Internet Address of the Foreign Agent itself, or a 
dynamic IP Address temporarily assigned to the mobile. Registration messages are then 
sent to the “Home Agent” informing it of the care-of address through which the Mobile 
Node is now available, and the “Home Agent” is then able to forward packets to the 
Mobile Node. These messages may come from either the Foreign Agent, when the care-
of address is its own, or from the mobile when it is assigned a dynamic IP Address. 

When a packet arrives at the Home Agent addressed to a Mobile Node’s Home Address, 
that packet must be forwarded to the care-of address. However, it cannot just be 
launched on to a route to the care-of address, as Internet Routers between the Home 
Agent and the Mobile System will not in general be aware of Mobile IP procedures, and 
will just return the packet back to the Home Agent. The Home Agent could replace the 
Home address in the IP header by the care-of address. However, for example, if the care-
of address was the Foreign Agent’s then, when the packet arrived at the Foreign Agent, it 

Figure 3-13 Mobile IP Architecture 
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would not necessarily have any way of telling to which Mobile Node currently attached to 
it, the packet was really addressed.  

Instead, the Home Agent encapsulates the packet, including its IP header, as the data 
portion of another IP packet. This IP packet has the Mobile Node’s care-of address as its 
destination address. 

This encapsulated IP packet may then be successfully routed to the Foreign Agent or 
directly to the mobile without any intermediate router having to be aware of Mobile IP 
procedures. Depending on how the care-of address is assigned: 

• Care-of address is the Foreign Agent’s: Once it arrives at the Foreign Agent, the 
packet is decapsulated and the Foreign Agent inspects the original IP Header in 
order to determine the Home Address to which the packet was originally sent. If 
this matches the Home Address of any Mobile Nodes currently attached to this 
Foreign Agent, then the packet is relayed to it; otherwise the packet is 
discarded. 

• Care-of address is dynamically assigned to Mobile: Once it arrives at the Mobile 
Node, the packet is decapsulated and then processed as any other incoming IP 
packet. 

Packets sent from the Mobile Node to any Host on the Internet do not have to pass 
through the Home Agent, and are simply routed through the Foreign Agent as normal 
(non-encapsulated) packets addressed to their intended destination. The source address 
on such packets is the Mobile Node’s Home Address – although this can cause problems 
with Internet Firewalls. 

3.9.2.1 Attaching to a Foreign Agent 
A Foreign Agent is a specialized router attached to a Mobile Network, and Mobile Nodes, 
once attached to the Mobile Network, communicate with it directly over the Mobile 
Subnetwork.  

When a Mobile Node first attaches to a Mobile Network, it must first find out the local 
subnetwork address of a suitable Foreign Agent and be assigned a care-of address. This 
procedure may use network specific procedures. Alternatively, it may use an enhanced 
version of the ICMP Router Discovery protocol. The ICMP Router Discovery protocol 
message format is extended by Mobile IP to enable Foreign Agents to be distinguished 
from ordinary routers; to advertise the capabilities of Foreign Agents; and to enumerate 
the care-of-address(es) supported by the Foreign Agent. 

More recently the Dynamic Host Configuration Protocol (DHCP) has become a popular 
means of assigning dynamic IP Addresses on LANs. PPP is also used to dynamically 
assign IP Addresses on dial-up links. When either of these strategies is used, there is no 
need for a specialized Foreign Agent. The Foreign Agent is no more than an Internet 
gateway implementing DHCP or PPP. 

3.9.2.2 Registration 
Once a care-of address has been allocated, the Mobile Node must register with its Home 
Agent, informing it of the care-of address that it will now be using. For security reasons 
this has always to be initiated by the Mobile Node and not the Foreign Agent.  

Registration is performed by sending a Registration Request datagram to the Home 
Agent using UDP. The Registration Request identifies the Mobile Node by its Home 
Address, announces the care-of address that it will be using, and proposes a lifetime (in 
seconds) for the registration. When the Home Agent receives a registration request, it 
records the information received and responds with a Registration Reply datagram, again 
using UDP, confirming the registration and the actual lifetime of the registration. 

The Registration Reply may also be relayed back via the Foreign Agent, when the care-of 
address is the Foreign Agent’s address, which then passes it on to the Mobile Node. The 
Foreign Agent also responds to a Registration Reply by recording the registration of the 
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Mobile Node and its lifetime. It will then be able to provide forwarding services during the 
period of the registration. 

As UDP is an unreliable transport protocol, registration requests may have to be repeated 
if a Registration Reply is not received within a given period. 

3.9.2.3 De-registration 
De-registration occurs either on the expiration of the registration lifetime or when a 
Registration Request is received and accepted from a new care-of-address, unless 
simultaneous mobility bindings have been requested (see section 3.9.2.4 below). A 
Mobile Node can also de-register without registering a new care-of address, by sending a 
Registration Request with a lifetime set to zero. 

3.9.2.4 Multiple Points of Attachment 
The Mobile IP Specification can cope with Mobile Nodes concurrently reachable via more 
than one care-of address, provided that the Home Agent can support this. In such cases, 
the Home Agent sends a copy of each packet that it receives addressed to a Mobile 
Node, via each currently registered care-of address. Multiple simultaneous bindings have 
to be explicitly requested on each Registration Request, if each successive registration is 
not to replace the preceding one, and a Home Agent may impose a limit on the number of 
simultaneous bindings that it can accept. 

The strategy is profligate in its use of network resources, but useful when a mobile comes 
into contact with several mobile networks, needs a robust service, and is not sure which 
mobile network will stay within range and from which it will soon go out of range. 

3.9.2.5 Security 
Security is a major problem in Mobile IP. Mobile IP is clearly vulnerable to masquerade 
and replay attacks. Therefore authentication procedures are built into the specification 
and cannot be considered as an optional add-on. In particular, the registration dialogue 
has to be protected by digital signatures and non-repeating sequence numbers in order to 
protect against masquerade and replay. 

Mobile Nodes and Home Agents must therefore implement suitable encryption algorithms 
and Key Management and Distribution Procedures are required. 

However, there can still be a problem with packets sent back from the mobile system. 
These will appear to come from the mobile’s “real” address and some routers (that 
implement anti-spoofing procedures) may discard such packets. 

3.9.3 Congestion Management and Mobile IP 
Mobile IP has two problems with congestion management. The first is that there is a 
much higher variance in the round trip delay with mobile systems, caused partly by the 
characteristics of some mobile networks, and also due to changes in path length when a 
mobile changes its point of attachment. This will cause problems with the current back-off 
algorithm due to the greater uncertainty in measuring the round trip delay.  

The second is that with mobile IP, packets are also likely to be discarded because a 
mobile has changed its point of attachment to the Internet. If such discards are also 
assumed to be due to congestion then the back-off algorithm will be invoked 
unnecessarily and throughput will suffer. Similarly, packets are also likely to be discarded 
if the mobile network does not provide for local recovery from detected errors. This is 
because communications errors are much more likely in mobile networks compared with 
fixed networks. Invoking the back-off algorithm as a result of communications errors will 
also impact throughput. 

To counter these problems, the sending Host Computer (Correspondent Node) probably 
will need some sort of indication from the network that a mobile changed its point of 
attachment, and hence the transit delay may undergo a sudden change and packets may 
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be discarded, or that a packet was discarded due to communications errors, rather than 
just due to congestion. However, getting such an indication is difficult due to 
encapsulation between Home Agent and Foreign Agent, and it is during this phase of the 
packet’s journey that such problems will arise. 

In general, if a router discards a packet, it can return an ICMP packet to the sender 
reporting the reason for the discard, the IP Header of the discarded packet and the first 
64-bits of the data contained in the packet. 64-bits is normally enough information to 
identify the TCP connection affected by the problem. However, when such a router is 
along the path between a Home Agent and a Mobile Node, the packet will be 
encapsulated. The ICMP packet will be returned to the Home Agent, as the sender of the 
encapsulated packet, and contain only the first 64-bits of the header of the inner packet. 
This is not enough to include the source or destination address of the inner packet, let 
alone the TCP connection information. 

Because of this problem, it is not readily possible to return to the real sender an indication 
of packet discard and why it was discarded. The Home Agent may get an ICMP message 
informing it that an encapsulated packet was discarded. However, if more than one 
Mobile Node supported by the Home Agent was using the same Foreign Agent then it is 
not possible to determine which one’s packet was affected. In any case, the TCP 
connection cannot be determined and the Home Agent cannot reconstruct a meaningful 
ICMP message to return to the original sender. 

In order to deal with congestion, the Home Agent will have to intelligently monitor the data 
flows encapsulated by it and predict which ones were the target of ICMP messages 
using, for example, known information about changes to Mobile Node registrations. 

Modified procedures in ordinary Internet Hosts will also be necessary to communicate 
efficiently with mobile systems, both in changes to the back-off algorithm and in 
responding to network originated information. 

3.9.4 Optimized Mobile IP 
Mobile IP will typically result in sub-optimal routing of packets addressed to mobile 
systems. This is because such packets will have to be routed via the Home Agent, and 
this may be a considerable distance from the optimal route between sending Host and the 
destination mobile. To avoid this problem a further specification has been developed, 
which requires additional protocol and support in the sending Host. This specification 
permits: 

• Correspondent Nodes to query a Home Agent as to the current care-of address 
of a mobile and hence encapsulate packets and send them directly to the care-
of address without having to pass through the Home Agent. 

• Correspondent Nodes to inform sending Hosts of the care-of address, either in 
response to an explicit request, or as an informative redirection message, when 
a packet is relayed through the Home Agent and to a mobile. 

• Foreign Agents to be informed of new care-of addresses for Mobile Nodes that 
they had been responsible for and hence to forward packets to the new care-of 
address. 

• Foreign Agents to warn sending Hosts when IP packets are received direct from 
such a Host and the mobile is no longer reachable via the Foreign Agent. 

Security is also a very serious issue with this optimization and considerable additional 
requirements in support of mobile IP optimization are due to the need to authenticate the 
messages that redirect traffic to care-of addresses. Security is also more costly in this 
case, as there is a need for a Security Association between each sending Host and the 
mobile’s Home Agent, with the associated cost of key management. 

In addition to the cost of security, this optimization also means that new behaviour is 
required of Internet Hosts. It cannot be applied to existing systems. 
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3.9.5 Mobile IP and IPv6 
Mobile IP for IPv6 aims to maintain the same model for mobile communications as for 
IPv4, while making Route Optimization part of the base specification. It is intended to be 
an integral part of IPv6 rather than a “bolt on” extra. 

Two new IPv6 headers are defined. One is a new “Mobility Header” which passes 
information on mobility bindings, and the other is a new format “Routing Header” used to 
convey a Mobile Node’s Home Address. New ICMP messages are also defined to 
support Home Agent discovery. 

Much of the specification is devoted to the security issues that are consequential on route 
optimization being a baseline part of the specification. Maintaining a security association 
between a Home Agent and a Mobile Node should be reasonably straightforward as they 
can be assumed to be under the same administration. However, route optimization 
requires a security association between the Mobile Node and the Correspondent Node 
(i.e. with whomever they are communicating with) if masquerade is not to be a serious 
security vulnerability. In turn, this demands a common Public Key Infrastructure and the 
universal implementation of a set of agreed security algorithms. 

The specification is still concerned with serial roaming between service providers and 
does not support concurrent use of different Service Providers choosing between them 
dynamically on the basis of the Quality of Service offered. 
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4. IP SECURITY 

4.1 Security – At which layer? 
There exist numerous protocols for securing IP traffic and each method is bound to a 
specific layer. 

 

Physical Layer

Data Link Layer

Network Layer

Transport Layer

Application Layer

 

Figure 4-1 Simplified OSI reference model. 

 

It is worth considering the advantages and disadvantages when providing security below, 
at, or above the IP. 

In the aeronautical environment, where end-to-end security is needed the network layer 
seems to be a very good candidate for applying the security services. 

The data link layer and the physical layer do not provide end-to-end security when hops 
are needed. In a basic configuration, if an opponent gets access to an intermediate node, 
messages in transit through such an intermediate node can be captured in clear text. This 
implies that all intermediate nodes must be trusted at all security levels. On the other 
hand data link layer and physical layer security provide a higher degree of traffic flow 
confidentiality than when applying higher (network, transport, or application) layer security 
because it is possible to encrypt, for example, the IP addresses. However, the usefulness 
of this is probably limited to the air-ground link: The opponent would very likely locate the 
sender by other means than by studies of (for example) IP addresses. 

A great advantage when applying data link layer security is speed: Hardware encryption 
is preferable to software encryption. The benefits of hardware encryption must be 
balanced against the link capacity and the amount of traffic transmitted. Apparently, the 
aeronautical network currently seems satisfied with 9.6 kbps links which indicates that 
hardware acceleration is not a requirement. 

Genuine user-to-user security and non-repudiation can be provided in a fairly 
straightforward way by application layer security mechanisms. Furthermore, because of 
complete access to the data, it is possible to mix algorithms for data of different sensitivity 
thereby providing the appropriate security level. However, a major disadvantage when 
providing security at the application layer is that each application has to design and 
implement its own security mechanism thereby increasing both costs and the probability 
of introducing security flaws, due to design and implementation errors. Also application 
layer security offers no traffic flow confidentiality. 

Hardware assistance for e.g. application layer encryption is possible but it is not nearly as 
efficient as deploying hardware for security services on lower layers. The hardware often 
serves multiple purposes implying that the various applications sometimes have to wait 
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before getting access to the shared hardware resource. Also hardware cannot assist in 
“traffic processing tasks” (see below). 

When operating in an aeronautical environment based on IPv6 connectivity, the network 
layer is the “lowest layer” where end-to-end security can be deployed. 

Strictly speaking network layer security offers source-to-destination and not user-to-user 
security. However, IPsec provides mechanisms to perform user-based security on end-
hosts, for example by having both end-hosts implementing application layer access 
controls based on the IPsec authenticated identities of the peers. Note that both IKE 
peers must be able to handle this.  Alternatively IPsec could be used in combination with 
a name and a password. 

Network layer security is much more flexible than application and transport layer security 
in the sense that it protects both IP traffic and all upper-layer protocols – implementation 
is only needed once. This flexibility also implies that multiple transport protocols and 
applications can share the same key management structure. Furthermore network layer 
security is independent of the link layer. 

A compliant IPv6 implementation must incorporate IPsec security features. IPsec can be 
implemented in end-hosts and – unlike transport and application layer security 
mechanisms – in security gateways/routers. Because the network layer supports subnet-
based security, it is easy to build secure tunnels through untrusted networks (VPNs). 

Hardware support is applicable and efficient (although not as efficient as on the link layer) 
when performing security-related operations at the network layer. Hardware dedicated to 
IPsec (e.g. an IPsec-capable network processor) not only speeds up encryption and 
decryption of payload, for example, or Diffie-Hellman related computations, but also (and 
this is not applicable on the application layer) speeds up IPsec processing tasks like SA 
and Policy lookup, filtering, ESP/AH tunnel and transport-mode processing (both 
decapsulation and encapsulation) and SA expiration control, among others. 

Yet another way to protect sensitive traffic is to use security on multiple layers, for 
example on the link layer between point-to-point links using fast stream ciphers in 
combination with application layer security to ensure end-to-end protection. The 
disadvantage of this approach is of course the additional computational overhead. 

In the aeronautical environment the network layer seems suitable for applying security 
services. When computational power and power consumption aren’t scarce resources, 
the use of security mechanisms on two levels, the link layer and the application layer, 
offers a good alternative. 

4.2 A description of IP security 
This section serves to give a short overview of IPsec. It is based on RFCs 4301, 4302, 
and 4303. These RFCs obsolete the previous RFCs 2401, 2402 and 2406. These 
previous RFCs are still deployed today, and may well be deployed many years to come. 
Readers familiar with IPsec may readily skip this section. 

IPsec provides security services at the IP layer offering protection to IP and all protocols 
carried over IP and to any medium which IP runs over. It creates a boundary between 
protected (trusted/‘red’) and unprotected (untrusted/‘black’) interfaces for a host or a 
network. The access controls (so-called policies) specify whether packets are allowed to 
bypass the boundary unimpeded (BYPASS), are discarded (DISCARD), or are afforded 
security services (PROTECT).  

IPsec is mandatory in IPv6 implementations and works for IPv4 as well. It can be 
deployed in both end-hosts and in gateways/routers and can protect packets between 
hosts, between hosts and security gateways/routers and between gateways/routers. 

IPsec includes a specification for minimal firewall functionality. 

IPsec may be implemented in the IP source code (the native IP stack). Another possibility 
is to use a dedicated, inline security protocol processor. 
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4.2.1 A simple example of IPsec processing 
This subsection gives a very informal and simplified description of some of the 
mechanisms employed when processing an IP packet in an IPsec enabled host. The 
processing example is chosen to be very simple. The intention with this section is to first 
and foremost briefly introduce various important IPsec concepts and in that way – 
hopefully – make the subsequent sections, where these concepts are described in 
greater detail, more easily read. 

Users on two IPsec enabled hosts, H1 and H2, want to communicate by exchanging IP 
packets. They want the traffic to be encrypted AND authenticated (encryption without 
authentication is not recommended). In order to do that, the users on H1 and H2 set up 
policies. A policy defines the traffic to be protected, how the traffic should be protected, 
and with whom the protection is shared. 

The user of H1 defines the following policies (in order of priority):  

• H1_ Pol1: TCP-sessions between H1 and H2 must be protected using ESP, 
encrypted using (in order of priority) 3DES or AES-256 (with key length 
256 bits) and authenticated using HMAC-SHA1-96. 

• H1_ Pol2: All other traffic between H1 and H2 must be protected using ESP, 
encrypted using AES-128 and authenticated using HMAC-SHA1-96. 

• H1_ Pol3: All other traffic must be discarded 

The user of H2 only offers encryption with AES, the policies are (in order of priority): 

• H2_ Pol1: TCP-sessions between H1 and H2 must be protected using ESP, 
encrypted using AES-256 and authenticated using HMAC-SHA1-96. 

• H2_ Pol2: All other traffic between H1 and H2 must be protected using ESP, 
encrypted using AES-128 and authenticated using HMAC-SHA1-96. 

• H2_Pol3: All other traffic must be discarded 

When defining policies the users/administrators must be very careful. One of the pitfalls is 
blocking of vital messages.  At some point (see below) H1 and H2 must agree on how to 
protect the traffic and they need to establish shared keys used to encrypt and 
authenticate their messages. The protocol used to establish this shared state between 
the two hosts is the Internet Key Exchange (IKE). IKE messages are exchanged on UDP 
port 500 so, in order to avoid a chicken-and-egg problem, a policy with topmost priority 
must be explicitly defined, allowing UDP traffic between H1 and H2 on port 500 to bypass 
the interface unimpeded. Likewise special care must be taken in order not to prevent 
traffic needed for address auto-configuration to reach its destination. 

The policies reside in an ordered database, the Security Policy Database (SPD), and the 
SPD must be consulted during the processing of ALL traffic entering or leaving the host’s 
interfaces. 

Now, H1 sends a TCP packet to H2. By inspecting the IP header and next-layer header 
information (the “selector” values) it turns out that the packet matches several entries in 
the SPD, but the first one is H1_Pol1 stating that the traffic must be protected using ESP. 
This is the first packet matching this particular entry so the key management mechanism 
(IKE) must be invoked. While the TCP packet is stored at H1, IKE authenticates the peers 
(H1 and H2), the initiator H1 proposes the cryptographic suites (a suite is a complete set 
of algorithms used to protect “traffic”) by listing supported algorithms, and a single suite is 
negotiated (TCP-sessions between H1 and H2 encrypted using AES-256 and 
authenticated using HMAC-SHA1-96, as H2 doesn’t support H1’s first priority for 
encryption: 3DES). Also shared secret keys are established.  

This outcome of the IKE negotiation (the association of key(s) and the security services 
the peers (H1 and H2) could agree upon for the traffic in question (in this case TCP)) is a 
unidirectional (one for inbound and one for outbound traffic) protected connection called a 
Security Association (SA). The SAs are created in pairs. They reside in the Security 
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Association Database (SAD). There is a link from the SPD entry to the corresponding SA. 
The SA has a “lifetime”, but as long as the SA exists the outbound traffic from H1 to H2 
matching H1_pol1 and – from H2’s point of view – the inbound traffic matching H2_Pol1, 
use the already established SAs. IKE need not be invoked before processing the next 
TCP packet. 

The Encapsulating Security Payload (ESP) is the IPsec protocol that provides both 
confidentiality/encryption and authentication. In transport mode it does so by inserting a 
new so-called ESP header after the IP header and before the data to be protected (in this 
case the TCP protocol) and by appending an ESP trailer. The payload is encrypted and 
authenticated and send to H2 (cf. Figure 4-2). 

H2 receives the TCP packet and observes that the packet contains an ESP header. The 
ESP header contains a 32-bit value called the Security Parameters Index (SPI). The SPI 
value is chosen by H2 and exchanged during the IKE negotiation. The SPI value uniquely 
identifies the relevant SA in the SAD and the SA is looked up and used to authenticate 
and decrypt the packet by means of the corresponding keys. Then the packet (now 
appearing in clear text) is matched against selectors identified by the SAD entry to verify 
that the packet’s header fields are indeed consistent with the selectors for the SA via 
which is was received. If this is not the case, the packet is dropped. 

Inbound processing is quite different from outbound processing because using the SPI 
maps IPsec protected traffic is mapped directly to an SA entry. If the SPI value extracted 
from the header of an IPsec protected packet does not match any SA, the packet must be 
discarded. 

When H2 receives packets not containing an IPsec header, the SPD must be consulted in 
order to determine how to process the packet: bypass or discard. If the policy specifies 
that the packet should have been IPsec protected but SAs are not yet established, then 
the packet must be dropped (see Figure 4-2). 
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Figure 4-2 IPsec processing of incoming packets (simplified) 
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Figure 4-3 IPsec processing of outgoing packets (simplified) 
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4.2.2 ESP and AH 
IPsec is a protocol suite and uses the two traffic security protocols, Encapsulating 
Security Payload (ESP) (cf. [ESP]) and (optionally) Authentication Header (AH), to 
provide security services for traffic. 

Security Parameter Index (SPI)

Sequence number

Payload len.

Authentication data

0 15 317 23

Next header Reserved

 

Figure 4-4 The AH Header 
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Figure 4-5 The ESP Header 

The AH offers data integrity, data origin authentication and anti-replay protection. The 
sequence numbers of incoming packets are compared to an anti-replay window (a sliding 
window), which is used to determine whether a packet is part of a replay-attack. ESP 
offers the same set of services and in addition it offers confidentiality and limited traffic 
flow confidentiality: It is possible to conceal the length of the packet’s data part by 
invoking ESP payload padding, and ESP in tunnel mode (see below) conceals the 
ultimate source and destination address. Note that limited traffic flow confidentiality is 
effective primarily in VPNs and not when applying transport mode. 

ESP can be used to provide integrity without confidentiality, apparently making AH 
superfluous. However, AH authenticates more fields in the outer IP header than ESP, 
namely the fields where the value is immutable or changes in a predictable way. 

ESP and AH are designed to be cryptographic-algorithm independent, making it possible 
to choose the cryptographic algorithms, public as well as private, which exactly meet 
one’s needs without affecting other parts of the implementation. 

The general view is that even with authentication, ESP should be preferred to AH. This is 
because AH is designed in a way that makes it impossible to use NAT. The reason for 
being unable to use NAT is the cryptographic checksums calculated by AH is not just 
over the IP payload, but also over all immutable fields of the IP header, and the IP 
addresses of the header are considered immutable.  
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4.2.3 Transport mode and tunnel mode 
ESP and AH support two modes of use: Transport mode and tunnel mode.  

Transport mode protects upper-layer protocols and is typically employed between a pair 
of hosts to protect end-to-end traffic. An IPsec header is inserted between the IP header 
and the upper-layer protocol header (see Figure 4-6). 

Transport mode can only be used where the communication end-points are also the 
cryptographic end-points. 

Tunnel mode protects an entire IP packet. The entire IP packet to be protected is 
encapsulated in another IP packet and an IPsec header is inserted between the outer 
and inner IP headers (see Figure 4-6). The outer header specifies the IPsec processing 
source and destination addresses, the inner header specifies the (apparently) ultimate 
source and destination for the packet. 

Tunnel mode may be used by security gateways in connection with for example VPNs. 
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Figure 4-6 IP packet protected by IPsec in transport and tunnel mode respectively 

 

4.2.4 Security Policies and the Security Policy Database 
The protection offered by IPsec is based on requirements defined in an ordered database 
called the Security Policy Database (SPD). The policies specifying, for example, which 
protocol (ESP or AH) to employ, the mode (transport or tunnel), which cryptographic 
algorithm to use and the granularity at which the service should be applied are defined 
and maintained by a user/system administrator.  

The SPD (or associated caches of de-correlated SPD entries) must be consulted during 
the processing of all traffic that traverses the IPsec boundary. 

4.2.5 Security Associations and the SA Database 
IPsec needs a way to associate what traffic to protect, how to protect the traffic and with 
whom to perform the protection. Such a management construct used to enforce security 
policy for traffic is called an IPsec Security Association (SA) and is a fundamental concept 
in IPsec.  

Support for both manual and dynamical/automated creation of IPsec SAs is mandatory. 
When manual management is deployed a user/administrator manually configures each 
system with relevant keys and SA management data. Manual techniques only work well 
in small, static environments. Automated SA management requires deployment of a 
standardized automated SA and key management protocol like e.g. IKE. 

An IPsec SA is unidirectional. To secure typical bi-directional communication between 
two IPsec peers, a pair of SAs is required (IKE explicitly creates SA pairs.). SAs are 
protocol-specific: Security services are afforded to an SA by the use of either ESP or AH 
but not both. 
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The SAs reside in the Security Association Database (SAD).  

The information held in an SAD entry includes: 

• Security Parameters Index (SPI), a 32-bit value existing in IPsec headers. The 
SPI is chosen by the receiving end of the SA in order to identify the SA. In an 
SAD entry for an inbound SA, the SPI is used to map traffic to the appropriate 
SA. (An SA carrying unicast traffic is uniquely identified by the SPI value. For 
multicast a de-multiplexing algorithm must be implemented.) 

• Anti-Reply Window: A counter and a bitmap used to determine whether an 
inbound IPsec packet is a replay. Note that this requires automated SA 
management because new SAs must be created prior to the sequence number 
wrapping around back to zero. 

• Data needed for authentication and/or encryption, like authentication algorithm 
and key, encryption algorithm and key, mode etc. 

• Lifetime of SA: The time after which the SA must be replaced or the number of 
bytes to which the cryptographic algorithm must be applied before the SA is 
replaced, or simultaneous use of time and byte count. Note that when created 
manually an SA has no lifetime; it exists until it is deleted manually. 

• IPsec protocol mode: Tunnel mode or transport mode. 

• Path MTU: Any observed path MTU and aging variables. 

• DSCP values used to select one SA among several that match the traffic 
selectors for an outbound packet. 

Support for nested security associations (called “SA-bundles” in RFC 2401) is no longer 
required. 

It ought to be mentioned that in an IPsec implementation there is a nominal Peer 
Authorization Database (PAD). The PAD provides a link between the SA management 
protocol (e.g. IKEv2) and the SPD. 

4.2.6 Selectors 
IP traffic is mapped to an SPD entry by means of one or more so-called selectors. A 
selector contains IP and next layer header information. The required selector types are: 

• Remote IP Address(es) – values allowed: List of ranges of IPv6 or IPv4 
addresses 

• Local IP Address(es) – values allowed: List of ranges of IPv6 or IPv4 addresses 

• Next Layer Protocol – values allowed: Protocol number, ANY or OPAQUE (ANY 
is a wildcard and OPAQUE indicates that the corresponding selector field 
cannot be inspected due to e.g. packet fragmentation or encryption (because 
IPsec has been applied) of the value.) 

• Local and Remote Ports (if the Next Layer Protocol uses ports like e.g. TCP and 
UDP) – values allowed: List of ranges of values, ANY or OPAQUE 

• IPv6 Mobility Header Message Type (if the Next Layer Protocol is a mobility 
header) – values allowed: 8-bit value identifying a particular mobility message 

• ICMP message type and code (if the Next Layer Protocol is ICMP) – values 
allowed: 16-bits selector, 8-bit value or ANY for message type and 8-bit value or 
ANY for code 

• Name – Unlike the selectors listed above a name is not acquired from a packet. 
It may be used as a symbolic identifier for an IPsec address. Examples of 
identifiers employed in named SPD entries are e-mail addresses and fully 
qualified DNS names. 
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For each selector in an SPD entry, the entry specifies how to derive a Security 
Association from the SPD entry and the packet; it is possible for an SA being created to 
take some of its values from the packet and others from the values in the SPD entry. The 
user controls the granularity of the SA: a single SA can carry all traffic between two hosts, 
or one separate SA can be created to carry TCP traffic (for example), another to carry 
ICMP traffic, etc. 

It is permitted to establish multiple SAs with the same selectors, giving a sender the 
possibility to put traffic of different priority (distinguished by the Differentiated Services 
CodePoint (DSCP) bits) on different SAs and in that way support Quality of Service 
appropriately. 

4.2.7 The Internet Key Exchange, version 2 (IKEv2) 
In order to dynamically establish, maintain and distribute shared cryptographic keys and 
SAs between two peers, IPsec relies on a separate mechanism. The default key 
management protocol selected for use with IPsec is the extremely flexible public-key 
based IKE. This section is based on [IKEv2] describing version 2 of IKE. The IKEv2 
specification combines the contents of several documents, including ISAKMP (RFC 2408) 
(the syntax of e.g. Security Associations and Proposals is based on ISAKMP, however 
the semantics are somewhat different.), IKE (RFC 2409) and the Internet DOI (RFC 
2407). Note that IKEv2 does not interoperate with IKE version 1. 

IKE is a protocol for dynamically performing mutual authentication of IPsec peers and IKE 
sets up ESP or AH connections after negotiating appropriate parameters for them (e.g. 
cryptographic algorithms to be used and keys used as input to these algorithms), that is 
SAs for ESP or AH. These “IPsec SAs” are in IKEv2 terminology named “CHILD_SAs”. 

IKE messages are exchanged on UDP port 500 (or port 4500 if IKEv2 supports NAT 
traversal by means of UDP encapsulated IKE and ESP packets and a NAT is present 
between the two peers). UDP is an unreliable protocol, but IKE is reliable in the sense 
that IKE includes recovery from transmission errors, including packet loss, packet replay, 
and packet forgery; the initiator must retransmit a request “appropriately”. 

IKE communication begins with IKE_SA_INIT and IKE_AUTH exchanges where 
“exchange” denotes a message pair: a request and a response. In IKEv1 terminology 
these two initial exchanges constitute Phase one. 

IKE_SA_INIT negotiates security parameters for the IKE SA (an IKE SA is a secure 
channel used for communication between IKE pairs; it includes shared secret information 
that can be used to efficiently establish CHILD_SAs), sends nonces (to be used as inputs 
to cryptographic functions), and exchanges Diffie-Hellman values. Optionally the 
responder can include a certificate request payload. IKE_SA_INIT exchanges must 
complete before any other exchange type take place. Nothing needs to be kept secret 
during the IKE_SA_INIT exchange – that is the remarkable feature of the Diffie-Hellman 
Key Exchange, cf. e.g. [Stinson]. As the IKE_SA_INIT exchange is not cryptographically 
protected, there is a possible Denial of Service (DoS) attack on the initiator. To prevent 
this the initiator may be willing to accept multiple responses to its first request, treat each 
response as potentially legitimate, respond to it and then discard all invalid open 
connections when it receives a valid cryptographically protected response. 

In Figure 4-7 and Figure 4-8 below, brackets indicate that the payload may optionally 
appear. 
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Initiator Responder

I1: < HDR, SAi1, KEi, Ni >

R1: < HDR, SAr1, KEr, Nr, [CERTREQ]>

 

Figure 4-7 IKE_SA_INIT Exchange Packet Flow 

 

After this initial exchange each party can use the nonces and the Diffie-Hellman shared 
secret to generate a quantity called “SKEYSEED” from which seven other secrets are 
derived, including: 

• Four keys (two in each direction) used to encrypt and integrity protect all but the 
headers of all subsequent communication between the IKE peers 

• A quantity, SK_d, used for derivation of further keying material for CHILD_SAs 

IKE_AUTH authenticates the previous pair of messages, transmits identities and 
(optionally) certificates, and sets up the first (and often only) CHILD_SA. All but the 
header of the messages is encrypted and integrity protected. IKE_AUTH exchanges must 
be complete before exchanges of type CREATE_CHILD_SA and INFORMATIONAL (see 
below) initiate. 

In Figure 4-8 the notation SK {…} indicates that these payloads are encrypted and 
integrity protected. 

Initiator Responder

I2: < HDR, SK {IDi, [CERT,] [CERTREQ,] [IDr,] AUTH, SAi2, TSi, TSr} >

R2: < HDR, SK {IDr, [CERT,] AUTH, SAr2, TSi, TSr} >

 

Figure 4-8 IKE_AUTH Exchange Packet Flow 

 

When needed, subsequent exchanges create CHILD_SAs (referred to as Phase two 
exchanges in IKEv1) and do housekeeping like deleting an SA, reporting error conditions 
or sending notifications of certain events (INFORMATIONAL exchanges).  

In the CREATE_CHILD_SA exchange, both a cryptographic suite and the traffic selectors 
are negotiated. Note that the responder must choose a single suite. The keying material 
for the CHILD_SA is a function of SK_d, exchanged nonces (used to add freshness when 
deriving keys for CHILD_SAs and to ensure the creation of strong pseudorandom bits 
from the Diffie-Hellman key) and optionally a Diffie-Hellman value.  

The CREATE_CHILD_SA exchange also offers the possibility of re-keying/re-establishing 
an existing SA. When re-keying, new SPIs are supplied but SKEYSEED for the new 
IKE_SA is computed using SK_d from the existing IKE_SA. Secret keys used in SAs 
should only be used for a limited amount of time and to protect a limited amount of data. 
This limits the lifetime of the entire SA. Contrary to IKEv1, lifetimes are not negotiated. 
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Each peer must define lifetimes for the SA and request re-keying when necessary. Note 
that re-keying using CREATE_CHILD_SA without additional Diffie-Hellman exchanges 
leaves all SAs vulnerable to cryptanalysis. 

The strength of keys derived from a Diffie-Hellman exchange depends on the strength of 
the applied Diffie-Hellman group, the size of the exponent and the random number 
generator used. The flexible IKE framework allows definition of more (stronger) groups 
than the two defined in [IKEv2]. 

Regarding IKE authentication, authentication by means of certificates cannot be 
repudiated for as long as each side retains the state associated with the IKE session. 
Authentication methods that use an exchange of public-key encrypted nonces can on the 
other hand be repudiated. 

IKEv2 implementations must, in order to be compliant, support PKIX Certificates 
containing and signed by RSA keys of size 1024 or 2048 bits (X.509), shared key 
authentication and authentication where the responder is authenticated using PKIX 
Certificates and the initiator is authenticated using shared key authentication. IKEv2 also 
supports Extensible Authentication Protocol (cf. RFC 3748) methods. 

Although IKEv2 has been defined only recently, it is the mandatory protocol to be used in 
the so-called GAN scenario, which specifies how a mobile phone may move seamlessly 
from the standard GSM/GPRS radio interface to a WiFi interface of a hotspot. 

4.2.8 IKEv2 Mobility and Multihoming Protocol (MOBIKE) 
One of the most common uses for IPsec is in support of remote access to corporate 
VPNs. The remote users are often known as “Road Warriors” and are equipped with 
Laptops that may connect to any accessible network – perhaps a public WiFi network – 
and then need to connect to the corporate VPN. They do so by establishing an IPsec 
tunnel with the corporate VPN and are then assigned an IP Address on the corporate 
network, forwarded over the IPsec tunnel. 

However, if the Laptop needs to move network, perhaps because its user is genuinely 
mobile and moves from the coverage of one network to another, a new tunnel has to be 
created via the new network and the old one disconnected. This procedure involves re-
authentication of the mobile and the creation of a new tunnel. 

However, there is really no need to have to re-authenticate the mobile and create a new 
tunnel – all that is really needed is for the corporate VPN’s security gateway to recognize 
that the mobile has changed from one IP Address to another and so change the remote 
tunnel end-point to this new IP Address.  

MOBIKE (RFC 4555) is an extension to the IKEv2 that allows the mobile to report the 
change of IP Address to the security gateway at the other end of the tunnel and thus 
optimize the movement of the mobile from one network to another. 

While the Road Warrior scenario is the most obvious one for the use of MOBIKE, it is not 
limited to this scenario and can be used anywhere that tunnel movement is needed. For 
example, multi-homed hosts can use it to transfer communications from one interface to 
another, perhaps during recovery from communications failure. 

4.3 Discussion: IPsec Implications and Issues 
Being a point-to-point protocol which provides end-to-end encryption (in that way 
concealing transport layer headers including port numbers, for example) and 
authentication of possibly part of the IP header, and also having been retrofitted into IPv4 
implementations, it does not come as a surprise that interoperability between IPsec and 
other protocols isn’t always straightforward.  

Although this discussion is about end-to-end security in an IPv6 network, it should be 
mentioned that the most useful feature of IPsec is the ability to build VPNs in a very 
natural way. Therefore this section also addresses issues only encountered when co-
existence with IPv4 networks/protocols is necessary. 
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This section discusses some of the challenges of combining IPsec with NA(P)T, firewalls, 
multicast, Mobile IPv6 and Quality of Service. 

Because the aeronautical environment under certain circumstances must anticipate 
operation with limited bandwidth, sections dealing with compression and use of tunnels 
are included and more generally the special IPsec-related problems arising from 
operating in an ad-hoc network in contrast to a fixed network are addressed. 

4.3.1 Network Address Translation (NAT) traversal 
IPsec was not designed with NAT or NAPT in mind (NAT compatibility requirements and 
NAPT are described in RFC 3715 and RFC 2766 respectively). 

AH and NA(P)T are incompatible since the AH header incorporates the IP source and 
destination address in the integrity check. A NAT box makes changes to these address 
fields and causes the integrity check to fail. 

TCP and UDP have a dependency on IP source and destination addresses. When using 
transport mode the change of IP addresses causes the checksums to fail and the NAT 
box is unable to correct the checksums because they are cryptographically protected. 

NAPT wants to modify TCP and UDP ports but can’t when these fields are encrypted. 

When IP addresses are used as identifiers in IKEv1, modification of these addresses by 
NAT results in a mismatch and the implementation must discard such packets. 

NAT introduces problems with overlapping SPD entries and SPI selection. 

ESP packets in tunnel mode can successfully traverse NAT on condition that e.g. the 
policies do not specify filtering based on IP addresses and only a single client is allowed 
behind a NAT. 

In order to make NAT more likely to work, IKEv2 (optionally) negotiates UDP 
encapsulation of IKE and ESP packets, i.e. SAs can be negotiated through a NAT and 
the resulting ESP SA can be tunnelled over UDP.  

RFC 3947 describes how to detect the support for NAT Traversal in the IPsec hosts 
(determined by an IKE exchange of vendor ID payloads.), how to detect one or more 
NA(P)T devices along the path (done by calculating and exchanging hashes of the IP 
addresses and ports of both IKE peers; if both ends get the same result, addresses and 
ports haven’t been translated en route and there is no NAT between them), and how to 
negotiate the use of UDP encapsulation of the IPsec packets through the NA(P)T boxes. 
UDP IPsec encapsulation is only deployed when the IKE peers agree and NA(P)T is 
applied between them. RFC 3948 describes UDP encapsulation of ESP packets. 

Some NATs are IPsec-aware, some aren’t, and it is difficult for IKE to discover the 
capabilities of the NAT in question. Therefore the best approach is simply to move the 
IKE traffic off port 500 as soon as possible if a NAT is detected. Port 4500 is reserved for 
UDP-encapsulated ESP and IKE packets. Note that NAPT may change the IKE UDP 
source port implying that the recipient must accept and process IKE traffic from any 
source port. In case the original responder does re-keying, for example, it must reply to 
the same port and IP addresses as were used when the IKE SA was last deployed. 

To tunnel IKE packets over UDP port 4500 the IKE header has four zero-valued bytes 
prefixed and the result immediately follows the UDP header. 

To tunnel ESP packets over UDP port 4500 the ESP header immediately follows the UDP 
header (see Figure 4-9). 
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Figure 4-9 UDP Encapsulation of ESP 

 

ESP and IKE messages can be distinguished because the SPI (the first four bytes of the 
ESP header) cannot legally be zero. 

The UDP encapsulation of packets – with the penalty of additional overhead – makes it 
possible to apply NA(P)T without modifying the encapsulated IPsec packet and to use 
port numbers in the UDP headers for identifying individual end-points. Of course, 
encapsulation requires decapsulation, making it imperative that peers support the same 
method of the UDP encapsulation of ESP. The solution – a merge of two competing 
proposals – was fully standardized in RFCs 3947 and 3948 as from January 2005 so at 
present some interoperability problems might be expected. 

4.3.2 Firewalls 
Static firewalls inspect a packet based on the information in the IP and transport headers 
(stateless filtering). 

Firewalls carrying out stateful inspection/dynamic packet filtering use a more advanced 
scheme than ordinary packet filtering. By looking at transport layer information (that is by 
analysing the packets down to the application layer) and by storing session state 
information, they are able to compare traffic flow with current session state and defined 
policies, making sure that each connection is valid. 

As an example of stateful inspection, consider the situation where a firewall policy has 
been defined that allows host A to establish a TCP connection to host B, but not the 
opposite. 

In the TCP session’s establishment phase, the initiating node sends a SYN packet (if the 
defined policy allows it – i.e. if A is the initiator – the packet gets through and the 
inspection blocks save session information). The corresponding node sends a SYN-ACK 
packet (which is verified against the policy and the previously stored session information; 
if OK – if it is a reply from B – it gets through). The initiating node answers with an ACK 
packet and the session is now established. If B tries to establish a connection to A (or just 
sends a TCP packet, with an established session), any attempt will be blocked. Stateful 
inspection has become the industry standard for firewalls. 

When ESP is deployed, transport header fields are opaque. 

One way of solving that problem is to restrict firewall filtering to examination the of IP 
header fields. This is a severe reduction of the firewall functionality as for example 
stateful inspection becomes impossible. 

Another approach to solving the problem is to allow IPsec traffic to get past the firewall:  
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When there is a firewall between two communicating IPsec enabled hosts, the firewall 
should allow forwarding of IP protocol 50 (ESP), 51 (AH) and UDP source and destination 
port 500 (IKE). If IPsec NAT traversal is supported the firewall must also be configured to 
forward traffic on UDP source and destination port 4500. Also the firewall must forward or 
track IKE fragments as, for example, IKE packets containing certificates often require 
fragmentation. 

This solution obviously makes the host/subnet behind the firewall vulnerable to DoS 
attacks. Dealing with this by setting up an IPsec policy only allowing EPS to be used in 
tunnel mode and requiring that all IPsec tunnels must terminate in the firewall makes it 
imperative that the firewall is a trusted node.  The firewall must decrypt the packet and 
subsequently perform the firewall inspection tasks. 

4.3.3 Compression 
Use of IP compression (cf. [RFC 3173]) can be negotiated as part of setting up a 
CHILD_SA. The use of compression in the context of IPsec is not known to degrade or 
alter the nature of the security architecture. 

4.3.4 Tunnels 
It is possible to tunnel IPsec tunnels through other tunnels, but nested tunnels create a 
complicated structure and cause a growing overhead by IPsec and IP headers. (The 
actual overhead per packet for one tunnel mode ESP deploying HMAC-SHA-1-96 or 
HMAC-MD5-96 together with encryption can mount up to 93 (73) bytes when AES is used 
and 77 (57) bytes for other ciphers. The additional IP header accounts for 40 bytes (IPv6) 
or 20 bytes (IPv4). For Ethernet a typical MTU is 1500 bytes). This ultimately exceeds the 
MTU limit. Increasing packet size leads to need for fragmentation, but IPv6 routers do not 
fragment oversized packets. They reject the packets and send an ICMP packet back, just 
like IPv4 routers when the “don’t fragment” flag is set. Furthermore, AH and ESP in 
transport mode must not be applied to fragments and use of IP fragmentation opens for 
DoS attacks. IPsec must of course participate in the PMTU discovery process and the 
SAD PMTU field must be updated when necessary in order to prevent fragmentation. 
Especially in IPv6 where packets must not be fragmented en-route it is important to set 
an appropriate maximum packet size in the end systems. 

Another and apparently better way of building networks is by concatenating IPsec tunnels 
protected by different keys. However, that implies that all network elements making 
encryption and decryption are possible attacking sites and must be trusted. Furthermore, 
traffic can be considerably delayed. 

4.3.5 Key Distribution 
IPsec supports both manual and dynamical creation of cryptographic keys. 

Manual configuration of keys (and SAs) only works well in small, static environments, and 
it is important to note that manual SAs are vulnerable to attacks if not replaced sufficiently 
frequently and also do not provide the same security services as dynamically configured 
SAs. What is most important is the lack of protection against replay attacks. However, if 
some aircraft are expected to communicate only with a few static, central servers (making 
the task of configuring the shared secret keys in advance manageable), the use of 
manual configured shared keys in aircraft might be reasonable.  

Although public keys are ”public”, the distribution of them is not straightforward. Public 
keys can be used to verify digital signatures, but this only tells that the entity performing 
the signature holds the corresponding private key. A trustworthy binding of an identity, IP 
address etc. with the public key is needed. 

A certificate binds an identity to a public key, and the digital signature of a Certification 
Authority (CA) enforces the binding. IKE provides means to exchange certificates and an 
encoding of an acceptable CA. For scalability reasons it is unacceptable if each member 
of a group has to enter a two-by-two trust relationship with every other member of the 
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group. This makes it imperative to build some form of Public Key Infrastructure (PKI). The 
issues of trust models etc. are not part of the IKE specification. 

Certificates can be in many formats, and it is not that hard to define a certificate to be 
valid for civil aviation. Any format is acceptable and the choice of format of the certificate 
is an economic issue rather than a technical issue. Certificates means root certificates 
and revocations. This issue is not covered in detail here. It may perhaps be illustrative to 
consider that the current suggestion of the SARPs is that each state has an authority to 
issue certificates to systems of that state. This means, for example, that the British 
authorities would issue certificates to British control centres, whilst Scandinavian 
authorities would issue certificates to Scandinavian aircraft. When a Scandinavian aircraft 
is to communicate with the British control centres, the Scandinavian aircraft must also, in 
addition to its own certificate, provide a certificate issued to the Scandinavian authorities 
by the British authorities. Thus all authorities that may be in need of communicating with 
each other, must certify each other. How many such cross-certificates would need to be 
issued depends on, for example, the routes used by the aircraft. This approach should 
probably be reformulated, such that only a small set of authorities issue certificates. The 
public key infrastructure should not be formulated in terms of national borders – rather in 
terms of key domains. 

The current SARPs use elliptic curve cryptography. The motivation for elliptic curve 
cryptography is that for a given level of security, elliptic curves uses shorter keys than 
modulus N security. This could be a concern on the air-ground link. However, elliptic 
curves are not standard in implementations. This issue is relevant for the components 
which can benefit from using COTS products. 

The certificate is X.509. Writing a certificate is not that difficult, and the flexibility of X.509 
certificates is often described as a nuisance.  

Also the certificate revocations shall have to be designed, and a decision as to whether 
revocations are online (higher security but more cumbersome) or offline needs to be 
made. 

4.3.6 Inherent IPsec Issues 
In [IPsecEval] Ferguson and Schneier perform “A Cryptographic Evaluation of IPsec” 
based on the November 1998 RFCs for IPsec. Quoted from the article: 

“Our main criticism of IPsec is its complexity. IPsec contains too many options and too 
much flexibility… In our opinion, IPsec is too complex to be secure.” 

But IPsec “is far better than any IP security protocol that has come before: Microsoft 
PPTP, L2TP, etc.” 

The article contains lots of recommendations; some have been acted upon in the new 
IPsec drafts, some haven’t. Most notably the new drafts have declared AH and nested 
SAs optional, and IKEv2 is much simpler than IKE. Still, IPsec is a complex protocol! 

Management of a complex system like IPsec must be carried out very carefully. An IPsec 
user/administrator must set up general policies specifying how to protect different kinds of 
IP traffic. There are many pitfalls when defining these policies, and guidelines are scarce!  

However, when the task of configuring policies is over and done with, IPsec runs in the 
background and the users don’t have to follow special procedures; they don’t have to 
remember passwords and so on. 

4.4 What is Secure Socket Layer (SSL)? 
SSL was designed to provide a security enhancement to web browsing. The first version 
of SSL, SSLv1, was specified in 1994 but never released; the second version, SSLv2, 
appeared in the first released on the Netscape browsers, while the third version, SSLv3, 
was completed in 1995. SSL has never become an internet standard. IETF has re-
engineered SSLv3, renamed it as TLS and published it as RFC 2246, but TLS cannot 
work with SSLv3. The deployment of SSLv3 has been substantial, whereas TLS has seen 
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virtually no use. SSLv3, when used with HTTP, uses TCP port 443, whereas SSLv3, 
when used with SMTP uses TCP port 465. 

SSL works in this way: 

• A users contacts a site accessing a secure page. The way a user indicates use 
of SSL is by writing “https:” instead of “http:”. 

• The server responds, and the response contains the site’s digital certificate. 

• The user’s web browser generates a unique "session key" (like a code) to 
encrypt all communications with the site. 

• The user's browser encrypts the session key with site's public key so only the 
site can read the session key. Depending on the browser, the user may see a 
key icon becoming whole or a padlock closing, indicating that the session is 
secure. 

A secure session is now established – all communications will be encrypted and can only 
be decrypted by the two parties in the session. This takes only seconds and requires no 
action by the user. 

4.5 What is secure shell (SSH)? 
SSH was designed to provide a security enhancement to the Unix tools “rsh”, “telnet” and 
“rlogin”. The first version of SSH, SSH-1, was released in 1995, and quickly got a large 
user base. A revised version of SSH, SSH-2, unable to collaborate with SSH-1, was 
released in 1996. SSH-2 became a proposed internet standard in 2006 with the release 
of RFC 4251. SSH-1 is generally considered as having security design flaws, and so 
should not be used. 

SSH establishes a secure channel between two computers on top of a TCP connection. 
The SSH server part listens on TCP port 22. As for SSL, the SSH server is authenticated 
by using public key cryptography, in which the SSH client may optionally be 
authenticated. SSH provides encryption and message authentication. The encryption is 
based on a Diffie-Hellman key exchange. Re-keying takes place normally after 1 GB of is 
data exchanged, or after one hour’s use of the secure channel, whichever comes first. 

A number of free implementations of SSH can be found, and SSH is found in most 
platforms on the market, including Linux-based distributions and Microsoft Windows. 

4.6 Conclusions on security in aeronautical networks 
The general mechanism for security in IP networks is IPsec, but SSL and SSH may be 
used as supplementary mechanisms. If aeronautical applications can be considered as IP 
applications, IPsec should be used, and SSL and SSH may be used; however, if 
aeronautical applications cannot be considered as IP applications, IPsec can only be 
used in the IP network, and the end nodes will act as security gateways; SSL and SSH 
are not applicable. For the network part, that is all things related to routing, mobility, name 
service and management, only IPsec can be used. In some cases, in particular between 
routers on the ground and between aircraft and air operations control centres, pre-shared 
keys can be used; in other cases, in particular between the aircraft and the air traffic 
control centres, pre-shared keys may be cumbersome, and so certificates should be 
used, calling for a public-key infrastructure. The design of such a public-key infrastructure 
should rely on a few certificate authorities. 
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5. WHAT IS COTS? 

5.1 Introduction 
This section will investigate what can be considered as COTS (Commercial-Off-The-
Shelf) products when supporting an IP-based aeronautical network. 

5.1.1 Scope 
The IP products constituting the IP-based aeronautical network can be classified as either 
router or host (termination) related. The IP products can be either boxes – that is, 
equipment consisting of both hardware and software, marketed and sold as complete 
units – or it can be software protocol stacks implementing either IP routing and/or IP 
termination functionality. Especially for IP host related functionality, this type of product 
will seldom be found as a stand-alone box but is normally available as a software 
implementation often referred to as an IP stack. In many cases an IP router will also 
include a host implementation at least for the sake of managing the router but also to 
support various IP network services (e.g. DHCP). 

The overall functionality required in an IP-based aeronautical network is not yet defined, 
but for the sake of this COTS study it is envisaged that IP routing functionality will be 
required in both the ground network and in its airborne counterpart. An airborne IP router 
functionality is foreseen to interconnect various onboard subnets to various links for air-
ground communication. 

IP host functionality will also be required both on the ground and airborne to interconnect 
the airborne and ground-located applications. 

5.2 Classification of IP products 
Depending on the way the ground aeronautical network is implemented, it may consist of 
various types of IP Routers interconnecting aeronautical subnetworks. Examples of 
aeronautical subnetworks in this context are an ATC centre, an AOC centre and an 
aircraft. In general it must be foreseen that the subnets themselves, to a large extent, will 
be based on LAN (Ethernet type) interconnected network elements.  

In the general case the aeronautical ground-based network would consist of a variety of 
interconnected IP routers spanning functionality from pure IP access to IP core. 

A likely situation would be to have the global aeronautical network implemented as a 
VPN. If peer-to-peer network architecture is chosen, each aeronautical subnetwork would 
be attached to the VPN through Customer Edge Routers. On the network side the ISPs 
would provide attachment through Provider Edge Routers and the IP backbone itself 
would be constituted by Core Routers usually implemented as MPLS Routers. 

In such a peer-to-peer based VPN scenario, the only routing functionality 
provided/specified by the aeronautical community would be the Customer Edge Routers 
attached to the Provider Edge Routers which are part of the ISP network. The internal 
architecture and routing system within the ISP network would not be visible from the 
Customer Edge Routers. 

In a peer-to-peer based VPN, instead of specifying IP routing functionality in detail, the 
aeronautical community would be heavily involved in defining requirements in terms of 
SLAs (Service Level Agreements) with local ISPs. SLAs would include important 
parameters such as availability, bandwidth and global connectivity. 

In general the study on IP COTS availability can be divided into two areas – IP Routers 
and IP Host systems. An example of the former is a Cisco Router whereas an example of 
the latter is the IP part of Microsoft Windows XP. 
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Within these two areas – IP Routers and IP Hosts – IP COTS products can be either IP-
enabled boxes including IP SW which is not commercially available but is solely the 
assert of the company providing the box, or standalone SW modules to be used by 
OEM’s in development/configuration of IP-enabled boxes (being either routers or hosts, 
or combinations thereof). An example of the former is Cisco routers providing a complete 
Router box (including their in-house developed routing SW stack), whereas an example 
of the latter is the company IPInfusion providing (on a commercial basis) an IP Routing 
SW stack implementation. 

5.3 Expected functionality from COTS products 
Comparing IP functionality between various vendors is a non-trivial case. One common 
approach is to look at how vendors comply to the IETF RFCs which act as “profiles” for IP 
Routers and IP hosts. 

Although the intention of these profiling RFCs was to guide implementers of which RFC to 
include as a minimal set in an IP compliant product, these profiling RFCs have not been 
updated for a long time. This implies that other RFCs (in addition to the ones listed in the 
profiling RFCs) have to be taken into account when looking at what is needed and what is 
available for an IP-based aeronautical network. 

For IPv4 Router implementations the common profile is specified in RFC 1812. For IPv4 
Host implementations, the profiles are covered in RFC 1122 (specifying link layer, IP 
layer, and transport layer) whereas RFC 1123 covers applications and support protocols. 

For IPv6 implementations, the corresponding profiles have been kept together in RFC 
4294. 

Although RFC 1122 specifies a basic profile for the TCP implementations, extensions to 
TCP as specified and progressed within the IETF TCPM WG must be addressed to 
ensure the wireless air-ground connection is utilized in the most efficient and redundant 
way. Recently an RFC 4614 has been issued proposing such a TCP roadmap. 

Beside what is included in the profile standards as mentioned above, it might be required 
for the purpose of ensuring that air-ground communication is secure and bandwidth is 
optimized to include functionality such as IPsec, SSL, SSH and Quality of Service (QoS). 

In terms of QoS it might be expected to require support for Differentiated Services 
functionality such as policing and (re)marking together with scheduling algorithms like 
Random Early detection (RED). 

Network security could be provided by IPsec and VPN support. Some applications might 
need security approaches beyond what could be provided by IPsec and IKE at the 
network level. For web-based applications, SSL/TLS is a transport layer security option 
and if remote-login orientated applications are envisaged SSH could be the transport 
layered mechanism allowing this. 

5.4 What can be considered to be COTS IP products? 
For Cisco, Juniper and Microsoft implementations various lists and technical information 
papers on supported RFCs can be found on their respective websites. For Linux 
implementations a list of supported RFCs is hard to get – unfortunately such a list can 
only be extracted by “grep-ing” the source code base. Even though a thorough walk-
through of Linux distributions is out of the scope of this study, experience indicates that 
the Linux distributions are quite well equipped in terms of IP functionality and in general 
are not lacking behind what is found in current Microsoft Windows distributions, when 
stable functionality as covered by this study is considered.  

Two of the leading providers of IP core/edge routers are Cisco and Juniper, but also 
companies like Alcatel, Huawai, Nortel, and Redback do have IP router products. Beside 
the companies mentioned here there are many smaller companies and start-ups trying to 
get a market share by either focusing on a cost advantage or by extending the feature set 
provided by the current market leaders. It is a fact that companies trying to gain a market 
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share in this business area have to provide the same features (and maybe even more) as 
provided by the trendsetters Cisco and Juniper. 

Given this we will rely on features supported by both Cisco and Juniper when stating what 
can be considered as COTS in the field of core/edge IP routers. 

The Open Source community offers a lot of IP functionality primarily based upon the 
Linux operating system. One issue when clarifying whether these offers can be 
considered as COTS is to get an understanding of the reliability and current deployment 
of these products. An example is the open-source router Quagga which is commonly 
used as the router module in Linux based systems. Quagga would support most of the 
major RFCs, but the experience with the product in commercial installations is not as 
extensive as with Cisco and Juniper. 

5.5 Link layer and network layer Capability of COTS IP 
products. 
For the link and network layer some requirements exist which are common to both routers 
and hosts. As it is not clear whether IPv4 or IPv6 will be chosen, both versions are 
mentioned, although depending on the architecture only one version may be required. 

The features listed below are generally supported by both Cisco and Juniper router 
implementations as well as by Microsoft Windows XP/Windows 2003 and Linux (kernel 
2.6.17) implementations. 

5.5.1 General support 
• Best current practice for Address Allocation for Private Internets is supported. 

(RFC 1918). 

• IP multicasting is supported. 

5.5.2 IPv4 
• Basic requirements for IPv4 Routers in general are supported. (RFC 1812) 

• Changing the Default for Directed Broadcasts in Routers is supported. 
(RFC 2644) 

5.5.2.1 Forwarding 
• IPv4 is supported. (RFC 791) 

• The ICMP protocol for IPv4 is supported. (RFC 792) 

• IP router alert option is supported. (RFC 2113) 

5.5.2.2 Subnets 
• Transmission of IP datagrams over Ethernet networks is supported. (RFC 894) 

• Transmission of IP datagrams over IEEE 802.3 networks is supported. 
(RFC 1042) 

• Ethernet ARP is supported. (RFC 826) 

• Transmission of IPv4 over Cisco HDLC is supported. 

• Transmission of IPv4 over PPP on point-to-point interfaces is supported. 
(RFC 1332, RFC 1661) 

• As an option, IP over X.25 is supported. (RFC 1356) 
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5.5.3 IPv6 
• Basic requirements for IPv6 Routers in general are supported. (RFC 4294) 

• IPv6 Addressing Architecture is supported (RFC 2373) 

5.5.3.1 Forwarding 
• IPv6 is supported. (RFC 2460) 

• IPv6 neighbour discovery is supported. (RFC 2461) 

• IPv6 stateless address auto-configuration is supported. (RFC 2462) 

• IPv6 router alert option is supported. (RFC 2711) 

• The ICMP protocol for IPv6 is supported. (RFC 2463) 

• Default Address Selection for IPv6 is supported. (RFC 3484) 

• As an option, IP over X.25 is supported. (RFC 1356) 

5.5.3.2 Subnets 
• Transmission of IP datagrams over Ethernet networks is supported. (RFC 2464) 

• Transmission of IPv6 over PPP on point-to-point interfaces is supported. 
(RFC 1570, RFC 1661, RFC 1662, RFC 2472) 

5.5.4 IPv6 transition mechanisms 
• Transition Mechanisms for IPv6 Hosts and Routers shall (except for automatic 

tunnelling) be supported (RFC 2893) 

• Connection of IPv6 domains via IPv4 clouds (RFC 3056) 

5.5.5 IP Security 
• IPsec is supported. (RFC 2401, RFC 2402, RFC 2406). A revised version of 

IPsec and IKE has been issued as a new RFC series (RFC 4301). It will probably 
be included in future release and will then become COTS. 

• AES encryption with key length up to 256 bits. (NIST FIPS PUB 197, RFC 3686) 

• Easy plug-in of alternative encryption mechanisms is supported. 

• Virtual Private Networks are supported. (RFC 3809). 

5.5.6 Quality of services  
• Differentiated Services QoS mechanisms are supported. (RFC 2474, RFC 2475, 

RFC 2597, RFC 3246, RFC 3260). 

• Class-based queuing mechanism for packet scheduling is supported. 

• Random early detection mechanism for active queue management is supported. 

• Easy plug-in of alternative scheduling and queueing implementations is 
supported. 
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5.6 IP Routing Capability of COTS IP Products. 
The most common routing protocols are BGP, OSPF, and RIP. Even though not all of 
these may be needed in the aeronautical network, router suppliers would be able to 
support these protocols as COTS. 

BGP, OSPF, and RIP routing protocols are part of most commercial available IP Router 
boxes, and also stand-alone SW routing stacks are commercially available. SW routing 
stacks would be interesting for the aeronautical community only if it was decided that 
there is a need to provide features not included in current COTS boxes. The companies 
IpInfusion and NextHop are examples of companies supporting BGP, OSPF and RIP as 
SW modules. 

If a type of peer-to-peer VPN-based network implementation is chosen as a solution for 
the aeronautical ground networks it might not be necessary for the aeronautical 
community to have a detailed understanding and insight of core and provider edge IP 
routers. In this case the COTS issue when it comes to routing is limited to ensuring that 
options required for the airborne router and the Customer edge Router can be supported 
by COTS products. For the routing part of the airborne router it would probably be very 
simple and only imply static routing. 

In the following sections, general COTS availability for routing is listed. The list is based 
on what can be found in at least Cisco, Juniper, and the open-source Quagga part of 
major Linux distributions. 

5.6.1 General support 
• Address aggregation with CIDR is supported. (RFC 1519) 

• Enabling a routing protocol on an interface is possible, independently of the other 
interfaces. 

• A priority mechanism for choosing routes from independent routing protocol 
instances is supported. 

5.6.2 RIP 
• RIP is supported. (RFC 1058) 

• RIP version 2 is supported. (RFC 2453) 

• RIP version 2 MD5 Authentication is supported. (RFC 2082) 

• Split Horizon is supported. (RFC 1058, RFC 2453) 

• Poison Reverse is supported. (RFC 1058, RFC 2453) 

• Variable length Subnet Mask (VLSM) is supported. (RFC 2453) 

• RIPng for IPv6 is supported. (RFC 2080, also cf. RFC 2081) 

5.6.3 OSPF 
• OSPFv2 is supported. (RFC 2328, RFC 1370) 

• Equal Cost Paths in OSPF is supported. 

• At least 4 Equal Cost Paths is supported. (RFC 2991, RFC 2992) 

• The OSPF Opaque LSA Option is supported. (RFC 2370) 

• The OSPF Not-So-Stubby Area (NSSA) Option is supported. (RFC 3101) 

• Alternative Implementations of OSPF Area Border Routers are supported. 
(RFC 3509) 
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• OSPFv3 (OSPF for IPv6) is supported. (RFC 2740) 

• Authentication/Confidentiality for OSPFv3 is supported (draft-ietf-ospf-ospfv3-
auth-07.txt). 

• OSPF cost configurable per interface. 

• OSPF point-to-multipoint over X.25-links (when IP over X.25 is incorporated). 

• Fast OSPF convergence is supported. 

• In order to support rapid detection of communication failures between adjacent 
systems and quick establishment of alternative paths, Bidirectional Forwarding 
Detection (BFD) should be supported. (draft-ietf-bfd-base-02.txt, draft-ietf-bfd-
v4v6-1hop-02.txt, draft-ietf-bfd-multihop-02.txt). Although not an RFC yet, this is 
already available from major suppliers. 

5.6.4 BGP 
• BGP-4 is supported. (RFC 1771, also cf. RFC 1772) 

• Autonomous System Confederations for BGP is supported. (RFC 3065) 

• BGP communities Attribute is supported. (RFC 1997, also cf. RFC 1998) 

• A BGP/IDRP Route Server alternative to a full mesh routing is supported. 
(RFC 1863) 

• Protection of BGP sessions via the TCP MD5 Signature Option is supported. 
(RFC 2385) 

• BGP Route Reflection - An Alternative to Full Mesh IBGP is supported. 
(RFC 2796) 

• Capabilities Advertisements with BGP-4 is supported. (RFC 3392). Negotiation to 
bring up peering with minimal common capability for both sides is supported at 
least. 

• Multiprotocol extensions for BGP-4 are supported for IPv6. (RFC 2858). 

• Use of BGP-4 Multiprotocol Extensions for IPv6 Inter-Domain Routing is 
supported (RFC 2545). 

5.7 IP Host Capabilities of COTS IP products 
IP host products normally include link layer, IP layer and transport layer, but also some 
general applications and support protocols are normally considered as part of an IP host 
implementation. Actually without some of the general applications and support protocols it 
will not be possible to configure and install a host in a standard IP environment. For the 
link and IP layer of the host products refer to section 5.5. 

TCP/IP and standard IP support protocols are today widely accepted and therefore are a 
build-in capability in most commercially available operating systems (e.g. Microsoft 
windows and Linux). The days when looking for separately-developed IP host stacks are 
almost gone and as an example the company InterPeak offering a stand-alone IP 
termination stack was recently (March 2006) taken over by Wind River Systems, a well-
reputed provider of both Linux and VxWorks operating system packages. 

Despite this fact, some major vendors of IP enabled devices of all kinds still do in-house 
developments of IP host stacks for reasons of IPR, customer support capability and 
defining possession of leading edge technology as part of their business case. 

In the following sections a list of COTS-supported host functionality is given. The list is 
based on what can be found in at least Cisco, Juniper, Windows 2003/XP and the major 
Linux distributions. 
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5.7.1 Support of transport layer and network services 
• The TCP protocol is supported. (RFC 793) 

• The TCP extensions for High Performance are supported. (RFC 1323) 

• The TCP selective Acknowledgement Options are supported. (RFC 2018) 

• The TCP Congestion Control is supported. (RFC 2581) 

• The UDP protocol is supported. (RFC 768) 

• FTP client and server applications are supported. (RFC 959) 

• Telnet client and server application is supported. (RFC 854) 

• SSL/TLS is supported. (RFC 4346 + more) 

• SSH is supported. (RFC 4250, RFC 4251, RFC 4252, RFC 4253, RFC 4254). 
(*Not an integrated application in Windows, but many sources of support for 
Windows exist.) 

• NTP client is supported. (RFC 1305) 

• HTTP client and server application is supported. (RFC 2616) 
• DHCP server and client functionality is supported. (RFC 951, RFC 1542, 

RFC 2131, RFC 2132, RFC 3315) 

• DNS server and client are supported. (RFC 1035, RFC 2136) 

5.8 Conclusion 
The functionality listed in previous chapters is what is expected to be the minimum set of 
options needed to build an IP-based aeronautical network, although some flexibility is 
included in terms of listed routing protocols, security features and QoS. 

The routing protocols to use are still not defined and it might therefore be an option to use 
various routing protocols in different parts (subnets). 

Although we have focused on Cisco, Juniper, Microsoft, and Linux distributions it is 
important to note that a lot of other suppliers exist, and products from these should be 
further investigated for functionality and reliability, if the aeronautical community agrees 
on implementing an all-IP network. 

Although a lot of COTS implementations exist, it is important to stress that none of these 
IP COTS products probably are developed according to certifications standards for the 
SW development processes required by the aeronautical industry. This would either imply 
a very high initial cost to redo all required IP development following such specifications – 
or it would imply these certifications being refocused from development processes to 
verification of product reliability. 

 



IPS Analysis 

Version: 3.0 Date: 22-Jan-2007 Page: 64 

Part Two – Use of the IPS for Ground 
Communications 

Ground use of the IPS is generally well understood. The purpose of this part of the report 
is to document the current strategy for the deployment of the IPS in the ground 
environment by European ANSPs, and to introduce the basic principles for ground IPS 
use. 
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6. GENERAL IPS GROUND DEPLOYMENT 

6.1 Introduction 
As discussed in 3.2.4, there are a number of issues that must be addressed: 

• How, in the case of circuit switched networks, a Data Link is established 
between any two IP systems 

• How packets are encapsulated and transferred over the Data Link 

• How IP addresses are assigned to the IP systems that use the Data Link 

• How IP systems know which other IP systems are on the Data Link and how 
their IP addresses are related to the Data Link specific addresses. 

In general, there are two major examples from which all other cases are developed: IP 
over Ethernet and IP over Point-to-point links. 

6.2 IP over Ethernet 
An Ethernet is a simple broadcast network. Once a system is physically attached to an 
Ethernet it can start receiving frames broadcast out over the Ethernet, and broadcast 
frames to any other system that is connected to and listening on the Ethernet. Although 
they are sent broadcast, all Ethernet packets include source and destination addresses 
(MAC Addresses assigned by the IEEE and totally unrelated to IP Addresses). A system 
should only process frames addressed to it, sent to multicast addresses it is configured to 
listen to, or true broadcasts (destination address set to all ones). 

6.2.1 Data Link Establishment 
The first of the above issues does not apply as Ethernet is not a circuit-switched network. 

6.2.2 Packet Encapsulation 
RFC 894 specifies how IP packets are encapsulated in Ethernet frames. This is a very 
simple specification that tells you to put an IP packet in an Ethernet frame prefix by a 
single byte set to 80 hexadecimal. It may then be sent to its destination (if it is on the 
same Ethernet) or to a router on the Ethernet. In either case, the frame’s destination 
address is the MAC Address of the destination/router. Note that the purpose of the prefix 
byte is to allow the receiver to distinguish IP packets from other packet types. 

When the Ethernet frame is received by the destination/router, the prefix byte is removed 
and the IP packet processed. 

6.2.3 IP Address Assignment 
Each Ethernet must be given a unique netid by a System Administrator. This may be 
globally unique if all the systems on the Ethernet are to be exposed to the public internet, 
or it may be unique only to the local domain – in the case of intranets.  

IP Addresses may then be statically assigned (i.e. manually) to an individual system or, 
more commonly, dynamically assigned when the system is switched on (e.g. using DHCP 
– see Section 3.6. 

6.2.4 Initial Routing 
When it comes to determining the MAC Address that must be used as the destination of 
each frame, ARP (see 3.2.7.1) is used the first time a packet is sent to a given IP 
Address, and the result is cached for later use. 



IPS Analysis 

Version: 3.0 Date: 22-Jan-2007 Page: 66 

6.3 The Point-to-Point Protocol 
Point-to-point links are a very simple means of communication and the first 
implementation of IP over serial data links (e.g. modem to modem communications) used 
the very simple Serial Line IP (SLIP) specification (RFC 1055). This does no more than 
include a separator character between IP packets allowing a receiver to determine the 
start and end of a packet. Otherwise, both ends must know their IP Address, and link 
setup is out of scope (probably a dial-up link). 

However, SLIP is very rarely used today and, instead, most point-to-point data links use 
the Point-to-Point Protocol (PPP). 

PPP (RFC 1661) is an HDLC-like protocol with variants for use with asynchronous 
modems and binary transparent serial lines. It has a well-defined link establishment 
phase which allows for remote authentication and negotiation of different protocols (IP is 
just one packet format that PPP can carry). 

For IP, PPP can perform dynamic assignment of IP Addresses, link compression 
negotiation, and provide a remote client with the IP Address of DNS Servers. 

Once in the data transfer phase, IP packets are framed by PPP and transferred. A Frame 
Check Sum (FCS) is used to detect and reject transmission errors. 

PPP’s flexibility is such that it is often used to encapsulate IP packets over Data Links 
much more complex than simple point-to-point lines. For example, British Telecom’s 
ADSL service provides each subscriber with an Asynchronous Transfer Mode (ATM) 
Permanent Virtual Circuit (PVC) to their ISP. PPP is used over this PVC to authenticate 
the user, assign IP Addresses and transfer IP packets. The resulting implementation is 
known as PPPoATM. 
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7. USE OF THE IPS OVER AERONAUTICAL GROUND 
NETWORKS 

7.1 Introduction 
The ground Aeronautical Network based on IP will, according to the assumptions from the 
Eurocontrol iPAX project, be based on a mixture of IPv4 and IPv6 and over time will 
evolve to an IPv6-only network. Not stating any timeframe for this makes it a reasonable 
assumption. 

As can be seen form the quite comprehensive iPAX documentation material, the iPAX 
study has been looking very closely into how an aeronautical ground network could be 
implemented and the study even includes a lot of validation tests proving the feasibility of 
the decisions made. Bearing this in mind albeit is not reasonable to attempt to review the 
total iPAX material with the limited amount of time – therefore instead we will try to look 
briefly into suggestions on a slightly different solution for a ground aeronautical IP 
network to cope for issues raised within the iPAX study. The suggested changes will not 
be as thoroughly studied as that of iPAX, but should only be seen as objects which could 
be further investigated if found appropriate.  

7.1.1 Scope 
The Aeronautical Network is assumed to consist of a number of subnetworks. Examples 
of subnets are ATC centres, AOC centres and aircraft. There are no limitations in terms of 
geographic area on the extension of such subnets. A subnet is expected to consist of a 
number of interconnected IP hosts. In some cases this interconnection of hosts will be 
based on layer 2 network nodes (switches), but might as well be based on layer 3 routing. 
The assumption related to geography might be in contradiction to what is, in the iPAX 
study, phrased as an “ANSP”. An “ANSP” in the iPAX context would be a subnet 
consisting of aeronautical subnets spanning one country, however in the future it could be 
envisaged that ISPs could span more than one country. This will mostly affect the DNS 
structure also covered in the iPAX report and is not expected to be a major challenge to 
alter if the structure changes. The DNS will not be further addressed in this document. In 
commercial descriptions the subnetwork will often be referred as a “site”. 

Subnets are expected to be globally interconnected by use of Virtual Private Network 
(VPN) technology which is in line with the concept anticipated in the iPAX study. For the 
sake of confidentiality it would still be an option to have more than one VPN; e.g. an 
aircraft could separate ATC traffic and AOC traffic such that different airlines would each 
have their own VPNs to protect business sensitive data. In commercial descriptions 
subnetworks interconnected by a VPN infrastructure will often be referred as an 
enterprise network. 

There are several ways to establish a VPN infrastructure and one thing to keep in mind 
for the Aeronautical Network is that of mobility support, security as well as QoS. As the 
mobility solution is still not settled the VPN solution must take the various mobility 
solutions into account. 

7.2 General introduction to the VPN approach 
VPNs can be either a layer 2 or a layer 3 type. A layer 2 type VPN provides the tunnel 
endpoints and equivalent to a leased line without any IP functionality whereas the layer 3 
type offers a tunnel with IP connectivity. 

A VPN infrastructure can be referred as either trusted or secure. Trusted means relying 
on the VPN infrastructure to be secured, this implies no need for cryptographic tunnelling 
when interconnecting subnets through such trusted infrastructure. Secure VPN means 
that because the security of the infrastructure is  unknown, secure (encrypted) tunnels is 
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needed to interconnect subnets. If a VPN is established through the public Internet it 
would normally have to be a secure VPN as the public Internet is open to everyone. 

Different tunnel protocols exist for VPN. For clear text the GRE (Generic Routing 
Encapsulation) protocol is normally used. To provide a secure tunnel the IPsec protocol is 
used. Tunnel mechanisms to transport IPv6 over IPv4 exist. ISATAP and 6to4 are the 
most prominent of these. 

The VPN can be build as either an overlay VPN or a peer-to-peer VPN. The overlay VPN 
model provides point-to-point connections between subnets. The overlay VPN is 
transparent in terms of routing, i.e. all routing is accomplished by subnet located routers. 
In the peer-to-peer VPN model all routing is normally done by the ISP network. Between 
the Customer edge router located in the subnet and Provider edge router located in the 
ISP domain, route advertisements are exchanged whereas the routing is done in the ISP 
backbone solely controlled by the ISP. In the peer-to-peer type of VPN the ISP backbone 
would typically consist of an MPLS infrastructure.  

A VPN can be based on private IP addresses, i.e. addresses which are not known in the 
public Internet. The advantage of using private addresses is that no external IP 
addresses are needed and that no external authority needs to be involved in address 
allocation. By having the private IP address allocation handled by DHCP servers it can be 
managed so that no overlapping address will exist in the VPN. 

A disadvantage of the use of private addresses is if IP hosts on the subnet also need to 
access the global internet. In this case NAT functionality and firewalling can be used in 
the edge router/security gateway towards the public Internet to transform the private IP 
address to a public IP address. 

In IPv6 networks, as the available address space is huge, it might be that public 
addresses are also used internally to avoid any NAT functionality. 

An overlay network will allow for transit routing in certain subnets. Although this should be 
avoided to calculate and guarantee QoS this is in contradiction with what is needed in 
terms of reducing the number of interconnections. A fully-meshed network will require 
Nx(N-1)/2 interconnections which for a reasonable number of subnets (ANSPs) would 
probably be to expensive.  

It is assumed that the subnets in the aeronautical network are trusted domains, i.e. hosts 
do not need to invoke secure tunnels internally. 

7.3 Proposed changes to the iPAX approach 

7.3.1 The IPv6 backbone issue 
The iPAX project suggests that the interconnections between ANSPs are based on IPv6. 
As already mentioned by the iPAX project this is not in line with current offerings from 
ISPs. Building on an IPv6 core therefore indicates that the iPAX project assumes that the 
interconnection network between ANSPs – or at least the IPv6 parts of it – are built and 
maintained by the aeronautical community without the use of ISP offerings. Refer to [18] 
p.10 for complete picture of iPAX netplan. 

The approach we suggest for the ground infrastructure is slightly different from the 
assumptions from the iPAX study. We will assume that  the interconnection of subnets is 
handled solely by public ISPs and their current IPv4 offerings, i.e. the aeronautical 
community is not itself installing and maintaining part of the VPN infrastructure, but only 
the subnets. The iPAX approach is applicable but presumably far more expensive than 
relying on existing ISP infrastructure. The assumption that the core network is based on 
IPv4 also will avoid the use of NAT-PT, which seems to be a cornerstone in the iPAX 
study. However as mixed IPv4/IPv6 implementations should be allowed in subnetworks, 
some tunnel mechanisms must be included to allow IPv6 traffic from IPv6-based 
subnetworks to be tunnelled through the IPv4 infrastructure offered by ISPs. Building on 
an IPv4 backbone would however not preclude changing to an IPv6 infrastructure when 
or if IPv6 matures and becomes commercially attractive. The proposed evolution here is 
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to start introducing IPv6 in the subnets when appropriate and not to transfer the VPN 
backbone to IPv6 before IPv6 subnets are ready.  

7.3.2 Multicast issue 
Multicast together with secure VPN based on IPsec and IKE is rather hard to deploy on a 
large scale and implies several challenges for which COTS solutions might be hard to 
find. Also TCP in conjunction with multicast is not straightforward. 

A way to avoid the multicast claim on the proposed VPN solution is to have the 
functionality requirements analysed more deeply. If the multicast requirement is due to 
relatively few applications subscribing to the same data source this functionality could be 
implemented as part of the data source application, instead of pushing this requirement to 
the network layer. This circumvention of multicast by having the applications handle 
streams of unicast is rather common if numbers of subscribers are relatively low, which 
probably would be the case for aeronautical applications. 

7.3.3 NAT-PT issue 
The iPAX project has identified the problem with NAT traversal for IPsec tunnels. 
Although different methods exist these are of course very dependent on the NAT types in 
use. Though if IPsec ESP tunnelling is used it is possible to have IPsec'd traffic bypass 
NAT functionality. 

The reasoning for introducing NAT-PT in the iPAX setup is due to the presumption that, to 
allow existing ANSP IPv4 based network to preserve their private addresses, a NAT-PT 
functionality is needed. 

We have not been able in the iPAX material to deduct for how many current ANSP 
networks the problem with overlapping static-configured IPv4 addresses exists. The 
problem as we see it would only be prominent in the case of static-allocated IP addresses 
(i.e. no DHCP functionality involved). As we expect most of the existing ANSP IP-based 
network would be implemented using DHCP functionality it should be possible by proper 
network management to update/change DHCP’s within existing ANSP networks to allow 
for a unified private IPv4 address space covering the whole aeronautical network. If not 
too many static configured IPv4 addresses exist it should be possible to manage this 
change without extreme impact on running applications. 

7.3.4 Routing issue 
The iPAX approach is based, at least partly, on an overlay architecture and on topology 
independency. The overlay architecture allows for – and for resiliency purposes also 
relies on – transit routing. In such an architecture any subnetwork (ANSP) could sacrifice 
from transit traffic making any QoS issue which is hard to qualify. 

Another issue from opting for the overlay/topology-independent architecture is the choice 
of an inter-subnet routing protocol (EGP – Exterior Gateway Protocol). Having a topology-
independent architecture makes the use of OSPF inapplicable as no hierarchy can be 
defined to support OSPF routing. This implies BGP4+ as the choice for EGP given that 
IPv6 is assumed. BGP4+ is a well established COTS product, but configuration is hard 
and requires skilled management. BGP also lack the speed of convergence during 
network topology changes provided by OSPF. Especially convergence speed is an issue 
if a mobility solution based on routing protocol is chosen for the Aeronautical Network.  

7.4 Proposal for the Aeronautical Ground network 
Based upon the VPN approach as described in section 7.2, the iPAX issues clarified in 
the previous chapter, our strong focus on COTS, and still leaving options open for a 
mobility solution, a proposal for the ground part of the Aeronautical Network would be 
based on an ISP-provided VPN backbone in a peer-to-peer model as shown in Figure 
7-1. 
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Figure 7-1 Aeronautical Network - Ground part 

 

In this type of peer-to-peer model all internal routing, configuration and management of 
the VPN backbone is outsourced to the ISPs constituting the backbone. No backup 
connections between subnets are envisioned, as resiliency is expected to be specified 
and included in SLA’s with ISPs. In many cases such ISP-based VPN are based on an 
MPLS/BGP based core network and the CER will exchange internal routes with the 
peering PER router based on the BGP protocol. 

In this proposed architecture all subnets (ANSPs) in the global Aeronautical Network are 
connected in a VPN. The VPN is currently based on IPv4. Depending on the individual 
subnet architecture the CER will be providing ISATAP or 6to4 tunnelling functionality to 
enable interconnectivity for IPv6 based subnets. No NAT functionality is needed. It is 
envisioned that the Aeronautical Network will have a dedicated private IP address space. 

Depending on the security requirements the CERs will also incorporate a security 
gateway functionality with IPsec/IKE to enable secure tunnels in case the ISP network is 
untrusted. 

Aircraft are connected to the ground-based subnetworks. If the mobility solution provided 
to the aircraft is based on the OSPF routing protocol approach, the PER will also have to 
support OSPF transparency by allowing the CERs in different subnetwork to exchange 
OSPF route updates as new external routes are learned when aircraft are moving their 
connections (“roaming”) between subnets. This functionality is described in RFC 4576 
and RFC 4577 and is being provided as COTS functionality. 
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Part Three - Use of the IPS for Terrestrial 
Wireless Communications 

The IPS is already in use for Wireless Communications. Examples include GPRS and 3G 
mobile communications. This part of the report analyses a selected set of wireless 
communications networks and how they provide IPS support to mobile users. 



IPS Analysis 

Version: 3.0 Date: 22-Jan-2007 Page: 72 

8. USE OF THE IPS IN CELLULAR NETWORKS 

8.1 UMTS 
GPRS and UMTS are evolutions of the Global System for Mobile Communications (GSM) 
networks. GSM is a digital cellular technology that is used worldwide, predominantly in 
Europe and Asia. GSM is the world’s leading standard in digital wireless communications. 

GPRS is a 2.5G mobile communications technology that enables mobile wireless service 
providers to offer their mobile subscribers with packet-based data services over GSM 
networks. Common applications of GPRS include the following: Internet access, 
intranet/corporate access, instant messaging, and multimedia messaging. GPRS was 
standardized by the European Telecommunications Standards Institute (ETSI), but today 
is standardized by the Third Generation Partnership Program (3GPP). 

UMTS is a 3G mobile communications technology that provides Wide-band Code Division 
Multiple Access (CDMA) radio technology. The CDMA technology offers higher 
throughput, real-time services, and end-to-end QoS, and is designed to deliver pictures, 
graphics, video communications, and other multimedia information as well as voice and 
data to mobile wireless subscribers. UMTS is standardized by the Third Generation 
Partnership Program (3GPP). 

In UMTS, the packet domain uses packet-mode techniques to transfer high-speed and 
low-speed data and signalling in an efficient manner. The packet domain optimizes the 
use of network and radio resources. Strict separation between the radio subsystem and 
network subsystem is maintained, allowing the network subsystem to be reused with 
other radio access technologies. 

A common packet domain Core Network is used for both Radio Access Networks (RAN), 
the GERAN and the UTRAN. This common Core Network provides, together with these 
RANs, GPRS services. It is designed to support several quality of service levels to allow 
efficient transfer of non real-time traffic (e.g. intermittent and bursty data transfers, 
occasional transmission of large volumes of data) and real-time traffic (e.g. voice, video). 
Applications based on standard data protocols and SMS are supported, and interworking 
is defined with IP networks. Charging should be flexible and allow billing according to the 
amount of data transferred, the QoS supported, and the duration of the connection. 

The Serving GPRS Support Node (SGSN) keeps track of the location of an individual MS 
and performs security functions and access control. The SGSN is connected to the 
GERAN base station system through the Gb or Iu interface and/or to the UTRAN through 
the Iu interface. The SGSN also interfaces via the GPRS Service Switching Function with 
the GSM Service Control Function for optional CAMEL session and cost control service 
support. 

The Gateway GPRS Support Node (GGSN) provides interworking with packet data 
networks, and is connected with SGSNs via an IP-based packet domain PLMN backbone 
network. 

The Charging Gateway Functionality (CGF) collects charging records from SGSNs and 
GGSNs. 

The HLR contains subscriber information. 

The SMS-GMSCs and SMS-IWMSCs support SMS transmission via the SGSN. 

Optionally, the MSC/VLR can be enhanced for more-efficient co-ordination of packet-
switched and circuit-switched services and functionality: e.g. combined GPRS and non-
GPRS location updates. 

In order to use GPRS services, an MS shall first make its presence known to the network 
by performing a GPRS attach. This makes the MS available for SMS over GPRS, paging 
via the SGSN, and notification of incoming packet data. 
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In order to send and receive packet data by means of GPRS services, the MS shall 
activate the Packet Data Protocol (PDP) context that it wants to use. This operation 
makes the MS known in the corresponding GGSN, and interworking with data networks 
can commence. 

User data is transferred transparently between the MS and the packet data networks with 
a method known as encapsulation and tunnelling: data packets are equipped with GPRS-
specific protocol information and transferred between the MS and the GGSN. This 
transparent transfer method lessens the requirement for the PLMN to interpret external 
data protocols, and it enables easy introduction of additional interworking protocols in the 
future. 

Packet Switched (PS) handover is introduced in order to support real-time packet-
switched service with strict QoS requirements on low latency and packet loss. PS 
handover reduces the service interruption of the user plane information at cell change 
compared to the cell-reselection and enables methods to improve buffer handling of user 
plane data in order to reduce packet loss at cell-change.  

8.1.1 General GPRS Architecture and Transmission Mechanism 

8.1.1.1 GPRS Access Interfaces and Reference Points 
Each public land mobile network (PLMN) has two access points to GPRS services, the 
radio interface (labelled Um in A/Gb mode and Uu in Iu mode) used for mobile access 
and the R reference point used for origination or reception of messages.  

An interface differs from a reference point in that an interface is defined where specific 
information is exchanged and needs to be fully recognized. 

There is an inter PLMN interface called Gp that connects two independent GPRS packet 
domain networks for message exchange. 

There is also a PLMN to packet data network reference point called Gi.  

Gi reference
point

GPRS packet domain
network 1

GPRS packet domain
network 2

packet data
networkTE MT

Gp

Um or Uu
R reference

point

MS

 

Figure 8-1 GPRS Access Interfaces and Reference Points 

There may be more than a single network interface to several different packet data 
networks. These networks may both differ in ownership as well as in communications 
protocol (e.g. TCP/IP). The network operator defines and negotiates interconnection with 
each interconnected packet data network. 

8.1.1.2 Network Interworking 
Network interworking is required whenever a packet domain PLMN and any other 
network are involved in the execution of a service request. With reference to Figure 8-1, 
interworking takes place through the Gi reference point and the Gp interface. 

The internal mechanism for conveying the PDP PDU through the PLMN is managed by 
the PLMN network operator and is not apparent to the data user. The use of the GPRS 
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service may have an impact on and increase the transfer time normally found for a 
message when communicated through a fixed packet data network. 

8.1.1.2.1 Internet (IP) Interworking 
GPRS shall support interworking with networks based on the Internet protocol (IP). The 
packet domain may provide compression of the TCP/IP header when an IP datagram is 
used within the context of a TCP connection. 

8.1.1.3 Logical Architecture 
Figure 8-2 gives an overview of the GPRS logical architecture. The GPRS Core Network 
functionality is logically implemented on two network nodes, the Serving GPRS Support 
Node (SGSN) and the Gateway GPRS Support Node (GGSN). 
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Figure 8-2 Overview of the GPRS Logical Architecture 

8.1.1.3.1 GPRS Core Network Nodes 
A GPRS Support Node (GSN) contains functionality required to support GPRS 
functionality for GERAN and/or UTRAN. 

The Gateway GPRS Support Node (GGSN) is the node that is accessed by the packet 
data network due to evaluation of the PDP address. It contains routing information for PS-
attached users. The routing information is used to tunnel N-PDUs to the MS's current 
point of attachment, i.e. the Serving GPRS Support Node. The GGSN may request 
location information from the HLR via the optional Gc interface. The GGSN is the first 
point of PDN interconnection with a PLMN supporting GPRS (i.e. the Gi reference point is 
supported by the GGSN). GGSN functionality is common for all types of RANs. 

The Serving GPRS Support Node (SGSN) is the node that is serving the MS. The SGSN 
supports GPRS for A/Gb mode (i.e. the Gb interface is supported by the SGSN) and/or 
Iu-mode (i.e. the Iu interface is supported by the SGSN). At PS attach, the SGSN 
establishes a mobility management context containing information pertaining to e.g. 
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mobility and security for the MS. At PDP Context Activation, the SGSN establishes a PDP 
context, to be used for routing purposes, with the GGSN that the subscriber will be using. 

The SGSN and GGSN functionalities may be combined in the same physical node, or 
they may reside in different physical nodes. The SGSN and the GGSN contain IP or other 
(operator's selection, e.g. ATM-SVC) routing functionality and they may be 
interconnected with IP routers. In Iu mode, the SGSN and RNC may be interconnected 
with one or more IP routers. When the SGSN and the GGSN are in different PLMNs, they 
are interconnected via the Gp interface. The Gp interface provides the functionality of the 
Gn interface, plus security functionality required for inter-PLMN communication. The 
security functionality is based on mutual agreements between operators. 

The SGSN may send location information to the MSC/VLR via the optional Gs interface. 
The SGSN may receive paging requests from the MSC/VLR via the Gs interface. 

8.1.1.3.2 GPRS Packet Domain PLMN Backbone Networks 
There are two kinds of backbone networks. These are called: 

• Intra-PLMN backbone network; and 

• Inter-PLMN backbone network. 

The intra-PLMN backbone network is the IP network interconnecting GSNs within the 
same PLMN. 

The inter-PLMN backbone network is the IP network interconnecting GSNs and intra-
PLMN backbone networks in different PLMNs (see Figure 8-3). 
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Figure 8-3 Intra- and Inter-PLMN Backbone Networks 

Every intra-PLMN backbone network is a private IP network intended for GPRS packet 
domain data and signalling only. A private IP network is an IP network to which some 
access control mechanism is applied in order to achieve a required level of security. Two 
intra-PLMN backbone networks are connected via the Gp interface using Border 
Gateways (BGs) and an inter-PLMN backbone network. The inter-PLMN backbone 



IPS Analysis 

Version: 3.0 Date: 22-Jan-2007 Page: 76 

network is selected by a roaming agreement that includes the BG security functionality. 
The BG is not defined within the scope of GPRS. The inter-PLMN backbone can be a 
Packet Data Network, e.g. the public Internet or a leased line. 

8.1.1.3.3 Mobile Stations 
An MS operates in one of three modes of operation: 

• CS/PS mode of operation: The MS is attached to both the PS domain and CS 
domain, and the MS is capable of simultaneously signalling with the PS and CS 
core network domains; 

• PS mode of operation: The MS is attached to the PS domain only and may only 
operate services of the PS domain (however, this does not prevent CS-like 
services to be offered over the PS domain (e.g. VoIP)); 

• CS mode of operation: The MS is attached to the CS domain only and may only 
operate services of the CS domain (however, this does not prevent PS-like 
service to be offered over the CS domain). 

8.1.1.4 MS–GGSN User Plane with UTRAN 
Figure 8-4 shows the MS-GGSN user plane when the Core Network is accessed from 
UTRAN. 
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Figure 8-4 User Plane with UTRAN 

The Packet Data Convergence Protocol (PDCP) maps higher-level characteristics onto 
the characteristics of the underlying radio-interface protocols. PDCP provides protocol 
transparency for higher-layer protocols. PDCP supports e.g. IPv4, PPP and IPv6. 
Introduction of new higher-layer protocols shall be possible without any changes to the 
radio-interface protocols. PDCP provides protocol control information compression. 

The GPRS Tunnelling Protocol for the user plane (GTP-U) tunnels user data between 
UTRAN and the 3G-SGSN, and between the GSNs in the backbone network. GTP shall 
encapsulate all PDP PDUs.  

UDP/IP is the backbone network protocol used for routing user data and control 
signalling. 

Radio Link Control (RLC) provides logical link control over the radio interface. There may 
be several simultaneous RLC links per MS. Each link is identified by a Bearer Id.  

Medium Access Control (MAC) controls the access signalling (request and grant) 
procedures for the radio channel. 
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8.1.1.5 Mobile IP for UMTS/GPRS End Users 
A single generic mobility-handling mechanism that allows roaming between all types of 
access networks would allow the user to conveniently move between fixed and mobile 
networks, between public and private as well as between PLMNs with different access 
technologies. The ongoing work in the IETF Mobile IP working group is targeted towards 
such a mechanism. Thus, it is important to also offer Mobile IP to UMTS and GPRS users 
to allow them to roam to and from other access technologies while keeping ongoing data 
sessions, e.g. TCP or UDP. A typical UMTS network supporting Mobile IP is shown in 
Figure 8-5. 

 

 

Figure 8-5 Core Network Architecture with GPRS MM within the PLMNs 
and Mobile IP MM between different types of systems 

 

The address that the mobile node uses for communication when it is away from its home 
network is known as Care-of Address. This address can either be a foreign agent care-of 
address, when the mobile node uses the foreign agent’s IP address as its care-of 
address, or a co-located care-of address, where the network interface of the mobile node 
is temporarily assigned an IP number on the foreign network. 

As IP addresses in IPv4 are scarce, it has to be assumed that Mobile IPv4 preferably will 
be used with the Foreign Agent (FA) care-of addresses. Compared to co-located care-of 
addresses, using FA care-of addresses does not only conserve IP addresses, it is also 
more efficient over the radio interface. We assume here that the MS keeps the same 
care-of address as long as the PDP context is activated, i.e. does not change GGSN/FA 
during a UMTS/GPRS session. It is further assumed that PDP type IP is used. It is, 
however, likely that PDP type PPP could also be used. Roaming between PLMNs can be 
realized with GPRS roaming or Mobile IP. To offer Mobile IP with FA care-of addresses 
over the UMTS/GPRS network, some requirements need to be fulfilled. Some of these 
will cause changes to the current GPRS standards: 

• The functionality of the GGSN needs to be enhanced with FA functionality, 
according to IETF specifications. For interoperability, a set of RFCs should be 
recommended. There is no need to standardize an interface between the 
GGSN and the FA, as it is considered to be one integrated node. 

• The GGSN/FA node should send an FA Advertisement message after sending 
the Create PDP Context Response. 
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• The GGSN should not give the MS a temporary UMTS/GPRS IP (PDP) address 
if the Mobile IP FA service has been requested. 

• The GGSN/FA and the MS shall exchange Mobile IP signalling messages in the 
UMTS/GPRS user plane. 

• Allow the APN to mean a GGSN with a specific service, not only a physical 
node. To support this, the operator must have the possibility to configure the 
SGSN or DNS with the choice of GGSN depending on service. A default 
mechanism is also needed to use a GGSN in the MS's home network if the 
visited SGSN does not support the requested service. Finally, an agreement 
between operators is needed on the possible APNs1. 

8.1.2 Packet Routing and Transfer Functionality 
A GPRS-attached MS can initiate the activation, modification, and deactivation functions 
at any time for a PDP context in the MS, the SGSN, and the GGSN. A GGSN may 
request the activation of a PDP context to a GPRS-attached subscriber. A GGSN may 
initiate the deactivation of a PDP context. 

Upon receiving an Activate PDP Context Request message or an Activate Secondary 
PDP Context Request message, the SGSN shall initiate procedures to set up PDP 
contexts. The first procedure includes subscription checking, APN selection, and host 
configuration, while the latter procedure excludes these functions and reuses PDP 
context parameters including the PDP address, except the QoS parameters. Once 
activated, all PDP contexts that share the same PDP address and APN shall be managed 
equally. At least one PDP context shall be activated for a PDP address before a 
Secondary PDP Context Activation procedure may be initiated. When the MS performs 
an RA update procedure to change from a release 99 to a release 97 or 98 system, only 
one active PDP context per PDP address and APN shall be preserved. This PDP context 
is selected taking the QoS profile and NSAPI value into account. 

Upon receiving a Deactivate PDP Context Request message, the SGSN shall initiate 
procedures to deactivate the PDP context. When the last PDP context associated with a 
PDP address is deactivated, N-PDU transfer for this PDP address is disabled. 

An MS does not have to receive the (De-) Activate PDP Context Accept message before 
issuing another (De-)Activate PDP Context Request. However, only one request can be 
outstanding for every TI. 

By sending an RAB Release Request or Iu Release Request message to the SGSN, the 
RAN initiates the release of one or more RABs. The preservation function allows the 
active PDP contexts associated with the released RABs to be preserved in the CN, and 
the RABs can then be re-established at a later stage. 

8.1.2.1 Static and Dynamic PDP Addresses 
A packet-domain subscriber identified by an IMSI, shall have one or more network layer 
addresses, i.e. PDP addresses, temporarily and/or permanently associated with it that 
conforms to the standard addressing scheme of the respective network layer service 
used, e.g.: 

• an IPv4 address; or 

• an IPv6 address. 

                                                   

1 In the IP Backbone an Access Point Name (APN) is a reference to a GGSN and inside the GGSN 
the APN identifies the external IP network to be used. The DNS (Domain Name System) functionality 
of the IP Backbone is used to translate the APN into the IP address of the GGSN. 
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PDP addresses can be allocated to an MS in four different ways: 

• the HPLMN operator assigns a PDP address permanently to the MS (static 
PDP address); 

• the HPLMN operator assigns a PDP address to the MS when a PDP context is 
activated (dynamic HPLMN PDP address); 

• the VPLMN operator assigns a PDP address to the MS when a PDP context is 
activated (dynamic VPLMN PDP address); or 

• the PDN operator or administrator assigns a permanent or dynamic IP address 
to the MS (External PDN Address Allocation). 

It is the HPLMN operator that defines in the subscription whether a dynamic HPLMN or 
VPLMN PDP address can be used. 

For every IMSI, zero, one, or more dynamic PDP addresses per PDP type can be 
assigned. For every IMSI, zero, one, or more static PDP addresses per PDP type can be 
subscribed to. 

When dynamic addressing from the HPLMN or the VPLMN is used, it is the responsibility 
of the GGSN to allocate and release the dynamic PDP address. When External PDN 
Address Allocation is used, the PLMN may obtain a PDP address from the PDN and 
provide it to the MS during PDP context activation, or the MS may directly negotiate a 
PDP address with the PDN after the PDP context activation procedure is executed. If the 
PLMN provides the address during PDP context activation in case of External PDN 
Address Allocation, then it is the responsibility of the GGSN and PDN to allocate and 
release the dynamic PDP address by means of protocols such as DHCP or RADIUS. If 
DHCP is used, the GGSN provides the function of a DHCP Client. If RADIUS is used, the 
GGSN provides the function of a RADIUS Client. If the MS negotiates a PDP address 
with the PDN after PDP context activation in case of External PDN Address Allocation, it 
is the responsibility of the MS and the PDN to allocate and release the PDP address by 
means of protocols such as DHCP or MIP. In case of DHCP, the GGSN provides the 
function of a DHCP Relay Agent. In case of MIP, the GGSN provides the function of a 
Foreign Agent. 

Only static PDP addressing is applicable in the network-requested PDP context activation 
case. 

8.1.2.1.1 Dynamic IPv6 Address Allocation 
IPv6 address allocation is somewhat different from the IPv4 address allocation procedure. 
There are two possibilities to allocate the address for an IPv6 node – stateless and 
stateful autoconfiguration. The stateful address allocation mechanism needs a DHCP 
server to allocate the address for the IPv6 node. In the stateless autoconfiguration, the 
IPv6 node is more involved in the allocation of the address. In addition, the stateless 
autoconfiguration procedure does not need any external entity involved in the address 
autoconfiguration. 

IPv6 stateful address autoconfiguration uses the standard External PDN Address 
Allocation procedure. The GGSN informs the MS that it shall perform stateful address 
autoconfiguration by means of the Router Advertisements. For this purpose, the GGSN 
shall automatically and periodically send Router Advertisement messages towards the 
MS after a PDP context of type IPv6 is activated. The use of stateless or stateful address 
autoconfiguration is configured per APN. 

In order to support the standard IPv6 stateless address autoconfiguration mechanism, as 
defined by the IETF, within the particular context of UMTS (point-to-point connections, 
radio resource efficiency, etc.), the GGSN shall assign a prefix that is unique within its 
scope to each PDP context applying IPv6 stateless address autoconfiguration. The size 
of the prefix is according to the maximum prefix length for a global IPv6 address. This 
avoids the necessity to perform duplicate address detection at the network level for every 
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address built by the MS. The GGSN shall not use the prefix advertised to the MS to 
configure an address on any of its interfaces. 

To ensure that the link-local address generated by the MS does not collide with the link-
local address of the GGSN, the GGSN shall provide an interface identifier to the MS and 
the MS shall use this interface identifier to configure its link-local address. This is 
applicable for both stateful and stateless IPv6 address autoconfiguration. In case of 
stateless address autoconfiguration, however, the MS can choose any interface identifier 
to generate addresses other than link-local, without involving the network. In particular, 
the SGSN and the GGSN are not updated with the actual address used by the MS, as the 
prefix alone identifies the PDP context. 

Figure 8-6 illustrates the IPv6 stateless autoconfiguration procedure.  

 GGSN 

 5. Router Advertisement 

SGSN BSS/UTRAN MS 

 4. Router Solicitation 

 3. Activate PDP Context Accept 

 1. Activate PDP Context Request 
 2. Create PDP Context Request 

 2. Create PDP Context Response 

 

Figure 8-6 IPv6 Stateless Address Autoconfiguration Procedure 

1) The MS sends an Activate PDP Context Request message to the SGSN. The 
MS shall leave PDP Address empty and set PDP Type to IPv6. 

2) Upon reception of the Create PDP Context Request, the GGSN creates an IPv6 
address composed of the prefix allocated to the PDP context and an interface 
identifier generated by the GGSN. This address is then returned in the PDP 
Address information element in the Create PDP Context Response message.  

3) The MS receives the IPv6 address produced by the GGSN in the Activate PDP 
Context Accept. The MS extracts the interface identifier from the address 
received and stores it. The MS shall use this interface identifier to build its link-
local address and may also use it for building its full IPv6 address, as described 
in step 5. The MS shall ignore the prefix contained in the address received in 
the Activate PDP Context Accept.  

4) The MS may send a Router Solicitation message to the GGSN to activate the 
sending of the Router Advertisement message. 

5) The GGSN sends a Router Advertisement message. The Router Advertisement 
messages shall contain the same prefix as the one provided in step 2. A given 
prefix shall not be advertised on more than one PDP context on a given APN, or 
set of APNs, within the same addressing scope. The GGSN shall be configured 
to advertise only one prefix per PDP context. 

After the MS has received the Router Advertisement message, it constructs its full IPv6 
address by concatenating the interface identifier received in step 3, or a locally generated 
interface identifier, and the prefix received in the Router Advertisement. If the Router 
Advertisement contains more than one prefix option, the MS shall only consider the first 
one and silently discard the others. 

NOTE: The MS can at any time change the interface identifier used to generate full IPv6 
addresses, without involving the network, i.e. without updating the PDP context in the 
SGSN and the GGSN. 
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8.1.2.2 Packet Routing and Transfer Function 
The packet routing and transfer function: 

• routes and transfers packets between a mobile TE and a packet data network, 
i.e. between reference point R and reference point Gi; 

• routes and transfers packets between mobile TE and other GPRS PLMN, i.e. 
between reference point R and reference point Gi via interface Gp; 

• routes and transfers packets between TEs, i.e. between the R reference point in 
different MSs; and 

• optionally supports IP Multicast routing of packets via a relay function in the 
GGSN. 

The PDP PDUs shall be routed and transferred between the MS and the GGSN as 
N-PDUs. In case of PDP type PPP, the maximum size of each N-PDU shall be 
1502 octets. In other cases, the maximum size of each N-PDU shall be 1500 octets. 
When the MS or the GGSN receives a PDP PDU that results in an N-PDU that is not 
larger than the maximum N-PDU size, the PDP PDU shall be routed and transferred as 
one N-PDU. When the MS or the GGSN receives a PDP PDU that results in an N-PDU 
that is larger than the maximum N-PDU size, the PDP PDU shall be segmented, 
discarded or rejected, depending on the PDP type and the implementation. 

Between the SGSN and the MS, PDP PDUs are transferred with GTP-U and PDCP. 

Between the SGSN and the GGSN, PDP PDUs are routed and transferred with the 
UDP/IP protocols. The GPRS Tunnelling Protocol transfers data through tunnels. A tunnel 
endpoint identifier (TEID) and a GSN address identify a tunnel. 

When multiple PDP contexts exist for the same PDP address of an MS, the GGSN routes 
downlink N-PDUs to the different GTP tunnels based on the TFTs assigned to the PDP 
contexts. Upon reception of a PDP PDU, the GGSN evaluates for a match, first the 
packet filter amongst all TFTs that has the smallest evaluation precedence index and, in 
case no match is found, proceeds with the evaluation of packet filters in increasing order 
of their evaluation precedence index. This procedure shall be executed until a match is 
found, in which case the N-PDU is tunnelled to the SGSN via the PDP context that is 
associated with the TFT of the matching packet filter. If no match is found, the N-PDU 
shall be sent via the PDP context that does not have a TFT assigned to it; if all PDP 
contexts have a TFT assigned, the GGSN shall silently discard the PDP PDU. 

The MS is responsible for creating or modifying PDP contexts and their QoS. The MS 
should define TFTs in such a way that downlink PDP PDUs are routed to a PDP context 
that best matches the QoS requested by the receiver of this PDU (e.g. an application 
supporting QoS). 

For each uplink PDP PDU, the MS should choose the PDP context that best matches the 
QoS requested by the sender of this PDP PDU (e.g. an application supporting QoS). 
Packet classification and routing within the MS is an MS-local matter. The GGSN shall 
not match uplink N-PDUs against TFTs. 

TFTs are used for PDP types IP and PPP only. For PDP type PPP a TFT is applicable 
only when PPP is terminated in the GGSN (i.e. GGSN does not provide PDN interworking 
by means of tunnelled PPP, e.g. by the Layer Two Tunnelling Protocol (L2TP)) and IP 
traffic is carried over PPP. To support roaming subscribers, and for forward compatibility, 
the SGSN is not required to know the tunnelled PDP. Every SGSN shall have the 
capability to transfer PDUs belonging to PDPs not supported in the PLMN of the SGSN. 

The GGSN could also optionally support IP Multicast: this allows the MSs to join multicast 
groups and start receiving multicast packets. The GGSN duplicates the incoming 
multicast packets and relays them to the already active TEIDs. These TEIDs are those of 
MSs that have joined a multicast group. 
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8.1.3 Encapsulation Function 
GPRS transparently transports PDP PDUs between packet data networks and MSs. All 
PDP PDUs are encapsulated and decapsulated for routing purposes. Encapsulation 
functionality exists at the MS, at the RNC, at the Iu mode BSC, at the SGSN, and at the 
GGSN. Encapsulation allows PDP PDUs to be delivered to and associated with the 
correct PDP context in the MS, the SGSN, or the GGSN. Two different encapsulation 
schemes are used; one for the backbone network between two GSNs and between an 
SGSN and an RNC, and one for the RRC connection between the RAN and the MS. 

Encapsulation requires that the MS is attached to GPRS, and that the PDP Context 
Activation procedure has been executed. If the GPRS Attach or PDP Context Activation 
procedures cannot be successfully executed, then uplink PDP PDUs are discarded in the 
MS. If these procedures have not been executed when a downlink PDP PDU arrives in 
the GGSN, then the downlink PDP PDU shall be discarded, rejected, or the Network-
Requested PDP Context Activation procedure shall be initiated. 

8.1.3.1 Encapsulation Between GSNs 
The GPRS packet domain PLMN backbone network encapsulates a PDP PDU with a 
GPRS Tunnelling Protocol header, and inserts this GTP PDU in a UDP PDU that again is 
inserted in an IP PDU. The IP and GTP PDU headers contain the GSN addresses and 
tunnel endpoint identifier necessary to uniquely address a GSN PDP context 

8.1.3.2 Encapsulation Between SGSN and RAN 
On the Iu interface, a PDP PDU is encapsulated with a GPRS Tunnelling Protocol 
header. 

8.1.3.3 Encapsulation Between RAN and MS 
On the Uu interface, a PDP PDU is encapsulated with PDCP. 

8.1.4 Quality of Service (QoS) 

8.1.4.1 UMTS QoS Classes 
When defining the UMTS QoS classes, also referred to as traffic classes, the restrictions 
and limitations of the air interface have to be taken into account. It is not reasonable to 
define complex mechanisms as have been in fixed networks due to different error 
characteristics of the air interface. The QoS mechanisms provided in the cellular network 
have to be robust and capable of providing reasonable QoS resolution. 

There are four different QoS classes: 

• conversational class; 

• streaming class; 

• interactive class; and 

• background class. 

The main distinguishing factor between these QoS classes is how delay sensitive the 
traffic is: Conversational class is meant for traffic which is very delay sensitive while 
Background class is the most delay insensitive traffic class. 

Conversational and Streaming classes are mainly intended to be used to carry real-time 
traffic flows. The main divider between them is how delay sensitive the traffic is. 
Conversational real-time services, like video telephony, are the most delay sensitive 
applications and those data streams should be carried in Conversational class. 
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Interactive class and Background are mainly meant to be used by traditional Internet 
applications like WWW, Email, Telnet, FTP and News. Due to looser delay requirements, 
compare to conversational and streaming classes, both provide better error rate by 
means of channel coding and retransmission. The main difference between Interactive 
and Background class is that Interactive class is mainly used by interactive applications, 
e.g. interactive Email or interactive Web browsing, while Background class is meant for 
background traffic, e.g. background download of Emails or background file downloading. 
Responsiveness of the interactive applications is ensured by separating interactive and 
background applications. Traffic in the Interactive class has higher priority in scheduling 
than Background class traffic, so background applications use transmission resources 
only when interactive applications do not need them. This is very important in wireless 
environment where the bandwidth is low compared to fixed networks. 

However, these are only typical examples of usage of the traffic classes. There is in 
particular no strict one-to-one mapping between classes of service (as defined in 
TS 22.105 [5]) and the traffic classes defined in this TS. For instance, a service 
interactive by nature can very well use the Conversational traffic class if the application or 
the user has tight requirements on delay. 

8.1.4.1.1 Conversational class 
The most well known use of this scheme is telephony speech (e.g. GSM). But with 
Internet and multimedia a number of new applications will require this scheme, for 
example voice over IP and video conferencing tools. Real time conversation is always 
performed between peers (or groups) of live (human) end-users. This is the only scheme 
where the required characteristics are strictly given by human perception. 

Real time conversation scheme is characterized by that the transfer time shall be low 
because of the conversational nature of the scheme and at the same time that the time 
relation (variation) between information entities of the stream shall be preserved in the 
same way as for real time streams. The maximum transfer delay is given by the human 
perception of video and audio conversation. Therefore the limit for acceptable transfer 
delay is very strict, as failure to provide low enough transfer delay will result in 
unacceptable lack of quality. The transfer delay requirement is therefore both significantly 
lower and more stringent than the round trip delay of the interactive traffic case. 

Real time conversation - fundamental characteristics for QoS: 

• preserve time relation (variation) between information entities of the stream; 

• conversational pattern (stringent and low delay). 

8.1.4.1.2 Streaming class 
When the user is looking at (listening to) real time video (audio) the scheme of real time 
streams applies. The real time data flow is always aiming at a live (human) destination. It 
is a one way transport. 

This scheme is one of the newcomers in data communication, raising a number of new 
requirements in both telecommunication and data communication systems. It is 
characterized by that the time relations (variation) between information entities (i.e. 
samples, packets) within a flow shall be preserved, although it does not have any 
requirements on low transfer delay. 

The delay variation of the end-to-end flow shall be limited, to preserve the time relation 
(variation) between information entities of the stream. But as the stream normally is time 
aligned at the receiving end (in the user equipment), the highest acceptable delay 
variation over the transmission media is given by the capability of the time alignment 
function of the application. Acceptable delay variation is thus much greater than the delay 
variation given by the limits of human perception. 
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Real time streams - fundamental characteristics for QoS: 

• preserve time relation (variation) between information entities of the stream. 

8.1.4.1.3 Interactive class 
When the end-user, that is either a machine or a human, is on line requesting data from 
remote equipment (e.g. a server), this scheme applies. Examples of human interaction 
with the remote equipment are: web browsing, data base retrieval, server access. 
Examples of machines interaction with remote equipment are: polling for measurement 
records and automatic data base enquiries (tele-machines). 

Interactive traffic is the other classical data communication scheme that on an overall 
level is characterized by the request response pattern of the end-user. At the message 
destination there is an entity expecting the message (response) within a certain time. 
Round trip delay time is therefore one of the key attributes. Another characteristic is that 
the content of the packets shall be transparently transferred (with low bit error rate). 

Interactive traffic - fundamental characteristics for QoS: 

• request response pattern; 

• preserve payload content. 

8.1.4.1.4 Background class 
When the end-user, that typically is a computer, sends and receives data-files in the 
background, this scheme applies. Examples are background delivery of E-mails, SMS, 
download of databases and reception of measurement records. 

Background traffic is one of the classical data communication schemes that on an overall 
level is characterized by that the destination is not expecting the data within a certain 
time. The scheme is thus more or less delivery time insensitive. Another characteristic is 
that the content of the packets shall be transparently transferred (with low bit error rate). 

Background traffic - fundamental characteristics for QoS: 

• the destination is not expecting the data within a certain time; 

• preserve payload content. 

Table 8-1 UMTS QoS classes 

Traffic class 
Conversational class 
conversational RT 
 

Streaming class 
streaming RT 
 

Interactive class 
Interactive best effort 
 

Background 
Background best 
effort 

Fundamental 
characteristics 

-Preserve time relation 
(variation) between 
information entities of 
the stream 
 
Conversational  pattern 
(stringent and low 
delay ) 

-Preserve time 
relation (variation) 
between information 
entities of the stream 

-Request response 
pattern 
 
-Preserve payload 
content 

-Destination is  not 
expecting the data 
within a certain 
time 
 
-Preserve  payload 
content 

Example of the 
application -voice -streaming video -Web browsing 

-background 
download of 
emails 
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8.1.4.2 QoS Attributes 

8.1.4.2.1 Sources of UMTS Bearer Service Attributes 
UMTS bearer service attributes describe the service provided by the UMTS network to 
the user of the UMTS bearer service. A set of QoS attributes (QoS profile) specifies this 
service. At UMTS bearer service establishment or modification different QoS profiles 
have to be taken into account. 

• The UE capabilities form a QoS profile which may limit the UMTS bearer 
service which can be provided. 

• The UE or the terminal equipment (TE) within the terminating network may 
request a QoS profile at UMTS bearer establishment or modification. The 
application using the UE may request the UE to provide a UMTS bearer service 
with a specific QoS profile. If the application requests no specific QoS the UE 
may use a QoS profile configured within the UE (e.g., by AT commands). How 
the TE derives a QoS profile is out of scope for UMTS. 

• A QoS profile in the UMTS subscription describes the upper limits for the 
provided service if the service user requests specific values. 

• If the UE requests or modifies a UMTS bearer and one or more of the QoS 
attributes are not specified by the UE by setting the attributes to 'subscribed', 
the SGSN shall assume a request of values as specified in the QoS profile in 
the UMTS subscription. If the UE sets the traffic class to 'subscribed', the SGSN 
shall assume a request for Interactive class. When the application in the UE 
requires streaming or conversational QoS, then the UE shall at least explicitly 
request the traffic class and should explicitly request the guaranteed bit rate and 
the maximum bit rate. For the rest of the QoS attributes, the network shall 
ensure that the negotiated QoS contains only values explicitly defined for the 
traffic class. 

• A Network specific QoS profile characterizing for example the current resource 
availability or other network capabilities or limitations may limit the provided 
UMTS bearer service or initiate a modification of an established UMTS bearer 
service. 

8.1.4.2.2 UMTS Bearer Service Attributes 
 

Traffic class ('conversational', 'streaming', 'interactive', 'background') 

Definition: type of application for which the UMTS bearer service is optimized 

[Purpose: By including the traffic class itself as an attribute, UMTS can make assumptions 
about the traffic source and optimize the transport for that traffic type] 

Maximum bitrate (kbps) 

Definition: maximum number of bits delivered by UMTS and to UMTS at a SAP within a 
period of time, divided by the duration of the period. The traffic is conformant with 
Maximum bitrate as long as it follows a token bucket algorithm where token rate equals 
Maximum bitrate and bucket size equals Maximum SDU size. 

The conformance definition should not be interpreted as a required implementation 
algorithm. The token bucket algorithm is described in annex B. 

The Maximum bitrate is the upper limit a user or application can accept or provide. All 
UMTS bearer service attributes may be fulfilled for traffic up to the Maximum bitrate 
depending on the network conditions. 
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[Purpose: Maximum bitrate can be used to make code reservations in the downlink of the 
radio interface. Its purpose is 1) to limit the delivered bitrate to applications or 
external networks with such limitations 2) to allow maximum wanted user bitrate 
to be defined for applications able to operate with different rates (e.g. 
applications with adapting codecs)] 

Guaranteed bitrate (kbps) 

Definition: guaranteed number of bits delivered by UMTS at a SAP within a period of time 
(provided that there is data to deliver), divided by the duration of the period. The traffic is 
conformant with the guaranteed bitrate as long as it follows a token bucket algorithm 
where token rate equals Guaranteed bitrate and bucket size equals Maximum SDU size. 

The conformance definition should not be interpreted as a required implementation 
algorithm. 

UMTS bearer service attributes, e.g. delay and reliability attributes, are guaranteed for 
traffic up to the Guaranteed bitrate. For the traffic exceeding the Guaranteed bitrate the 
UMTS bearer service attributes are not guaranteed. 

[Purpose: Describes the bitrate the UMTS bearer service shall guarantee to the user or 
application. Guaranteed bitrate may be used to facilitate admission control based 
on available resources, and for resource allocation within UMTS] 

Delivery order (y/n) 

Definition: indicates whether the UMTS bearer shall provide in-sequence SDU delivery or 
not. 

[Purpose: the attribute is derived from the user protocol (PDP type) and specifies if out-of-
sequence SDUs are acceptable or not. This information cannot be extracted from 
the traffic class. Whether out-of-sequence SDUs are dropped or re-ordered 
depends on the specified reliability] 

Delivery order should be set to 'no' for PDP Type = 'IPv4' or 'IPv6'. The SGSN shall 
ensure that the appropriate value is set. 

Maximum SDU size (octets) 

Definition: the maximum SDU size for which the network shall satisfy the negotiated QoS. 

[Purpose: The maximum SDU size is used for admission control and policing and/or 
optimizing transport (optimized transport in for example the RAN may be 
dependent on the size of the packets). Handling by the network of packets larger 
than Maximum SDU size is implementation specific (e.g. they may be dropped 
or forwarded with decreased QoS)] 

NOTE 1: The Maximum Transfer Unit (MTU) of the IP layer and the Maximum SDU Size have 
no relationship; in particular the GGSN should not perform IP fragmentation based on 
the Maximum SDU Size. 

SDU format information (bits) 

Definition: list of possible exact sizes of SDUs 

[Purpose: RAN needs SDU size information to be able to operate in transparent RLC 
protocol mode, which is beneficial to spectral efficiency and delay when RLC re-
transmission is not used. Thus, if the application can specify SDU sizes, the 
bearer is less expensive] 

SDU error ratio 

Definition: Indicates the fraction of SDUs lost or detected as erroneous. SDU error ratio is 
defined only for conforming traffic. 
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NOTE 2: By reserving resources, SDU error ratio performance is independent of the loading 
conditions, whereas without reserved resources, such as in Interactive and Background 
classes, SDU error ratio is used as target value. 

[Purpose: Used to configure the protocols, algorithms and error detection schemes, 
primarily within RAN.] 

Residual bit error ratio 

Definition: Indicates the undetected bit error ratio in the delivered SDUs. If no error 
detection is requested, Residual bit error ratio indicates the bit error ratio in the delivered 
SDUs. 

[Purpose: Used to configure radio interface protocols, algorithms and error detection 
coding.] 

Delivery of erroneous SDUs (y/n/-) 

Definition: Indicates whether SDUs detected as erroneous shall be delivered or 
discarded. 

NOTE 3: 'yes' implies that error detection is employed and that erroneous SDUs are delivered 
together with an error indication, 'no' implies that error detection is employed and that 
erroneous SDUs are discarded, and '-' implies that SDUs are delivered without 
considering error detection. 

[Purpose: Used to decide whether error detection is needed and whether frames with 
detected errors shall be forwarded or not.] 

Transfer delay (ms) 

Definition: Indicates maximum delay for 95th percentile of the distribution of delay for all 
delivered SDUs during the lifetime of a bearer service, where delay for an SDU is defined 
as the time from a request to transfer an SDU at one SAP to its delivery at the other SAP. 

[Purpose: relates to the delay tolerated by the application. In conjunction with the SDU 
error ratio attribute, care needs to be taken in deriving the value for the 95th 
percentile when an application desires, for example, that 99.9% of all transmitted 
packets are delivered within a certain time. This attribute allows RAN to set 
transport formats and ARQ parameters.] 

NOTE 4: Transfer delay of an arbitrary SDU is not meaningful for a bursty source, since the last 
SDUs of a burst may have long delay due to queuing, whereas the meaningful response 
delay perceived by the user is the delay of the first SDU of the burst. 

Traffic handling priority 

Definition: specifies the relative importance for handling of all SDUs belonging to the 
UMTS bearer compared to the SDUs of other bearers. 

[Purpose: Within the interactive class, there is a definite need to differentiate between 
bearer qualities. This is handled by using the traffic handling priority attribute, to 
allow UMTS to schedule traffic accordingly. By definition, priority is an 
alternative to absolute guarantees, and thus these two attribute types cannot be 
used together for a single bearer.] 

Allocation/Retention Priority 

Definition: specifies the relative importance compared to other UMTS bearers for 
allocation and retention of the UMTS bearer. The Allocation/Retention Priority attribute is 
a subscription attribute which is not negotiated from the mobile terminal, but the value 
might be changed either by the SGSN or the GGSN network element. 
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[Purpose: Priority is used for differentiating between bearers when performing allocation 
and retention of a bearer. In situations where resources are scarce, the relevant 
network elements can use the Allocation/Retention Priority to prioritize bearers 
with a high Allocation/Retention Priority over bearers with a low 
Allocation/Retention Priority when performing admission control.] 

Source statistics descriptor ('speech'/'unknown') 

Definition: specifies characteristics of the source of submitted SDUs. 

[Purpose: Conversational speech has a well-known statistical behaviour (or the 
discontinuous transmission (DTX) factor). By being informed that the SDUs for 
a UMTS bearer are generated by a speech source, RAN, the SGSN and the 
GGSN and also the UE may, based on experience, calculate a statistical 
multiplex gain for use in admission control on the relevant interfaces.] 

Signalling Indication (Yes/No) 

Definition: Indicates the signalling nature of the submitted SDUs. This attribute is 
additional to the other QoS attributes and does not over-ride them. This attribute is only 
defined for the interactive traffic class. If signalling indication is set to 'Yes', the UE should 
set the traffic handling priority to '1'. 

[Purpose: Signalling traffic can have different characteristics to other interactive traffic, e.g. 
higher priority, lower delay and increased peakiness. This attribute permits 
enhancing the RAN operation accordingly. An example use of the Signalling 
Indication is for IMS signalling traffic.] 

NOTE 5: This indication is sent by the UE in the QoS IE. 

8.1.4.3 UMTS-Internet Interworking 
In the case of Internet applications, the selection of the class and appropriate traffic 
attribute values is made according to the Internet QoS attributes. Internet applications do 
not directly use the services of UMTS but they use Internet QoS definitions and attributes, 
which are mapped to UMTS QoS attributes at API. Currently there are two main Internet 
QoS concepts, namely Integrated Services and Differentiated Services.  

IP based QoS models shall be supported for PDP contexts, meaning both Integrated 
Services (IntServ) signalled by RSVP and Differentiated Services (6-bit QoS attribute on 
each IP packet, DiffServ). Both mechanisms are controlled by applications residing in the 
TE, allowing different application specific QoS levels for the same PDP context. 
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8.2 CDMA2000 
This section defines requirements for support of wireless packet data networking 
capability on a third generation wireless system based on CDMA2000.  

In CDMA2000, two methods are defined for accessing public networks (Internet) and 
private networks (intranets): Simple IP and Mobile IP. The required Quality of Service, 
Security, Mobility Management, and Accounting capabilities needed to support both 
methods are described. IETF protocols are widely employed whenever possible to 
minimize the number of new protocols required and to maximize the utilization of well 
accepted standards. 

8.2.1 Packet Data Service Descriptions 
This section provides a definition of the packet data service as viewed by a mobile user. 
Two general services are provided to a mobile user by this architecture: 

• Local and Public Network Access 

• Private Network Access 

Access to a local network is quite often identical to accessing the public Internet, 
however, this is not a requirement (i.e., a service provider network may offer services on 
its own private IP network). 

These two services can be provided by either of the following two access methods: 

• Simple IP: This refers to the access method in which the user is assigned a 
dynamic IP address from a service access provider. The user may maintain its 
IP address within some network dependent geographical area. When the user 
moves outside this geographical area, the user will not be able to maintain the 
IP address. 

• Mobile IP: This refers to the access method based on RFC 2002. The user may 
use either a static or dynamic IP address belonging to its home IP network. The 
user will be able to maintain its IP address even when it moves throughout the 
IMT-2000 network or other networks. 

Voluntary tunnelling for both Mobile IP and Simple IP is outside the scope of this 
document. So, although a mobile station may choose to employ a co-located Care of 
Address (COA), from the IMT-2000 network point of view this is the same as Simple IP, 
and not addressed in this document. 

The roaming subscriber will be able to access these services from multiple IMT-2000 
service providers while maintaining a business relationship with only one IMT-2000 
service provider. In order for the network to deliver packets to the mobile station, the 
mobile station must establish packet data sessions with the IMT-2000 network. 

The requirements for the packet data reference model are organized as follows: 

• Access Layer 

• Data Link Layer 

• Network Layer 

• Security 

8.2.1.1 Access Layer 
The mobile station supports the appropriate radio access technology and signalling 
standards for the provider network to which it attaches. The access network will 
authenticate and authorize the mobile station for access service, establish a connection 
to the IMT-2000 network, and then initialize a data link layer. After the data link layer is 
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established, network layer protocols and procedures are executed to establish the packet 
data session. 

The radio access signalling standards will support a single packet data service option for 
all IP services, both Simple IP and Mobile IP. Therefore, an access signalling request to 
the radio network for a connection from the mobile station to the network will not indicate 
Simple IP or Mobile IP service, and differentiation of IP data services will occur at PPP or 
higher layers. 

8.2.1.2 Data Link Layer 
The IMT-2000 network will support two types of data link layers: 

• PPP for Version 1 and 2 

• Simple data link-layer protocol for Version 2 

8.2.1.2.1 PPP 
The PPP protocol will be in compliance with RFC 1661, and supports LCP, IPCP, PAP, 
and CHAP. For Simple IP, CHAP is optional. For Mobile IP, CHAP should not be used. 
Van Jacobson TCP/IP header (RFC 1144) compression will be supported by the network 
and mobile station. The PPP compression control protocol (RFC 1962) is used to 
negotiate a PPP payload compression algorithm, and will be supported by the network 
and optionally by the mobile station. 

A mobile station will only have one PPP link established at any given time in Version 1. 

For Mobile IP service, the mobile will not reset the higher layers when the mobile re-
establishes PPP and successfully registers with the same IP address as a result of 
moving to a new serving area in the IMT-2000 network. 

8.2.1.3 Network Layer 
Two types of network access methods are defined: 

Simple IP 

Local and Public Network Access: The IP address is dynamically assigned from the 
serving network, and Internet access is performed directly. 

Private network access service: Identical to Local and Public Network Access with the 
addition of VPN software on the mobile station. Note: This service using Simple IP is 
outside the scope of this document. 

 

Mobile IP 

Local and Public Network Access: The Home Agent resides in the IMT-2000 service 
provider network, and authentication and authorization information is held and processed 
by either the IMT-2000 service provider network or a private network. 

Private network access service: The Home Agent resides in a private network, and 
authentication and authorization information is held and processed in the private network. 
The private network will usually reside behind a firewall, and may possess a non-globally 
unique address space. 

 

Service selection occurs during PPP initialization or immediately thereafter during Mobile 
IP registration. A mobile station may request Simple IP service, and later request Mobile 
IP service by sending an Agent solicitation. The network will then provide both Mobile IP 
and Simple IP service to the mobile station. 
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For Mobile IP, the IMT-2000 service provider network uses the NAI in the Mobile IP RRQ 
to determine the home IP network that contains AAA servers which authenticate and 
authorize service. The address of the Home Agent is determined by MIP RRQ, or, in the 
case of dynamic Home Agent assignment, by an AAA server. Mobile IP access will 
support a static Home Agent in Version 1, and additionally, a dynamically assigned Home 
Agent in Version 2. With dynamic Home Agent assignment, either the home IP network or 
visited access provider network may assign the Home Agent. The user may connect to 
multiple target networks at the same time. In this case, the user would have multiple IP 
addresses, one per target network. Access to a private network is via a security 
association with IPsec between the PDSN and Home Agent. 

For Mobile IP service, after PPP initialization, the IMT-2000 network will send Agent 
Advertisements to the mobile station. To initiate Mobile IP access, the mobile station will 
then perform Mobile IP registration. If no Mobile IP Registration is sent by the mobile to 
the IMT-2000 network, and the network does not require CHAP for Simple IP service, 
then the IMT-2000 network provides the user with Simple IP service. 

For Simple IP, the network uses the NAI in CHAP, or optionally constructs an NAI from 
the IMSI, using E.212 codes to algorithmically determine NAI realm of the home network. 
The IMT-2000 service provider may then use the NAI to access AAA servers in the 
network associated with the NAI, and may use the NAI for accounting purposes. 

8.2.1.3.1 Address Management 
A mobile may run multiple IP addresses over a PPP link, however, only one Simple IP 
address is supported on the link. 

Mobile IP service will support statically and dynamically assigned home addresses. A 
mobile may indicate a request for a dynamic home address assignment in the Mobile IP 
RRQ, or a mobile may indicate a static address. Home addresses may be public or 
private (non-globally unique). 

The Home Agent and Foreign Agent must have publicly visible addresses. 

For Simple IP service, the service provider network provides a dynamic public address, or 
a dynamic private address belonging to the access network. 

8.2.1.3.2 Quality of Service 
QoS coordinated between the airlink and IP entities in the IMT-2000 network will not be 
provided in Version 1. IP entities in the IMT-2000 network should be able to provide 
Quality of Service based on Differentiated Services. 

8.2.1.3.3 IP Multicast 
In Version 1 the access network will not provide IP multicast services using a shared 
radio access channel. IP multicast service may be obtained via the use of IGMP. 

8.2.1.4 Security 
From the perspective of the mobile station, security is provided at three levels in this 
architecture: 

• Radio access 

• IP network 

• User end to end security 
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8.2.1.4.1 Radio Access Security 
Access Network security should support authentication of the mobile station to avoid 
security breaches. In order to avoid casual eavesdropping, air interface encryption should 
be supported. 

8.2.1.4.2 IP Network Security 
For both Simple IP and Mobile IP access mechanisms, IP network authentication of the 
mobile station is via a static security association between the mobile station and the 
home IP network. For Mobile IP, the service provider network shall use the Foreign Agent 
Challenge to authenticate and authorize the mobile station. For Simple IP the service 
provider network may use CHAP or PAP to authenticate and authorize the mobile station; 
if the mobile station does not support CHAP or PAP, there is no IP network 
authentication. 

For the case of a mobile station whose home IP network is external to the service 
provider network, the mobile station and home IP network will use a security association 
not known by the service provider network to authenticate and authorize the mobile 
station. In some cases an AAA broker will be used to process and/or forward security 
information between the service provider network and the home IP network. Both proxy 
and non-proxy AAA servers may be supported. 

AAA information between AAA servers may be encrypted. Depending on the type of AAA 
server involved, the AAA information may be further protected with signatures and 
additional encryption via public key mechanisms within messages to protect the 
information from AAA brokers which may not be totally trusted by either home IP 
networks or service provider networks. 

IP security is able to provide integrity and encryption for Mobile IP registration packets as 
well as user data packets. The service provider network only provides IP security for user 
data packets if authorized by the home IP network. By default, the service provider 
network provides protection of the Mobile IP registration packets, unless instructed by the 
home network not to do so. 

Service provider networks may support statically-configured keys, dynamic key 
distribution, or certificates for security between the HA and FA. Security associations 
between Home and Foreign Agent may exist within Mobile IP via the Mobile IP Foreign-
Home Authentication Extension, or may be provided via IPsec AH or ESP protocols. IKE 
and certificates may be supported. Use of certificates requires a public key infrastructure. 
The home AAA server may be able to distribute Foreign-Home Authentication Extension 
keys or a pre-shared key for IKE. The ability to distribute a pre-shared key for IKE is an 
alternative to the Home and Foreign Agent supporting certificates. Version 1 AAA servers 
will support hop-by-hop but not end-to-end encryption of AAA attributes and data. 

Other types of IP security keys may be distributed in Version 2 by AAA servers. These 
include the Mobile IP MN-FA, MN-HA keys and SPI. 

8.2.1.4.3 User End-to-End Security 
The user may add additional security measures that are outside the scope of this 
document. 

8.2.2 Functional Model 
The following overview provides definitions of functions needed to support packet data 
services. The mapping of these functions to physical network nodes is not described 
here. The relationship among them is shown in Figure 8-7. 
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Figure 8-7 Functional Model 

8.2.2.1 Home Agent (HA) 
• Authenticate Mobile IP registrations from the mobile station. 

• Redirect packets to the Foreign Agent, and optionally receive and route reverse 
tunnelled packets from the Foreign Agent. 

• Optionally, establish, maintain, and terminate secure communications to the 
PDSN (as Mobile IP Foreign Agent) using IKE procedures or the Mobile IP 
Foreign-Home Authentication Extension. These security associations may be 
configured statically or dynamically. Receive provisioning information from the 
AAA for users. 

• Optionally, assign a dynamic home address. 

8.2.2.2 Packet Data Serving Node (PDSN) 
• Establish, maintain, and terminate PPP session to the mobile station 

• Assign/provide IP address for Simple IP. The dynamic address may be chosen 
by the PDSN or AAA. 

• Support Foreign Agent functionality 

• Initiate authentication, authorization, and accounting to the AAA for the mobile 
station packet data session.  

• For Simple IP, map the mobile station IP address with a unique layer 2 
connection used to communicate with the PCF. For Mobile IP, map the mobile 
station IP and HA addresses with a unique link layer identifier used to 
communicate with the PCF. 

• In Version 2 for Mobile IP, optionally, interact with a previous PDSN to support 
handoffs between PDSNs that does not involve the home IP network 

• Optionally, establish, maintain, and terminate secure communications to the 
Home Agent using IKE procedures or the Mobile IP Foreign-Home 
Authentication Extension. These security associations may be configured 
statically or dynamically. 

• Receive user profile parameters from the AAA for mobile station. The user 
profile may contain differentiated services and security. 

• Record usage data, receive accounting information from the PCF, correlate to 
generate the accounting information, and relay the correlated information to the 
AAA Route packets, to IP networks, or directly to the HA in the case of reverse 
tunnelling. 

• Interact with the PCF to establish maintain and terminate the layer 2 connection 
between PCF and PDSN. 
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• Interact with the serving PCF and the target PCF to maintain PPP session to 
the mobile station as part of the hard handoff or dormant handoff. 

• Monitor the source addresses of packets received from mobile stations. When 
packets are received which have source addresses not assigned or registered 
to the mobile station, the PDSN shall discard the packets and restart PPP to the 
mobile station. 

• Mark and process packets as necessary according to the QoS profile. 

• Optionally send Agent Advertisement(s) if the PCF indicates the mobile station 
has undergone a dormant handoff. 

8.2.2.3 Authentication, Authorization and Accounting (AAA) 
AAA in service provider network: 

• Pass authentication requests from the PDSN to the home IP network, and 
authorization responses from the home IP network to the PDSN. 

• Store accounting for the mobile station from the PDSN, and optionally forward 
to a broker or home IP network. 

• Provide a user profile and QoS information to the PDSN as received from the 
home IP network. 

• Optionally, assign dynamic IP address for Simple IP services. 

• Version 2: For Mobile IP, optionally, interact with a previous PDSN to support 
handoffs between PDSNs that does not involve home IP network. 

• Version 2: For Mobile IP, dynamically identify a HA and assign a user to that HA 

AAA in a home IP network: 

• Authenticate and authorize the mobile station based on requests from the local 
AAA. These involve either CHAP for Simple IP or the Foreign Agent Challenge 
from Mobile IP. 

• Optionally provide keying information to the HA and local AAA. This keying 
information may be used for the Pre-shared key for IKE or the Mobile IP 
Foreign-Home Authentication Extension. 

• Provide a user profile and QoS information to the PDSN 

• Version 2: For Mobile IP, dynamically identify a HA and assign a user on that 
HA 

AAA in a broker network: 

• Forward requests and responses between service provider network and the 
home IP network which do not have direct bilateral associations. Three modes 
of broker operation are possible: 

§ Non-transparent: The broker AAA examines requests and responses, and 
creates new requests and responses. This would most likely occur if the 
broker AAA network assumes financial responsibility to the serving network. 

§ Transparent: The broker AAA relays requests and responses and does not 
create new requests and responses. 

§ Redirection: The broker AAA refers the service provider to another AAA 

• Optionally, verify certificates when passed in AAA requests between home and 
serving networks 
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8.2.2.4 Packet Control Function (PCF) 
• Establish maintain and terminate layer 2 connection to the PDSN. 

• Interact with PDSN to support dormant handoff. 

• Maintain knowledge of radio resource status (e.g. active, dormant). 

• Buffer packets arriving from the PDSN, when radio resources are not in place or 
are insufficient to support the flow from the PDSN. 

• Communicate with the RRC to request and manage radio resources in order to 
relay packets to and from the mobile station. 

• Relay packets to and from the PDSN. 

• As part of the hard handoff to another RRC, forward serving PCF information to 
the target PCF to re-establish the packet data session to the PDSN. 

• Map mobile station ID and connection reference to a unique layer 2 connection 
identifier used to communicate with the PDSN. 

• Collect and send airlink related accounting information to the PDSN. 

8.2.2.5 Radio Resources Control (RRC) 
• Optionally support authentication and authorization of the mobile station for 

radio access. 

• Optionally support air interface encryption to the mobile station. 

• Establish, maintain, and terminate radio resources for the exchange of packets 
between the mobile station and the PCF. 

• Maintain knowledge of radio resource status (e.g., active, dormant). 

• Broadcast packet zone ID in the system overhead message. 

8.2.2.6 Mobile Stations (MS) 
• Establish, maintain, and terminate a data link protocol to the PDSN. 

• Optionally support air interface encryption to the RRC. 

• Optionally support Mobile IP and Simple IP. 

• Request appropriate radio resources from the network for exchange of packets. 

• Maintain knowledge of radio resources (e.g. active, dormant) for packet 
session. 

• Buffer packets from the mobile applications when radio resources are not in 
place or are insufficient to support the flow to the network. 

• If while dormant, detect a change in the packet zone ID, system ID, or network 
ID, send an Origination message to the RRC to initiate dormant handoff. 

• Version 2: For Mobile IP, optionally support handoffs between PDSNs that does 
not involve the home IP network. 

• In Version 2: For Mobile IP, accept a HA dynamically assigned by the AAA in 
the service provider network or home IP network. 

• For Simple IP, accept an IP address dynamically assigned by the PDSN or the 
AAA in the service provider network. 
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• For Mobile IP, use a static home address, or accept a dynamically assigned 
home Address. 

8.2.3 Protocol Reference Models 
A protocol reference model for Simple IP and Mobile IP user data is depicted in Figure 
8-8 and Figure 8-9 respectively. 

 

 

Figure 8-8 Protocol Reference Model for Simple IP 

 

 

Figure 8-9 Protocol Reference Model for Mobile IP User Data 

8.2.4 Network Reference Models 
Figure 8-10 shows a reference model for Simple IP service with fast handoff. Figure 8-11 
shows a reference model for MIP service with fast handoff. For Internet access when the 
MS is in the home network or roaming, the HA resides in a home access provider 
network. For private network or home ISP access, the HA resides in the respective 
external network. The IP Network entity in Figure 8-10 represents IP Networks that may 
reside in the public Internet as well as private IP networks between access provider 
networks and home IP networks. 
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Figure 8-10 Reference Model for Simple IP Access with Fast Handoff 

 

Figure 8-11 Reference Model for MIP Access with Fast Handoff 

The MS is implemented as a single MT0 type device or as a MT2 and a TE2 pair. 
Although MIP and Simple IP services are represented in different protocol reference 
models, the network provides both Simple IP and MIP service simultaneously to an MS 
using the same PPP session. The network supports IPv4 and IPv6 MSs simultaneously. 
The network provides Simple IPv4, Simple IPv6, MIP4, and MIP6 service for the same 
MS over the same PPP session. Support of IPv6 MSs in the network is independent of 
the IP version used for transport in the RAN. 
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The following three sections describe the basic IP access services: Simple IPv4/IPv6, 
MIP6 and MIP4 with Home Agent (HA) and/or Dynamic Home IP address Assignment. 
They also address the security requirements between the Wireless IP Network nodes: 
PDSN, HA and RADIUS servers. 

8.2.5 Simple IP Operation 
This section describes the requirements and procedures for Simple IP operation for both 
IPv4 [RFC 791] and IPv6 [RFC 2460]. In this document, Simple IP refers to a service in 
which an MS is assigned an IP address and is provided IP routing service by an access 
provider network. The MS retains its IP address as long as a Radio Access Network 
(RAN) that has connectivity to the same Serving PDSN serves it. IP address mobility 
beyond the Serving PDSN and secure access to a home network are beyond the scope 
of this document. 

8.2.5.1 Common Service Specification 
The common requirements for several network elements (e.g., PDSN and MS) for Simple 
IP operation are described here. 

8.2.5.1.1 PPP Session 
PPP shall be the data link protocol between the MS and the PDSN. The PPP session 
shall be established prior to any IP datagram being exchanged between the MS and the 
PDSN. Only one PPP session shall be supported between the MS and the PDSN. 

8.2.5.2 MS Requirements 
The MS may support Simple IP. The MS may choose Simple IP for IPv4 only, IPv6 only, 
or both IPv4 and IPv6 simultaneously. The MS shall access the CDMA2000 packet data 
service using the CDMA2000 air interface. 

8.2.5.2.1 PPP Session 
The MS shall use PPP as the data link layer protocol for Simple IP. 

8.2.5.2.1.1 Authentication 
The MS shall support CHAP and may support PAP authentication for Simple IP. If the MS 
is configured not to use CHAP and PAP, the MS shall respond with an LCP Configure-
Reject message containing the Authentication-Protocol option proposed in the LCP 
Configure-Request message received from the PDSN. If the MS uses PAP, it shall 
respond to an LCP Configure-Request message for CHAP with an LCP Configure-Nak 
proposing PAP. For both CHAP and PAP, the MS shall send an NAI in the form of 
user@realm. 

8.2.5.2.1.2 Addressing with IPCP 
The MS may support simultaneous operation of IPCP and IPv6CP. The MS shall 
negotiate the IP address configuration option to acquire an IPv4 address from the PDSN. 
The MS may implement [RFC 1877] in order to auto-configure DNS server IP addresses. 
The MS may negotiate Primary and Secondary DNS server IP addresses during the IPCP 
phase. The MS may use default of zero for DNS server address negotiation. 

8.2.5.2.1.3 IPv4 Addressing 
A Simple IPv4 MS should send an IP address of 0.0.0.0 during the IPCP phase to request 
an IP address from the network. The MS shall accept the address provided by the PDSN. 
If the MS requests a non-zero IP address during the IPCP phase, the PDSN replies with 
an IPCP Configure-Nak in response to the request in order to propose a different IP 
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address. The MS shall accept the new address, and shall send an IPCP Configure-
Request to the PDSN with the new IP address. 

8.2.5.2.1.4 IPv6 Addressing 
A Simple IPv6 MS shall support the following RFCs, with exceptions as noted in this 
document: 

• An IPv6 Global Unicast Address Format [RFC 3587]; 

• Internet Protocol, Version 6 (IPv6) Specification [RFC 2460]; 

• Neighbour Discovery for IP Version 6 (IPv6) [RFC 2461]; 

• IPv6 Stateless Address Auto-configuration [RFC 2462]; 

• Internet Control Message Protocol (ICMPv6) for the Internet Protocol Version 6 
(IPv6) Specification [RFC 2463]; 

• IP Version 6 over PPP [RFC 2472]; 

• IP Version 6 Addressing Architecture [RFC 3513]. 

 

The MS should support Privacy Extensions for Stateless Address Auto-configuration in 
IPv6 [RFC 3041]. To avoid disruption of an active session, e.g., Voice over IP, the MS 
should not change the IPv6 address used for that session. For IPv6, the MS shall perform 
interface-identifier negotiation as described in [RFC 2472]. The MS shall construct the 
link-local IPv6 address by pre-pending the link-local prefix FE80:: /64 [RFC 3513] to the 
interface identifier negotiated during the IPv6CP negotiation phase [RFC 2472]. 

When the Interface-Identifier is negotiated in the IPv6CP phase of the PPP session setup, 
the MS should not perform duplicate address detection for the link local address as part 
of IPv6 stateless address auto-configuration [RFC 2462]. 

The MS shall construct global IPv6 address by pre-pending the prefix received from the 
Router Advertisement messages to the interface identifier negotiated during the IPv6CP 
negotiation phase [RFC 2472] or to the interface identifiers generated using techniques 
defined in [RFC 3041]. The MS should not perform Duplicate Address Detection for global 
IPv6 addresses (since the prefix used is a globally unique /64 and exclusive to the PPP 
session). 

Following the successful IPv6CP phase and auto-configuration of link-local address, the 
MS may transmit a Router Solicitation (RS) message(s) if a Router Advertisement 
message has not been received from the PDSN within a random amount of time between 
0 and MAX_RTR_SOLICITATION_DELAY seconds per [RFC 2461]. The MS may set the 
upper bound of the delay to a value greater than that specified by the constant 
MAX_RTR_SOLICITATION_DELAY in [RFC 2461]. The MS may also set the lower 
bound of the delay to a value greater than 0. The MS may set the configurable number of 
RS messages to a value less than that specified by the constant 
MAX_RTR_SOLICITATIONS in [RFC 2461]. The MS may set the interval between the 
configurable number of RS messages to a value less than or greater than that specified 
by the constant RTR_SOLICITATION_INTERVAL in [RFC 2461]. 

If the last RS message is sent and a RA message is not received after a router solicitation 
interval, the MS shall send an IPv6CP Configure-Terminate message to the PDSN. Upon 
reception of a RA message from the PDSN that contains the /64 globally unique prefix, 
the MS shall perform stateless address auto-configuration for global IPv6 addresses as 
per [RFC 2462] (and [RFC 3041] for privacy purposes). After establishment of a PPP link 
with the PDSN, the MS shall treat that PDSN as the default router until the PPP session 
is closed. 
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8.2.5.2.1.5 DHCPv4 Support 
The MS may support and use DHCP [RFC 2131] to request specific configuration 
parameters [RFC 2132], which may include DNS addresses and/or SIP server addresses 
[RFC 3361].The MS should not use DHCP [RFC 2131] to request additional IPv4 
addresses. 

To request specific configuration parameters, the MS shall send a DHCPInform message 
to the limited broadcast address (all 1’s) or to a DHCP server’s address if it knows one. 
The MS shall set the ciaddr field to its IPv4 address acquired during IPCP and shall 
include the parameter request list option to indicate the options the MS is interested in 
receiving and may include a vendor class option to request vendor specific information 
options. 

8.2.5.2.1.6 Stateless DHCPv6 Support 
The MS may support stateless DHCPv6 [RFC 3736] to obtain configuration information. 
The MS should not use DHCPv6 [RFC 3736] to request additional IPv6 addresses. If the 
MS supports stateless DHCPv6, and wants to obtain configuration information, it shall 
send a DHCPv6 Information-Request message to the All_DHCP_Relay_and_Servers 
address [FF02::1:2] and shall include the Option Request option to specify the options 
that it wishes to receive from the DHCPv6 server, for example DNS configuration options 
[RFC 3646], SIP server options [RFC 3319], and BCMCS Controller option [RFC 4280]. 

8.2.6 MIP4 Operation 
This section describes the requirements and procedures for MIP4 operation for IPv4 
[RFC 2002 -2006]. In this document, MIP4 refers to a service in which the user is able to 
maintain a persistent IP address even when handing off between RANs connected to 
different PDSNs. MIP4 provides the user IP routing service to a public IP network and/or 
secure IP routing service to private networks. 

8.2.6.1 MIP4 
The following standards shall be used for MIP4 operations with any limitations or 
extensions described in this document: 

• [RFC 2002-2006]; 

• Reverse Tunnelling [RFC 3024]; 

• Foreign Agent Challenge/Response [RFC 3012]; 

• NAI Extension [RFC 2794] 

8.2.6.2 MS Requirements 
The MS may support MIP4 service. The MS shall access CDMA2000 packet data service 
using the CDMA2000 air interface. 

8.2.6.2.1 PPP Session 
The MS shall use PPP as the data link protocol for MIP4. The MS may support multiple 
MIP4 Home Addresses over a single PPP session. 

8.2.6.2.1.1 Authentication 
The MS should not use CHAP or PAP for MIP4. When the MS receives an LCP 
Configure- Request message requesting CHAP authentication, the MS should reply with 
an LCP Configure- Reject message requesting no PPP authentication. If the MS receives 
an LCP Configure-Request message without the authentication option, it shall respond 
with an LCP Configure-Ack message as described in [RFC 1661]. If CHAP is performed, 
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performance degradation will occur as the result of an unnecessary RADIUS server 
traversal, a FAC shall be performed regardless of whether or not CHAP is performed. The 
MS shall use the challenge received in the Agent Advertisement or RRP to compute the 
MN-AAA authenticator. 

8.2.6.2.1.2 Addressing with IPCP 
If the MS uses MIP4 only, the MS shall not use the IP Address Configuration Option [RFC 
1332]. On subsequent PPP session establishments while the MS intends to maintain a 
Home Address, the MS shall omit the option. The MS shall not include the MIP4 
Configuration Option in the IPCP Configure-Request messages sent to the PDSN. 

The MS may implement [RFC 1877] in order to auto-configure DNS server IP addresses. 
The MS may negotiate Primary and Secondary DNS server IP addresses during the IPCP 
phase. The MS may propose a DNS server address of zero to indicate an explicit request 
that the PDSN provides the DNS server address information in a Configure-Nak. The MS 
shall not use DHCP to request assignment of home IP addresses. 

8.2.7 MIP6 Operation 
This section describes the requirements and procedures for MIP6 operation [RFC 3775, 
RFC 4285 and RFC 4283]. In this document, MIP6 refers to a service in which the user is 
able to maintain a persistent IPv6 address even when handing off between RNs 
connected to different PDSNs. MIP6 provides the user IPv6 routing service to a public 
IPv6 network and/or secure IPv6 routing service to private networks. In this document, 
MIP6 operates in two distinct modes of operation, Bi-directional tunnel mode and Route 
Optimized mode. 

In order for the MS to authenticate and authorize with the home network, the MS includes 
the MN-NAI mobility option [RFC 4283] and the Mobility Message authentication option 
[RFC 4285]. This type of authentication and authorization allows the MS to perform Home 
Registration without IPsec. The HA can authenticate and authorize the MS based on 
identity credentials that are included in the BU such as the MN-HA mobility message 
authentication option or the MN-AAA mobility message authentication options [RFC 
4285]. 

8.2.7.1 PPP Session 
From a packet data session setup perspective, the MIP6 access is equivalent to a Simple 
IPv6 access at the PDSN. The role of the PDSN is only a NAS. This is different from the 
case of MIP4 access where the PDSN plays the role of the Foreign Agent. Currently for 
Simple IPv6 access, CHAP/PAP is used during PPP setup. Therefore the same 
authentication and authorization procedure (CHAP/PAP) is used during the PPP setup for 
MSs using MIP6.  

The PDSN caches the MIP6 bootstrap information that is received from the Home 
RADIUS server in the RADIUS Access-Accept message during Simple IPv6 access 
authentication. The MS obtains this bootstrap information using stateless DHCPv6 
Information-Request message by including a Client Identifier option. 

8.2.7.2 MIP6 Operation 
In the case of MIP6 bootstrapping with DHCPv6, the MS includes the Client Identifier 
option (set to DUID-EN with access authentication NAI) as the Identifier to identify which 
bootstrap information should be sent. 

The following standards shall be used for MIP6 operation with any limitations or 
extensions described in this document: 

[RFC 3775], Mobility Support in IPv6, 

[RFC 4283], Mobile Node Identifier Option for Mobile IPv6 



IPS Analysis 

Version: 3.0 Date: 22-Jan-2007 Page: 102 

[RFC 4285], Authentication Protocol for Mobile IPv6 

8.2.7.2.1 MS Requirements 
The MS may support MIP6 service. The MS shall access CDMA2000 packet data service 
using the CDMA2000 air interface. 

8.2.7.2.1.1 PPP Session 
The MS shall use PPP as the data link protocol for MIP6 access. The MS may support 
multiple MIP6 Home Addresses over a single PPP session. The Mobile shall use the 
global IPv6 address with /64 prefix acquired from PDSN as the Care-of Address (CoA) 
during MIP6 operation. The MS shall run PAP/CHAP during establishment of the PPP 
session. 

8.2.7.2.1.2 Addressing with IPv6CP and ICMPv6 
Same as Simple IPv6 operation. 

8.2.8 Simultaneous Services 
The MS may support any combination of MIP4, Simple IPv4, Simple IPv6 and MIP6 
simultaneously. 

8.3 Cellular IP 
The increasing use of mobile devices is causing an increase in demand for wireless 
internet connections with high data rates. Mobile IP represents a simple and scalable 
global mobility solution but lacks the support for the fast handoff control and paging found 
in cellular telephony networks, required for roaming between base stations. 

In contrast, second- and third-generation cellular systems give seamless mobility support 
but use a complex and costly connection-orientated networking infrastructure which can 
lack the inherent flexibility and scalability found in IP networks.  

Mobile IP attempts to address the problems of IP address management by allocating 
temporary IP addresses to mobile hosts. They are dynamically assigned to the mobile 
hosts at every necessary occasion; this does not offer truly seamless mobility, since after 
each migration, a local address must be obtained and communicated to a possibly distant 
location directory or home agent (HA). This can result in high rates of handoff and 
associated signalling loads. 

Cellular IP is a potential micro-mobility protocol aiming to provide seamless mobility 
support in limited geographical areas, using important cellular system design principles. It 
is based on a foundation of IP forwarding, minimal signalling and soft-state location 
management. Built from a simple, low-cost systems paradigm, Cellular IP software 
enables the construction of arbitrary-sized access networks (ranging from picocellular to 
metropolitan area networks), optimized to provide local access to a Mobile-IP-enabled 
Internet in support of fast-moving wireless hosts. 

As in the case of mobile phones, mobile hosts could be constantly turned on, ready to 
receive or initiate services, yet not actively communicating for most of the time. In 
essence, these mobile hosts will be in an idle state whilst passively connected to the 
network infrastructure. Cellular IP is designed to support the issues of passive 
connectivity (including the separate location tracking of idle hosts) and paging (rapid 
location of and connection with mobile hosts when traffic is initiated), which are not 
handled by Mobile IP. 

Although other 'mobility' protocols employ per-mobile-host states and hop-by-hop routing 
to achieve fast handoff control, they do not support passive connectivity, with its 
separation of active and idle users. These other mobility solutions rely on a foreign agent 
maintaining a database of all mobile hosts in its region. 
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In contrast, the Cellular IP routing cache only contains entries for the mobile hosts which 
have recently transmitted packets. This reduces the search time and increases protocol 
scalability. Also, while hierarchical foreign agent schemes operate on top of IP, Cellular IP 
is in itself a layer-three routing protocol – it replaces the IP routing in the wireless access 
network without modifying the IP packet format and forwarding mechanism. 

The Cellular IP gateway forms the link with the internet. For routing, the gateway regularly 
transmits a beacon packet through its network. Each base stations in the network records 
the identity of the neighbour from which it last received the beacon in a routing cache, 
and uses this to route packets toward the gateway. 

Handoffs from mobile hosts travelling between base stations can occur by two methods. 
The first one, "hard handoff", may cause loss of packets in transit. But the time taken to 
redirect packets to the new point of attachment is shorter than in Mobile IP. This is 
because only a local node has to be notified, rather than a possibly distant Home Agent 
in the case of Mobile IP. The second method, "semisoft handoff", avoids this. 

For a hard handoff, the mobile host tunes into a new base station and transmits a route-
update message. This travels through the network until it reaches a base station – the 
'crossover' – which was part of the old path (this may be the gateway). Traffic is then 
diverted from this point down the new path, with the potential loss of any traffic which was 
between the crossover and the mobile host on the old path (potentially degrading TCP 
throughput). 

For a semisoft handoff, the mobile host sends a semisoft packet to the new base station 
whilst retaining the connection with the old one. When the crossover receives this packet, 
it begins to direct traffic down both the old and new paths. After a semisoft delay 
(calculated as proportional to the gateway-to-mobile round trip delay) the mobile host will 
retune to the new base station and perform a hard handoff, and the crossover will cease 
to use the old path. This ensures that no data is lost – but means that, for a short period, 
the downlink packets consume twice the amount of resources. 

A Cellular IP testbed was developed at Columbia University over several years. An 
internet draft was released in November 2000, but has not become an RFC2. It suggests 
that Cellular IP requires Mobile IPv6 implementation. Cellular IP is not seen as a 
candidate for IP mobility in this study. 

                                                   
2 See (http://comet.columbia.edu/cellularip/pub/draft-shelby-seamoby-cellularipv6-00.txt). 

http://comet.columbia.edu/cellularip/pub/draft-shelby-seamoby-cellularipv6-00.txt)
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9. USE OF THE IPS IN PUBLIC SAFETY AND SPECIALIZED 
MOBILE RADIO NETWORKS 

9.1 APCO Standards 
Association of Public Safety Communications Officials (APCO) standards were developed 
by the TR-8 Private Radio Technical Standards Committee, under sponsorship of the TIA 
in accord with a memorandum of understanding between TIA and APCO/NASTD/FED 
(Association of Public Safety Communications Officials/National Association of State 
Telecommunications Directors/Federal Government). The APCO standards include 
Project 25 (P25) and Project 34 (P34). Project 25 is a narrowband (12.5 kHz) digital voice 
and data system that can operate in either a trunked mode or a conventional radio mode, 
and provides direct mobile-radio to mobile-radio communications as well as a full duplex 
base-station repeater mode. Project 34 is a wideband system (50, 100, and 150 kHz 
channels are defined) that provides high data rate IP based services to public safety 
mobile users. 

9.1.1 APCO Project 25 
As a consequence of FCC allocation of new spectrum (roughly 30 MHz in the 806 to 866 
MHz band) in 1976, a study was commissioned by APCO to provide technical guidance 
for its utilization. This study was termed Project 16, and provided reports and 
recommendations on use of the allocated radio spectrum for public safety 
communications. The first radio systems built and deployed in accord with the Project 16 
recommendations were analogue trunked radio systems. All of these systems were 
proprietary, as it was not until very recently that open standards for Public Safety Radio 
were developed. 

The first such specification, APCO Project 25, commenced in 1989, with the goals of 
ensuring backwards compatibility with analogue systems, achieving improved spectrum 
efficiency, and providing a migration path between analogue and digital systems. 
Standardization was moved to the control of the Telecommunications Industry 
Association (TIA) in 1990, and has been under the TIA Committee on Mobile and 
Personal Private Radio Standards (TR-8) ever since. The first P25 standards were TIA 
Bulletins, and came out between 1994 and 1996. Additional P25 documentation, in the 
form of TIA Interim Standards, followed in early 1996, with the vocoder being 
standardized in May 1998. 

P25 standardization is ongoing, with a Phase II standard based on two-slot TDMA on 
12.5 kHz FDM channels under development. The primary difference between Phase I 
and II is the improved spectrum utilization of one voice channel per 6.25 kHz of channel 
bandwidth provided in Phase II. Additional standards goals include interoperability with 
legacy equipment, increased roaming capacity and improved spectral efficiency/channel 
reuse. Other Phase II standardization efforts include console interfacing, interfacing 
between repeaters and other subsystems (e.g., trunking system controller), and man-
machine interfaces for console operators that would facilitate centralized training, 
equipment transitions and personnel movement. 

APCO Project 25 is a digital FDMA trunked (with conventional non-trunked modes 
defined) radio specification with backward compatibility to traditional analogue FM radios. 
The system is standardized through the EIA, and provides both digital voice and data 
communications in a variety of modes, with a variety of services. Modes include repeater 
(allows communications between a fixed station and a mobile radio) and direct (mobile 
radio to mobile radio communications). The system is defined with open, standardized 
interfaces, so that manufacturers’ equipment can be interoperable. It is the intent of the 
P25 specification that a system may be implemented where the equipment on either side 
of any open interface may be supplied by any manufacturer. A depiction of the P25 open 
system architecture is shown in Figure 9-1. 
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Figure 9-1 P25 Open System Architecture 

9.1.1.1 P25 Functional Architecture 
The P25 standards describe a general system model, or functional architecture, that is 
characterized by a number of functional groups and reference points (the EIA 
specification of P25 borrows the terminology coined by the CCITT for its specification of 
the ISDN). The two major P25 system configurations are the repeater mode and the 
direct mode configurations. Figure 9-2 shows the functional groups and reference points 
that are defined in a P25 system for the repeater mode of operation. Figure 9-3 shows the 
functions and reference points that are defined in a P25 system for the direct mode of 
operation. Specific functions in a functional group may or may not be present, depending 
on whether the system is being used in a conventional, trunked, or multi-station site 
configuration. The specific functions of a functional group may be performed in one or 
more pieces of equipment (the interfaces between functional groups that are not 
specifically designated as reference points are not open interface standards, and the 
interconnection is manufacturer specific).  

 

 

Figure 9-2 P25 Functional Architecture (repeater configuration) 
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Figure 9-3 P25 Functional Architecture (Direct Mode) 

 

9.1.1.2 P25 Air Interface Description: PHY, MAC and Network 
Figure 9-4 shows the P25 air and data interfaces for the repeater mode or configuration. 
The air interface is precisely the same in the direct (mobile radio to mobile radio) mode, 
and consists of an IP network layer over the layer 2 and layer 1 common air interface for 
data transport. 

 

 

Figure 9-4 P25 Air and Data Interfaces (Repeater Configuration) 

 

The P25 physical layer consists of differential Quadrature Phase Shift Keying (QPSK) 
modulation, and can either be implemented as C4FM (transmitter which modulates the 
phase but keeps the amplitude of the carrier constant to generate a constant envelope 
signal) or CQPSK (transmitter which modulates the phase and simultaneously modulates 
the carrier amplitude to minimize the width of the emitted spectrum). The modulation rate 
is 4800 symbols/sec with each symbol conveying 2 bits of information. Gray coding is 
used, as is Raised Cosine filtering of the symbols. 

The P25 MAC provides access to the radio channel in such a way as to minimize 
collisions between data messages from different subscriber units, and also to minimize 
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collisions between data and voice. The technique of Carrier Sense Multiple Access 
(CSMA) is used for this purpose. On typical repeater channels, there is a radio frequency 
pair. One frequency is used for inbound messages to the repeater’s receiver and another 
frequency is used for outbound messages from the repeater’s transmitter. The repeater is 
full-duplex, so it can transmit simultaneously while it is receiving. While the repeater is 
transmitting, it can send status information to all the listening subscriber units about the 
status (idle or busy) of the inbound channel. When a subscriber unit wishes to transmit a 
data message, it generally waits until the inbound channel is idle before it transmits. 

The P25 MAC supports both conventional and trunked modes of operation. In this 
context, conventional refers to P25 systems that have only one allocated frequency 
(typically called a channel), and no system controller. Trunked systems require a system 
controller function and multiple allocated channels (typically at least 5). In a trunked 
system, two types of channels are defined, traffic and control channels. Control channels 
are used for signalling and broadcast of system information, and traffic channels are used 
for transmission of digitized voice and packet data. In the trunked mode, subscriber units 
are required to acquire and lock to the control channel, which they then continuously 
monitor for control words. Typical actions in this state are to either “Go to a Traffic 
Channel“, which is initiated to enable reception of inbound messages, or if an inbound 
service packet (ISP) is required to be sent (for instance, the user has a request to send 
data), the radio waits for an inbound slot on the control channel, and then transmits the 
inbound service packet. The subscriber units use a slotted Aloha technique to send ISPs 
on the control channel. The slot boundaries for a trunking control channel are set by the 
status symbols in the outbound messages. The status symbols occur every 7.5 ms. A 
nominal slot structure is defined in the specifications for this purpose that provides a 
radius of coverage distance of 40 miles. The specification carefully uses the word 
nominally, with an inference that the actual distance and corresponding propagation 
guard time can be adjusted as required. Both voice and data are sent over the air through 
the traffic channel as data units. Each data unit is preceded by a Frame Sync and a NID. 
Frame Sync is used by the receiver to locate the first bit of the data unit. The NID is used 
to identify the system and the type of data unit. A Link Control Word, is used to carry 
system signalling and information on the traffic channel. 

Conventional systems can be classed as either repeater systems or direct systems. 
Repeater systems make use of a full duplex base station that is configured so that all of 
the signals that are received are retransmitted. Direct systems simply transmit directly 
from one unit to another without the assistance of any intervening repeater. Radio units in 
a system consist of mobile and base stations. 

9.1.2 APCO Project 25/34 (P34) 
Project 34 was started to complement Project 25 data capabilities with a broadband data 
system in the 700 MHz band. The P34 system is fully standardized, with most of the 
standards published and available for purchase through EIA/TIA.  

9.1.2.1 P34 Overview 
P34 is a wideband Public Safety digital radio system that provides high-speed packet 
data services using the Internet Protocol on 50, 100, and 150 kHz channels in the 700 
MHz band. P34 systems provide connectivity between Mobile Radios and Fixed Network 
Equipment (FNE), Mobile Radios to Repeaters to Mobile Radios, and direct Radio to 
Radio (either mobile or fixed) connectivity. 

APCO Project 34 is standardized through the EIA. An offshoot of Project 25, this project 
addressed wideband aeronautical and terrestrial mobile digital radio technology 
standards for the wireless transport of rate-intensive information. The project committee 
discovered four generally universal limitations restricting the use of commercial services 
for mission-critical public safety wireless applications: 

• Priority access and system restoration 

• Reliability 
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• Ubiquitous coverage 

• Security 

P34 describes a platform that can be installed as a government/commercial partnership 
that overcomes these limitations and provides universal access to all subscribers within a 
carefully controlled and managed network. It establishes standards for the transmission 
and reception of voice, video and high-speed data in a wide-area, multiple-agency 
network. 

The P34 system is defined with open, standardized interfaces, so that manufacturers’ 
equipment can be interoperable. It is the intent of the P34 specification that a system may 
be implemented where the equipment on either side of any open interface may be 
supplied by any manufacturer. The three open interfaces that are defined are the: 

• Wideband Air Interface (UW)  

• Data Peripheral Interface (Mobile Data Peripheral to Mobile Radio Control, AW) 

• Data Interface (Radio Frequency Gateway to Data End System, EW) 

 

A depiction of the P34 open system architecture is shown in Figure 9-5. 

 

Figure 9-5 P34 Functional Architecture 

9.1.2.2 P34 Functional Architecture 
As might be expected, the functional groups defined for Project 34 standards show heavy 
reuse from the Project 25 standards. The defined functional groups include the mobile 
radio, mobile routing and control, mobile data peripheral, base radio, base routing and 
control and radio frequency gateway. These functional groups have the same 
interrelationship and definitions as previously described in the Project 25 functional 
architecture section. 

9.1.2.3 P34 Services Provided and Key Features 
The P34 system is specified to provide IPv4 and IPv6 bearer services for the transport of 
packet data using the IP suite of protocols. The wideband IPv4 (and IPv6) delivery 
service is required to directly support standard IP transport layers, including UDP, TCP 
and RTP. It may optionally transport other protocols via standard IETF encapsulation 
methods. Unicast service is required, and broadcast and multicast services are standard 
options. Utilization of Mobile IP and IPsec services may be optionally implemented.  
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The P34 supplemental services include security, data compression, streaming audio 
transport and streaming video transport. The following descriptions of these services 
apply:  

Security: The wideband data suite should include capabilities for packet integrity, 
confidentiality and user/radio authentication 

Data Compression: The wideband data suite should include capabilities for both IP 
header and user data compression. 

Streaming Audio Transport: The wideband data suite should include capabilities for 
standard Internet streaming audio services. 

Streaming Video Transport: The wideband data suite should include capabilities for 
standard Internet streaming video services. 

9.1.2.4 P34 Air Interface Description: PHY, MAC and Network 
Figure 9-6 shows the P34 air and data interfaces for the mobile radio to fixed network 
equipment configuration. The air interface is precisely the same in the direct (mobile radio 
to mobile radio) mode, and consists of an IP network layer over the layer 2 and layer 1 
common air interface for data transport. 

P34 has two defined physical layers. One is required (Scalable Adaptive Modulation, 
SAM) for interoperability, whereas the optional physical layer (Isotropic Orthogonal 
Transform Algorithm, IOTA) is provided for increased capacity. Both physical layers 
define adaptive signal constellations on an Orthogonal Frequency Division Multiplexed 
(OFDM) set of carriers. SAM uses QPSK, 16QAM or 64QAM. IOTA uses an Amplitude 
Shift Keyed modulation format, with 2-ASK, 4-ASK and 8-ASK signal constellations. Both 
physical layers are defined with a base implementation on a 50 kHz channel, using 
modulation parameters and frames that simply scale to provide the required 100 and 150 
kHz channel bandwidths.  

 

 

Figure 9-6 P34 Radio to Fixed Network Equipment Reference and Protocol Models 
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9.2 TETRA Standards 
Produced by the Project Terrestrial Trunked Radio (TETRA) Technical Body of the 
European Telecommunications Standards Institute (ETSI), the TETRA standards have 
two releases, TETRA Release 1 and TETRA Release 2. The TETRA Release 1 system is 
a narrowband system (25 kHz) using 4-slot TDMA to provide digital voice and data to up 
to four simultaneous users. TETRA Release 2 systems are capable of providing much 
higher data rates, and like the APCO P34 systems, have been specified to use 50, 100, 
and 150 kHz channels. 

Terrestrial trunked radio (TETRA) was developed by the European Telecommunications 
Standards Institute (ETSI), which established a memorandum of understanding (MoU) in 
1994 as a joint effort of users, manufacturers, operators and regulators to support ETSI in 
the standardization process. Work on the TETRA standard was started in late 1989. The 
TETRA standard was produced within ETSI by voluntary work by both users and 
manufacturers, and was funded by ETSI and the European Union commission. The core 
TETRA standards were voted full European Telecommunication Standard status in 
December 1995; and the first TETRA systems became operational during 1997. 

A nominal three year work program was started in 2001 to develop the TETRA II 
standards. The program goals were to standardize the TETRA Advanced Packet Service 
(TAPS) and the TETRA Enhanced Data Service (TEDS), as well as to select and 
standardize other speech codecs and evolve the TETRA Subscriber Identity Module 
(SIM). TAPS, the TETRA Advanced Packet Service, was intended to be a TETRA I 
overlay network. It is based on E-GPRS technology. The TAPS standards are complete 
at this time. TEDS, the TETRA Enhanced Data Service, is being designed to provide full 
Compatibility with TETRA 1, and standardization is currently in progress. 

9.2.1 TETRA Release 1 

9.2.1.1 Support of IPv4 and/or IPv6 
The TETRA packet data service provides mechanisms to convey different higher layer 
protocols. The present document supports the following network layer protocols:  

Internet Protocol (IP), versions 4 and 6. 

TETRA packet data extends TETRA to act as an IP subnet. This enables application 
programmers to build their applications in a well-standardized environment. 

9.2.1.2 IP Address Allocation Strategy 

9.2.1.2.1 Internet Protocol addressing support 

9.2.1.2.1.1 IPv4 - Static and dynamic IP addresses 
A TETRA system can be viewed as a single or multiple IP subnets. A TE which is 
attached to a MT on a TETRA network can be viewed as a host on an IP subnet. 

In order for IP packets from an external IP network to reach a data TE which is attached 
to a MT on a TETRA network, it is necessary for the destination address used in the IP 
packets to be topologically correct, i.e. packets, using standard internet routing 
procedures, can be forwarded to the TETRA network. 

IP addresses can be allocated to an MS in two different ways:  

• an IP address is assigned permanently to the MS. The IP address shall be sent 
to the SwMI when activating PDP context; 

• the SwMI assigns a dynamic IP address to the MS when PDP context is 
activated. 
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It is the operator that defines in the subscription whether a dynamic IP address can be 
used. 

When dynamic addressing is used, it is the responsibility of the SwMI to allocate and 
release the dynamic IP address. 

9.2.1.2.1.2 Mobile IPv4 
A TETRA network may offer Mobile IP services by including Home Agent and/or Foreign 
Agent functionality. The TETRA packet data specification provides a mechanism by which 
a Mobile Node may use Mobile IP services where they are available. 

As an example, where a TETRA SwMI includes Mobile IP Foreign Agent functionality, a 
Mobile Node may perform Mobile IP Registration as described in [RFC 3220] with its 
Home Agent (which may be located on a fixed IP subnet) via the SwMI based Foreign 
Agent. This Foreign Agent shall then act as the tunnel end point for those IP packets 
forwarded by the Home Agent. The Mobile Node may learn the Foreign Agent Care of 
Address through the PDP Context Activation procedure. 

In TETRA Packet data, a MS shall indicate if it wishes to use Mobile IP services in the 
SN-ACTIVATE PDP CONTEXT DEMAND PDU by setting "Address Type Identifier in 
Demand" to "Mobile IPv4 Foreign Agent Care-of Address" or "Mobile IPv4 Co-located 
Care-of Address". A SwMI which offers support for Mobile IP services may respond with a 
"Mobile IPv4 Care-of Address" plus further information within the information element 
"SwMI Mobile IPv4 Information" of the SN-ACTIVATE PDP CONTEXT ACCEPT PDU. 

9.2.1.2.1.3 IPv6 
In TETRA Packet data, a MS indicates in the SN-ACTIVATE PDP CONTEXT DEMAND 
PDU whether it wishes to use IPv6 services by setting "Address Type Identifier in 
Demand" appropriately. 

Where the SwMI indicates in a SN-ACTIVATE PDP CONTEXT ACCEPT PDU that IPv6 
is supported, the MS may then use a link local IPv6 address to perform stateful or 
stateless address autoconfiguration. 

It is recommended that when generating a link local IPv6 address, the MS shall use its 
ITSI as the 48 least significant bits of the Interface Identifier thus ensuring that the 
Interface Identifier is unique on the link or subnet. A further requirement for Interface 
Identifier is for the 6th most significant bit to be set to zero. All other bits of the Interface 
Identifier may be set to zero or may be used to support multiple link local addresses per 
ITSI. 

9.2.1.3 IP Interworking (IPI) Concept 
This section describes the use of GPRS Tunnelling Protocol (GTP) for IPI by mandating 
the functionality of the Gateway GPRS Support Node (GGSN) within the TETRA network. 
In GPRS strict separation between the radio subsystem and network subsystem is 
maintained, allowing the network subsystem to be reused with other radio access 
technologies, in this case by using TETRA PDP as an alternative to the GPRS radio part. 

The GGSN provides interworking with external packet data networks and it is connected 
by GTP to the TETRA SwMI. When an MS migrates from one TETRA network to another 
the GGSN acts as an anchor for IP traffic keeping open PDP contexts active. This 
ensures socket continuity required for IP applications (IP addresses and port numbers at 
both ends of a TCP or UDP connection remain the same). 

GTP is used to tunnel GTP PDUs between SwMI and GGSN and between IP Backbones. 
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9.2.1.3.1 IPI Reference model 
Figure 9-7 illustrates the reference model of IPI. In the model the ISI is used for MM 
between SwMIs and the Gp interface is used for tunnelling and routing IP datagrams 
between IP Backbones. The internal structure of the SwMIs shown in Figure 9-7 is an 
implementation option and does not set any requirements. 

 

Figure 9-7 IP Interworking between two TETRA Networks 

9.2.1.3.2 Transmission plane 
Figure 9-8 illustrates the transmission plane of TETRA IPI showing protocol stacks for Gn 
interface. The protocol structure is a combination of transmission planes described in 
TETRA and GPRS specifications. The connection is done by a relay function on the 
SwMI, which relays PDP PDUs between the R0 and Gn interfaces. If the Gn interface is 
not used the related protocol stacks may exist in different format or not at all. 
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Figure 9-8 The transmission plane of TETRA IPI 

9.2.1.3.3 GTP Signalling Plane 

9.2.1.3.3.1 SwMI - GGSN and SwMI - SwMI, Gn 
 

 

Figure 9-9 Signalling Plane SwMI - GGSN 

 

GTP tunnels user data and signalling messages between SwMI and GGSN and between 
SwMIs. 

User Datagram Protocol (UDP) transfers signalling messages between SwMI and GGSN 
and between SwMIs. 

9.2.1.3.3.2 Between IP Backbones, Gp 
The Gp interface provides the functionality of the Gn interface and the security functions 
required for communication between IP Backbones. The signalling in the Gp interface is 
the same as in the Gn interface. The communication is done via Border Gateways (BG) 
which provides security functions. 

9.2.1.3.3.3 IMSI - ITSI Association 
When SwMI sends a Create PDP Context request to GGSN, IMSI is a part of TID. In 
TETRA Air Interface ITSI is used instead of IMSI and therefore the relay function between 
the TETRA SNDCP and GTP shall provide the support for IMSI - ITSI association. 

9.2.1.3.3.4 Mobility Management 

9.2.1.3.3.4.1 User Mobility 
The ISI provides the TETRA Mobility Management between SwMIs. The ISI is used to 
transfer the IP service profile from home SwMI to visited SwMI when migration occurs. IPI 
sets additional requirements for information to be included in IP service profile. 
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9.2.1.3.3.4.2 PDP Context Mobility 
When a PDP context is established, instances of the context shall be created in the 
following locations: 

• MS; 

• SwMI; and 

• GGSN. 

To connect contexts in SwMI and GGSN a GTP tunnel shall be established. Both ends of 
the GTP tunnel shall know the IP address of the other end of the tunnel. For GGSN this 
means that it knows the IP address of the Gn interface in SwMI. This address shall be 
stored in GGSN PDP Context in the SGSN Address field. 

 

When an MS migrates from one SwMI to another, the GGSN acts as an anchor for IP 
traffic and keeps open PDP contexts active. This ensures the socket continuity required 
for IP applications (IP addresses and port numbers at both ends of a TCP or UDP 
connection remain the same). The visited SwMI shall signal the corresponding GGSN to 
update the address of the Gn interface, i.e. the other end of the tunnel is moved from the 
previous visited SwMI to visited SwMI. This shall be done by using the GTP signalling 
message Update PDP Context Request. 

9.2.1.3.3.5 Access Point Name (APN) 

9.2.1.3.3.5.1 APN Selection 
When MS sends a PDP context activation request, in the request there may exist an 
optional APN index field. If the field exists, SwMI shall use it for selecting an APN to be 
used when PDP context is activated. APN index points to an APN in a group of APNs. 

If the field is not present in the PDP context activation request then SwMI shall use a 
default APN provisioned for the subscriber. 

9.2.1.4 Quality of Service 

9.2.1.4.1 Data Priority 
This section is applicable only to MSs and SwMIs which support data priority. SNDCP 
may provide support for data priority. Eight levels of data priority are available. Data 
priority allows an MS to transmit high data-priority N-PDUs ahead of lower data-priority N-
PDUs from the same MS and other MSs.  

The SwMI indicates support for data priority in the "Extended services broadcast" 
information element of the MAC SYSINFO PDU. The MS SNDCP is informed of this by 
the broadcast parameters in the MLE-INFO indication primitive. 

The data priority of N-PDUs may be defined by the SNDCP service user by two different 
methods. The first provides a data priority for each PDP context and the second allows 
the SNDCP service user to set a data priority for individual N-PDUs. 

The MS has three different methods for requesting data priority from the SwMI. The first 
method is conducted within SNDCP, and is a method of requesting a change to the data 
priority which the SwMI applies by default to all SN-DATA and SN-UNITDATA PDUs 
transmitted by the MS. The second method is applied at layer 2 in response to 
information from the MS SNDCP, and is a method of requesting short-term variations to 
the default data priority. This allows the SwMI to respond quickly to a priority increase 
while minimizing the amount of signalling required tracking rapidly changing data 
priorities. The third method is applied by the MLE in response to information from the MS 
SNDCP and is a method of indicating that the MS needs high priority access to a PDCH 
so that it can be sent to the PDCH ahead of other waiting MSs with lower data priority. 



IPS Analysis 

Version: 3.0 Date: 22-Jan-2007 Page: 115 

N-PDUs from an MS which does not support data priority will experience the network 
default data priority. When an MS supporting data priority uses a SwMI which does not 
support data priority, its N-PDUs and PDCH access requests are given the same data 
priority as all other MSs' requests. 

9.2.1.5 Security issues 

9.2.1.5.1 MS Authentication 
The TETRA specifications support a two-way authentication to guarantee the authenticity 
of both parties in the air interface. An MS can be authenticated by an SwMI and an SwMI 
can be authenticated by a MS. Authentication takes place as part of the MS registration. 

9.2.1.5.2 Air-Interface Encryption 
Air-interface Encryption is a standardized but not a mandatory feature of the TETRA. 
Negotiation of encryption and cipher keys are part of the MS registration. 

9.2.1.5.3 IP User Authentication 
The most widely supported authentication protocols for PPP are the Password 
Authentication Protocol (PAP) and the Challenge Handshake Authentication Protocol 
(CHAP). They are also supported in TETRA AI. 

The authentication information is sent from MS to SwMI in SN-ACTIVATE PDP 
CONTEXT DEMAND PDU. When the TETRA AI encryption is used, the PDUs used for 
authentication are also encrypted. 

Figure 9-10 illustrates the reference model of IP user authentication when using PPP and 
RADIUS protocols. In the model an AAA server and the RADIUS protocol are used to 
verify the user access. Other alternatives for the model are also possible. For instance 
there could be a user authentication entity inside the SwMI to provide the same 
functionality as the external AAA server. 

 

Figure 9-10 IP user authentication model 

9.2.1.5.4 Gp Interface Between IP Backbones 
Two IP Backbones are connected via the Gp using BGs which provide security functions 
needed for secure transport of IP Datagrams. The security functionality is based on 
mutual agreement between operators. 

NOTE: For example VPN solutions which include tunnelling and encryption may be used. 

9.2.1.5.5 End-to-End Security 
The communication between an IP Backbone and an intranet may be performed over any 
network, even an insecure network e.g. the Internet. Security is ensured on an end-to-end 
basis between MS and the intranet by user specified protocols e.g. IPSEC. 
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9.2.2 TETRA Release 2 
In Europe, the TETRA standards are being evolved with the TEDS specification, and 
most of the higher layers of the TETRA protocol are being reused. TEDS is being 
specified to provide the 25 kHz channelization of TETRA Release I, as well as the 
Wideband channelizations of P34 (50, 100, and 150 kHz), so it becomes the de facto 
European standard for both Narrowband Voice and data (the TETRA Release I 
improvement) and Wideband data, with Mesa systems providing broadband data as 
required. 

The TETRA Release 2 suite of standards was mandated in the new Terms of Reference 
(ToR) for ETSI Project TETRA approved at ETSI Board meeting number 28 (Board 28) 
on 6th September 2000. Its aim was to enhance the services and facilities of TETRA in 
order to meet the emerging user requirements, utilize new technologies and, by 
maintaining the competitiveness with other wireless technologies, increase the future 
proofness of TETRA as the standard for PMR and PAMR worldwide. 

The approved programme for TETRA Release 2 covers five work areas, namely: 

• high speed data; 

• speech coding; 

• air interface enhancements; 

• interworking and roaming; 

• SIM; 

and the User Requirement Specification for each of these work areas is covered by its 
own document. In addition, though not listed as a separate area of activity in the 
approved work programme, any significant market requirement for enhancement to 
TETRA Security will also be taken on board and is covered by a separate URS. 

9.2.2.1 TEDS air interface technical description 
In order to add high-speed packet data services to the TETRA standard whilst allowing 
backward compatibility to the existing TETRA systems, the following developments have 
taken place in the TEDS standard: 

• A new physical layer has been defined. 

• The existing TETRA higher protocol layers (upper MAC, LLC and SNDCP) have 
been modified to enable transmission of significantly higher-speed IP traffic over 
the air interface. 

Figure 9-11 shows the TEDS air interface protocol stack and its relation to IP 
applications. Note that TEDS services are IP based. Circuit mode data is only available in 
an integrated V+D part at speeds up to 28.8 kbps. For the ease of compatibility TEDS 
uses the same control channel as the existing TETRA standard. 

In Figure 9-11 Um is the air interface, and Gi is the IP packet mode gateway to the IP 
application hosts. 
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Figure 9-11 TEDS air interface protocol stack 

9.3 TETRAPOL 
Development of the publicly available specifications for TETRAPOL has been carried out 
by the manufacturers of the TETRAPOL Forum and the TETRAPOL Users’ Club. The 
TETRAPOL system provides digital voice and data using Frequency Division Multiplexed 
narrowband channels (both 10 and 12.5 kHz channels are defined). 

The external interfaces are represented by the pieces of equipment connected to the 
TETRAPOL System as shown in Figure 9-12. 

 

 

Figure 9-12 External interfaces layers 

 

On the external LAN side, the interface is the DNC. The DNC is equipped with routing 
functions, laying on IP protocol over a LAN connection. It is customized to support 
different types of external LAN, e.g. Ethernet, DIX Ethernet, Token Ring, and FDDI. 

The DAS is equipped with standard IP and UDP protocols. The DAS application uses 
UDP protocol for its communications with UDT. 

The Application layer in the UDT communicates with the Application layer in the DAS. 
Application messages are embedded in UDP protocol. 

9.3.1 IP address coding 

9.3.1.1 Individual UDT/ST addressing 
Class A IP addresses shall be used to designate individual address of a ST and its 
associated UDT. 

This class offers the largest range of values for the stations addressing. 
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Figure 9-13 Class A IP individual addressing of UDT 

 

TETRAPOL MSW N° is translated from the prefix R (3 digits) of the RFSI address. FSI 
values (6 digits) shall be coded in binary (20 bits). 

A TETRAPOL system may form up to 8 IP networks, coded in the TETRAPOL Network 
Address field. 

The TETRAPOL Network Addresses shall be configure to not have collisions in the 
external addressing plan with the other IP class A networks, that may be addressed. 

9.3.1.2 Operational Group addressing 
Operational Group addresses shall be coded as a class A IP address in a range not used 
by the Individual addresses. 

 

Figure 9-14 Class A IP address for Operational Groups 

The specific pattern in bits 12 to 19 indicates that an OG Identifier is coded in bits 20 to 
31. The RFSI numbering plan for Individual addresses shall be defined in a way that this 
specific pattern cannot occur in the coding of an IP Individual address. 

A special value of the Operational Group ID shall be used to designate all the UDTs for 
broadcasting. 

9.3.1.3 Functional addressing 
Functional addressing permits identification of pre-defined DASs without giving the real IP 
address of these DASs. The translation is done by the SwMI. 

Functional addresses shall be coded as a class A IP address in a range not used by the 
Individual and Operational group addresses. 

 

Figure 9-15 Class A IP address for TETRAPOL functional addresses 

The specific pattern in bits 12 to 19 indicates that a Functional Identifier is coded in bits 
20 to 31. The RFSI numbering plan for Individual addresses shall be defined in a way that 
this specific pattern cannot occur in the coding of an IP Individual address. 

9.3.1.4 External IP addressing 
Class A IP addresses containing a network address different from a TETRAPOL Network 
address, class B IP addresses and class C IP addresses are authorized to designate a 
recipient in an external IP network. 
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9.3.2 TCP/UDP protocol 

9.3.2.1 TCP/UDP source port coding 
The TETRAPOL system makes a specific use of this field, to identify the radio service 
over the air interface, the priority and encryption of the message. 

The Source Port is assigned by the DAS for downlink messages. It shall then be 
considered by the SwMI to route the message according to the relevant TETRAPOL 
protocols over the air interface. 

The Source Port format includes radio service, priority and encryption flag. 

 

 

 

Figure 9-16 TCP/UDP source port coding 

9.3.2.1.1 Priority of the message 
There are 3 priorities, namely routine, urgent and flash represented by the 2 LSB at the 
source port of the TCP/UDP header. 

9.3.2.1.2 Radio service 
This element is used by the DAS to request the appropriate radio service to deliver the 
message from the SwMI to the ST. 

9.3.2.1.3 Encryption of the message 
The message shall be encrypted in the TETRAPOL system as long as the encryption 
function is operational. If the encryption function is not operational, the message is 
transmitted without encryption. The message shall be encrypted in the TETRAPOL 
system. If the encryption function is not operational, the message shall not be transmitted 
and shall be discarded by the TETRAPOL system. 

9.3.2.2 UDP datagram length 
According to the IP fragmentation, which is not supported by the TETRAPOL system, the 
UDP datagram length is limited to 1480 octets including the UDP header (8 octets). So, 
applications using UDP shall segment the applicable data units, which exceed 1472 
octets. 

9.4 EDACS 
EDACS (Enhanced Digital Access Communications System) was created by General 
Electric and then further engineered by Ericsson. The EDACS technology has had 
numerous owners and now is currently owned by M/A Com. Standardization of the air 
interface through EIA has been conducted, and is available as EIA TSB 69 series of 
standards. The RF interface uses either 25 or 12.5 kHz channels. The data rate provided 
is low, primarily because of the GFSK modulation employed (and the small channel 
bandwidth). 9.6 kbps is supported on 25 kHz channels, and 4.8 kbps on 12.5 kHz 
channels. 
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The EDACS packet data interface, protocol and procedures are defined in the document 
“Enhanced Digital Access Communications System (EDACS) Land Mobile Radio System 
Packet Data Specification (1999) (r2003)”, which is available for purchase from TIA. 

9.5 iDEN 
Integrated Digital Enhanced Network (iDEN) (referred to internationally as DIMRS) is a 
proprietary Motorola narrow-band TDMA voice and data system. The iDEN system uses 
quad-carrier 16-level QAM to provide a data rate of 64 kbps in a 25 kHz channel. The 
system uses six-slot TDMA to provide simultaneous access to up to six users on the 
same RF channel. 

iDEN Packet Data provides a packet data radio service to the iDEN system. This packet 
data service utilizes mobile IP as the mechanism to enable mobile devices to roam within 
iDEN. 

The iDEN Packet Data service provides wireless datagram-based networking on the 
iDEN network. Based on the TCP/IP protocol suite, iDEN Packet Data provides a mobile 
transport layer connecting the mobile node to the Internet. 

The conventional method of using the iDEN Packet Data (PD) service is via data terminal 
equipment (DTE) containing a TCP/IP protocol stack. 

A DTE connected to an iDEN data module is able to use IP protocol to transfer data to 
any IP capable device. For example it will be able to FTP a host computer and browse an 
Internet site. 

9.5.1 Link Access Protocol - iDEN (LAPi) 
LAPi is the over-the-air protocol used to send data reliably over the air interface. The 
protocol quickly and efficiently transmits IP packets by dividing packets into smaller 
blocks of data. The protocol then sends one or more blocks in each of the time slots that 
make up the iDEN TDMA air interface. If an error occurs in one of the blocks that are sent 
over the air, then only that smaller piece of the larger packet needs to be retransmitted. 
These kinds of optimizations account for much of the high level of performance that iDEN 
Packet Data provides. 

 

 

Figure 9-17 Illustration of the DTE/DCE And Their Interfaces 

 

A DCE in the iDEN Packet Data Network is the Mobile Station (a Packet Data-capable 
iDEN Subscriber Unit). The DCE uses a PPP/SLIP/CSLIP connection for communication 
with the DTE, and LAPi for the over-the-air data connection. 

The iDEN packet data network utilizes the IETF defined mobile IP tunnelling protocol to 
route data to the mobile device. A Home Agent router on the mobile’s home network 
forwards datagrams to an iDEN Mobile Data Gateway. The MDG acts as a mobile IP 
Foreign Agent that transfers IP between the wired IP network and the wireless device via 
the iDEN RF protocols. 
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Figure 9-18 WTP over iDEN Packet Data 

9.5.2 DCE IP address 
This address is used only between the DTE and the DCE. The DCE can not be 
addressed from the internet. The DCE has an IP address so that messages can be 
exchanged between the DTE and DCE for the purposes of controlling the DCE and 
receiving status information from the DCE. The DCE’s IP address is really a ‘dummy’ IP 
address that only exists between the DTE and the DCE. As a result, this address may be 
a non-NIC approved address. 

9.5.3 DTE IP Address 
This address is the mobile node’s permanent IP Address (also known as the Network 
Entity Identifier, or NEI). 

9.5.4 MIP Authentication Key 
The MIP Authentication Key is used by the iDEN network to verify the authenticity of the 
DCE with the Home Agent. The DCE and the Home Agent must have identical values for 
this “shared secret key” in order for the DCE to satisfy the authentication process. 

NOTE: This parameter is only applicable when the Mobile Node Client in the DCE is 
“Activated”. The Authentication Key parameter is a text string of up to 32 characters. 

9.6 Project MESA 
ETSI and TIA have agreed to work collaboratively for the production of mobile broadband 
specifications for public safety. During an April 2000 meeting, a draft agreement between 
ETSI and TIA, proposing the creation of a Public Safety Partnership Project (PSPP), was 
approved. On May 25, 2000, ETSI Director General Mr. Karl-Heinz Rosenbrock and TIA 
Vice President Mr. Dan Bart formally signed the PSPP agreement. The current 
Partnership Agreement for Project MESA was modified and ratified January 2001 in the 
City of Mesa, Arizona. The Project was given the name MESA (Mobility for Emergency 
and Safety Applications) at that time. 

Project MESA aims at creating a new telecommunication system for the PSDR 
community producing the specifications for an advanced digital mobile broadband 
“System of Systems”, much beyond the scope of currently existing and deployed 
technologies. The design of a new system requires a survey of existing, new and 
emerging technologies to evaluate, in the light of the SoR users requirements, what 
already exists and could be reused within the new system and what it still lacks. 

The Project MESA “System of Systems” approach allows developers and implementers 
the flexibility to customize networks to better meet the needs of users. Due to diversity of 
user needs and operational environments, it is impossible to create a single network 
configuration that will meet the needs of all of the Project MESA members and the public 
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service or public safety sector element they may represent. Each deployment of a public 
safety communication network will need to address the unique needs of its users, and no 
single network configuration can efficiently do this for all service and user needs. Using 
the “System of Systems” approach gives the system designers a common framework for 
next-generation communication planning and the ability to tailor a solution, thus providing 
the components and architecture necessary to customize a communication solution that 
efficiently meets the needs of its users. The utilization of standardized components and a 
common architecture will allow for compatibility, inter-connectivity and interoperability 
across legacy and next-generation deployments of this critical sector. 

The “System of Systems” approach also allows for divergent networks to be formed into 
single systems (i.e., management, command), creating a common networking platform 
across all MESA-capable systems and bridging to other existing systems. The common 
networked platform would tie-together and/or mask differences in the underlying network 
structures and systems that are established (i.e., multiple ad-hoc “hot-spots”). Such a 
common platform deployment would allow a user to seamlessly migrate from one system 
or hot-spot to another and still be under the umbrella of an overall command and 
management structure.  

The combination of broadband capabilities with full mobility in a wide area environment is 
the key characteristic of the proposed MESA specification as Figure 9-19 also 
demonstrates in combination with TETRA, TETRA 2 and other reference standards. 

 

Figure 9-19 The relationship between standards in the 3D space 
defined by Mobility, Data-rates and carrier spectrum. Note also the 

boundaries between narrowband, wide-band and Broadband on the X-axis. 
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Figure 9-20 The Wireless Infrastructure and Ad Hoc Networking principle 

As shown in Figure 9-20 the MESA topology is proposed to be built around the IP 
Protocol and its associated topology. Interworking with the worldwide Internet as well as 
with corporate Intranets is seen to become a key requirement. Note also the Ad-Hoc 
networking capability, a characteristic that has been included from both the Public Safety 
and the Military Sector. The Ad-Hoc networking principle deals with the ability of a 
terminal automatically to work as a small “base node” in the absence of fixed 
infrastructure. In this way a local system in the battlefield or at the scene of incidence may 
configure itself and be “self-healing” in case some nodes are lost. As illustrated in Figure 
9-21 it is foreseen that a number of standard IP-centric components may be applied to 
implement a simple MESA infrastructure. Compliance with IPv6 will be ensured with a 
backward compatibility to the good and well proven IPv4. Through implementation of IP 
QoS full support of the multimedia environment is proposed and through liaison with 
appropriate standards the inclusion of IP Telephony is also an important requirement. In 
fact IP-based wireless voice communications is seen as one of the key applications in a 
MESA Law Enforcement terminal. 

 

Figure 9-21 Possible initial application of standard IP-based components 
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Part Four - Use of the IPS for Air/Ground 
Communications 
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10. USE OF THE IPS OVER VDL MODE 2 

10.1 Use of the IPS over VDL Mode 2 
Several solutions have been identified to support IP communications using VDL Mode 2.  
They assume that the onboard system architecture is compliant with the following 
postulates: 

• The on-board CMU allows IP based applications to communicate over VDL 
Mode 2. Those applications can either be hosted outside the CMU (e.g. 
Peripherals) or in the CMU. 

• The CMU is able to serve multiple IP connections from multiple Airborne End-
systems, including the CMU itself if the CMU has implemented an IP stack. 

• The CMU mainly acts as a bridge between the Ground and Airborne application 
that has initiated the IP communications. IP communications are only initiated 
by the Aircraft (from a TCP/IP perspective). 

• The IP communications are at least able to work over an Ethernet based CMU 
interface or W429 based interface, or both. 

10.1.1 The VDL Mode 2 Mobile Subnetwork 
The VDL Mode 2 (VDL2) subnetwork consists of a number of Ground Stations linked to 
each other and to Ground Users by some supporting Ground Network infrastructure. It 
supports the ‘Aviation VHF Link Control’ (AVLC) layer 2 protocol which is an 
implementation of the ‘High Level Data Link Control’ (HDLC) protocol adapted by ICAO 
for Air/Ground use. Two airborne system implementations interfacing the VDL2 
subnetwork are actually identified:  

• ACARS Over AVLC (AOA) systems handling directly the AVLC interface 
through the ARINC 618 draft 2 - supplement 5 – standard specifying the AOC 
protocol for the transport of ACARS messages between a VHF Ground Station 
and an Aircraft). 

• ATN systems implementing the ISO 8208 X.25 Packet Layer protocol providing 
virtual circuit oriented communications over the AVLC protocol. 

In terms of system architecture, an airborne VDL2 system is broken down as follows:  

• The Subnetwork System Management Entity (SN-SME) component in charge of 
the forwarding of the VDL2 events to the VDL2 subnetwork users according to 
both the events coming from the VDL2 System and its local configuration. 

• The Data Link Entities (DLE), which provide connection-oriented point-to-point 
links with peer DLEs, exist within the data link sub-layer. The DLE in effect is 
the data link state machine which implements the Aviation VHF Link Control 
(AVLC) protocol (i.e. connection-oriented and connection-less functions) as well 
as the transmit queue functions. 

• The Link Management Entity (LME), which acquires, establishes and maintains 
a link connection with its peer LME, exists within the VHF management entity 
(VME). One VME exists for each airborne and ground system. 

• The Aviation VHF Link Control (AVLC) component manages data 
communication between the aircraft and ground station, providing the 
addressing and controlling link usage. It implements the HDLC protocol to 
provide for connection mode communications over the VDL MAC sub-layer. For 
each connection, it maintains a Data Link Entity (DLE). 
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• The Medium Access Control (MAC) component is in charge of the 
communication with the physical link. 

 

 

Figure 10-1: VDL Mode 2 System Architecture (airborne) 

10.1.2 Point to Point Protocol (PPP) based solutions 

10.1.2.1 The Point to Point Protocol 
The Point-to-Point Protocol (PPP – RFC 1661) provides a standard method for 
transporting multi-protocol datagrams over point-to-point links. PPP originally emerged as 
an encapsulation protocol for transporting IP traffic between two peers. It is a data link 
layer protocol (layer 2 in the OSI model) in the TCP-IP protocol suite over synchronous 
modem links.  

PPP is comprised of the following main components:  

- Encapsulation. The PPP encapsulation provides for multiplexing of different network-
layer protocols simultaneously over the same link. It has been carefully designed to 
retain compatibility with most commonly used supporting hardware. 

- Link Control Protocol (LCP). The LCP provided by PPP is versatile and portable to a 
wide variety of environments. The LCP is used to automatically agree upon the 
encapsulation format options, handle varying limits on sizes of packets, detect a 
looped-back link and other common misconfiguration errors, and terminate the link. 
Other optional facilities provided are authentication of the identity of its peer on the 
link, and determination of when a link is functioning properly and when it is failing. 

- Network Control Protocol (NCP). The NCP phase in the PPP link connection process 
is used for establishing and configuring different network-layer protocols (such as IP) 
that will be used over the PPP connection. These Network Control Protocols are 
defined outside the PPP RFC 1661. The most common layer 3 protocol negotiated is 
IP. The IP Control Protocol (IPCP – RFC 1332) supports the negotiation of options 
specific to the IP protocol, the use of a specific compression protocol compression 
and the dynamic allocation of IP address. The corresponding network control protocol 
for IPv6 is IPv6CP. 
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- Configuration. Easy and self configuration mechanisms using Link Control Protocol. 
This mechanism is also used by other control protocols such as Network Control 
Protocols (NCPs).  

In order to establish communications over a point-to-point link, each end of the PPP link 
must first send LCP packets to configure and test the data link. After the link has been 
established and optional facilities have been negotiated as needed by the LCP, PPP 
must send NCP packets to choose and configure one or more network-layer 
protocols. Once each of the chosen network-layer protocols has been configured, 
datagrams from each network-layer protocol can be sent over the link. 

The link will remain configured for communications until explicit LCP or NCP packets 
close the link down, or until some external event occurs (an inactivity timer expires or 
network administrator intervention). 

10.1.2.2 System Architecture 
The proposed system architecture is based on the assumption that the CMU has an 
Ethernet port available connected with the separate on-board unit (Electronic Flight Bag 
or other) implementing the AOC applications. It could include an IP Router. 

The CMU acts as a bridge and transports the PPP session over the VDL Mode2 
subnetwork. Only the End-System connected to the CMU handles the PPP session and 
the IP communications. With this solution, the CMU is not directly accessible via IP and 
the Point-to-Point concept brings the benefits of not exposing the Avionics directly to IP. 
At least, this technical solution takes the advantages of using the facilities provided by the 
PPP protocol such as: 

• PPP supports the use of  both IPv6 and IPv4 

• PPP supports the security requirement as it has strong authentication, 
encryption as well as compression techniques. 

• PPP supports the dynamic allocation of IP addresses. This allows identification 
of each Aircraft with an IP address provided by the Ground IP Router. 

• PPP supports Mobile IP for both IPv4 and IPv6. 

It should be noted that the mobility requirement for AOC is very different from the ATC 
one. For AOC, traffic is mostly concentrated towards a single entity regardless of where 
the aircraft flies. The mobility concept narrows down mostly to point-to-multipoint 
communications (multiple aircraft to single Ground entity). Since the Communication 
Service provider has full visibility at layer 2 (VME/AVLC) or layer 3 (8208) on the aircraft 
connection, an Airline sending a message to the CSP will be forwarded to the Aircraft 
based on the internal CSP tracking information. 
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Figure 10-2: IP/PPP over VDL Mode 2 
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10.1.2.2.1 PPP over Ethernet (PPPoE) 
PPP over Ethernet (PPPoE – RFC 2516) provides the ability to connect a network of 
hosts over a simple bridging access device to a remote Access Concentrator. With this 
model, each host utilizes its own PPP stack and the user is presented with a familiar user 
interface. Access control, billing and type of service can be done on a per-user, rather 
than a per-site, basis.  

To provide a point-to-point connection over Ethernet, each PPP session must learn the 
Ethernet address of the remote peer, as well as establish a unique session identifier. 
PPPoE includes a discovery protocol that provides this.  

PPPoE has two distinct stages. There is a Discovery stage and a PPP Session 
stage. When a Host wishes to initiate a PPPoE session, it must first perform Discovery to 
identify the Ethernet MAC address of the peer and establish a PPPoE session. While 
PPP defines a peer-to-peer relationship, Discovery is inherently a client-server 
relationship. In the Discovery process, a Host (the client) discovers an Access 
Concentrator (the server). When Discovery completes successfully, both the Host and the 
selected Access Concentrator have the information they will use to build their point-to-
point connection over Ethernet. The Discovery stage remains stateless until a PPP 
session is established. Once a PPP session is established, both the Host and the Access 
Concentrator MUST allocate the resources for a PPP virtual interface. 

In the proposed architecture, the Access Concentrator is located in the CMU and the 
PPPoE clients are the onboard systems and the ground system implementing the PPP 
server. Another solution is to move the Access Concentrator to the ground IP router. 

10.1.2.2.2 The PPP Bridge 
The VDL Mode 2 data link used for the CMU/ VGS is hidden by the implementation of a 
bridge, the main function of which is to manage the VDL2 connection (management of 
the Join, Leave and Handoff events) and to relay the traffic between the VDL2 
subnetwork (using either the 8208 or the AVLC interface) and the Ethernet subnetwork 
through the PPPoE component. 

In the case of onboard Access Concentrator implementation, the bridge component 
relays directly the Ethernet traffic to the VDL2 subnetwork; two options are considered: 

• Option 1: the bridge encapsulates the PPPoE datagram extracted from the 
Ethernet frame within the VDL2 frame format. In this case, the generated 
overhead is cut by the size of the Ethernet fields (14 bytes) but the bridge 
component has to maintain dynamically an address translation table for routing 
the PPPoE traffic to the correct MAC address. 

• Option 2: the bridge encapsulates the full Ethernet frame within the VDL2 frame 
format. Thus, the traffic overhead is increased but the complexity of the bridge 
is strongly reduced. 

10.1.2.2.3 PPP over VDL Mode 2 
The PPP protocol can handle both the ISO 8208 and AVLC interfaces with existing RFCs: 

• PPP over X.25 is covered by the RFC 1598 Standard (“PPP in X.25”) (solution 
applicable for CMU supporting the ATN) 

• PPP over AVLC may be implemented using the RFC 1662 “PPP in HDLC-like 
Framing” as AVLC is very close to HDLC 
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10.1.3 Direct VDL Mode 2 Access Based Solutions 
This solution involves the development of a simple bridge in charge of the management 
of the VDL2 connection and of the relaying of the IP datagrams through the IP/VDL2 
interface (either ISO 8208 or AVLC interface). 

It generates less overhead than the ‘PPP based solutions’ but provides less flexibility: 

• AVLC link failure detected on TCP timeout instead of PPP session termination. 

• Loss of the Link Control Protocol facilities supported by the PPP protocol 
(management of Data Link properties, authentication of the peer entity, etc.). 

• Loss of the dynamic IP Address allocation facility. 

In terms of IP/VDL2 interfacing, the use of the ISO 8208 interface is the most attractive 
as: 

• IP over X.25 is covered by the RFC 1356 Standard (“Multiprotocol Interconnect 
on X.25 and ISDN in the Packet Mode”) 

• ISO 8208 offers segmentation that removes the need to implement this facility 
in the IP bridge 

• An IP over ISO 8208 solution is in line with the current ATN over ISO 8208 
implementation in the CMU and, therefore, its re-use may be possible. 

Another solution is to implement the Frame Mode SNDCF (specified in the ATN SARPs 
Edition 3) above the AVLC interface. The Frame Mode SNDCF is a more generic SNDCF 
specified for the support of future second generation air/ground data links. It has been 
specified for lightweight data links and to be used directly over a data link or MAC layer 
service. In particular, it includes a new communications sublayer to support data link 
management and the multiplexing of different routable protocols (e.g. CLNP for ATN and 
IP for APC). The disadvantage of this solution is that, up to now, no operational 
implementation has been performed.  

10.1.4 ATN based solutions 
The proposed solutions require an ATN implementation in the CMU. 

The ATN will be deployed in Aircraft to meet ATC requirements. However, ATC only may 
not justify the investment in IP over VDL2 through the ATN, even if this solution enables 
AOC bit-oriented application to benefit from the ATN principles which are not supported 
by the IP or IP/PPP solutions (Mobility, Priority, Traffic Type, Routing Policy). 
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Figure 10-3: IP over VDL Mode 2 – ATN Based Solutions
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10.1.4.1 IPS over TP4 
The use of the ATN to relay IP traffic involves the development of a gateway component 
between the RFC 1006 protocol and the ATN TP4 layer. The RFC 1006 standard 
specifies the implementation of the TP0 protocol on top of the TCP/IP services. Since the 
TP0 protocol is used over a TCP/IP connection, it achieves identical functionality to TP4. 

The bridge component permits handling of incoming TP0 connection requests through 
the RFC 1006 interface. Based on a statically defined translation table, on reception of 
an incoming connection request received on the TP0 side (respectively TP4), it will 
establish a TP4 (respectively TP0) connection to the corresponding translated address. 
The corresponding two connections will be linked together. All data coming from one side 
will be automatically forwarded to the other side. In case of error condition or 
disconnection from one side, the other side will be disconnected. There will be one-to-
one relationship between a TP0 connection and a TP4 connection. 

10.1.4.2 IP Tunnelling in CLNP 
The IP Tunnelling in CLNP solution consists of encapsulating and transporting IP packets 
over a CLNS (Connectionless Network Service) network using standard methods such 
as the Generic Routing Encapsulation method (GRE – RFC 2784). This solution is based 
on the RFC 3147 ‘Generic Routing Encapsulation over CLNS Networks’ which may be 
used to tunnel IPv4 or IPv6 over CLNS. 

This kind of solution based on encapsulation of the IP traffic has been deployed already. 
However, this solution has some drawbacks (which are the same as for ‘IPS over TP4’): 

• It requires a static definition of the IP to NSAP routing tables. 

• It needs to be implemented on both air and ground sides. 

10.1.5 ARINC 429 Based Solution 
Since most CMUs will have an ARINC 429 interface only and may not be equipped with 
any Ethernet port, it is proposed to extend the recommendation for the transport of PPP 
or IP frames over ARINC 429. 

 

Figure 10-4: IP over ARINC 429 (airborne) 
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With ARINC 429 Version 1 or Version 3 (“command frame”), there is no source address 
to identify the peripheral transmitting the frame. Therefore, it is difficult for the CMU to 
know which System Address Label (SAL) to use when sending an IP datagram back to 
the peripheral (there is no sub-label or any ARINC619 mechanism with IP). The only 
protocol that has the ability to have a destination and source address is the ARINC 429 
Williamsburg Version 3 and its Information Frame mode. It uses the 48 bit address for 
source and destination along with SAL. 

The implementation of this solution requires the development of a specific component, 
the “CMU Interworker”. This component maintains a dynamic list of IP addresses and 
associated peripherals identified by its 48-bit address. Since there could be multiple 
peripherals initiating TCP/IP communications, the CMU registers the Source IP address 
and its source MAC address at the time it gets the IP datagram. If a mapping already 
exists, the CMU updates the timestamp for that entry.  Each entry in the table has an 
expiry timer that deletes the entry after X seconds.  A mapping table that associates an 
IP address with a MAC address allows the CMU to send IP datagrams coming from the 
Ground by looking in its mapping table and obtaining the correct Destination SAL 
address.  At the same time, the CMU maintains a list of SALs associated with their 
respective 48-bit SAL addresses so the correct Information Frame can be constructed. 

10.1.6 Conclusion 

10.1.6.1 Technical Concerns 
Several technical solutions exist for the implementation of “IP over VDL Mode 2”. The 
most straightforward approach is IP/PPP over 8208, due the fact that these 
implementations already exist and are used in Ground infrastructures today. These 
implementations are actually standardized in the form of IETF RFCs and are available on 
the Web. This is not to say that there will not be any customization to fit this solution into 
the Avionics, but the basis of such implementation has already been worked out. 

10.1.6.2 IP or not IP over VDL Mode2? 
At present, VDL Mode 2 is the only feasible technology for AOC applications over IP. 
Given the long lead-times for aircraft equipage and the reluctance of airlines to retrofit 
new technology without clear and immediate operational benefits, this will remain the 
case for a good many years. During this time, the use of IP over VDL Mode 2 will allow 
VDL Mode 2 to interoperate with other IP-based media such as SwiftBroadband. 

In the 2020+ timeframe, the situation is likely to change as new generation, wideband 
technologies become established. In this context, the IP over VDL Mode 2 solution for 
AOC applications does not represent an attractive solution for most of the aircraft 
manufacturers and airlines as it does not tend toward cost reduction and capacity 
increase objectives. The main disadvantages of this solution are: 

• the cost inherent in the deployment of a ground VDL Mode 2 subnetwork and the 
potential return on this investment 

• the low capacity of VDL Mode 2 compared with the new generation of Data Link 
technologies such as WIFI or GSM, 

• and, by no means least, the cost of the IP over VDL Mode 2 implementation for a non 
significant enhancement, compared with the actual ACARS over VDL 
implementation. 
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11. USE OF THE IPS OVER VDL MODE 4 

11.1 IPS over VDL Mode 4 
The preferred solution to accommodate IPS communication for both air-air and air-
ground communication is for the on-board CMU to act as a gateway. These applications 
can either be hosted outside the CMU (e.g. Peripherals such as EFB) or in the CMU. 

11.1.1 The VDL Mode 4 Mobile Subnetwork 
The VDL4 Network in Sweden operated by Com4Solutions consists of a private subnet 
that is connected to LFV National Aeronautical Telecommunication Network, NATN 
which is an IP based network (see Figure 11-1). 

 

 

Figure 11-1 Con4Sulution VDL Mode 4 Network 

 

 

The infrastructure described in Figure 11-1 is currently under deployment. The 
deployment started mid 2006 and will be finalized by mid-2008 when the last of the 
ground stations is installed, proving coverage over the major portion of Swedish 
airspace. 

11.1.2 VDL Mode 4 Data Link Layer. 
The VDL Mode 4 Data link layer protocols can be divided into four different sub layers. 
The DLS (Data link Service) and LME (Link Management Entity) sub-layer in the upper 
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part of the Data link layer and the VSS (VDL Mode 4 Specific Service) sub-layer and 
MAC (Medium Access Control) sub-layer. 

All four sub-layers are used by the Point-to-Point services, and for the Broadcast 
services only LME, VSS and MAC are used. 

 

 

Figure 11-2: VDL Mode 4 Data link lever protocols 

 

Note – The left column shows the three sub-layers used by the broadcast service. The 
right column shows the addition of the DLS sub-layer that provides the Point-to-Point 
communication capability. 

11.1.2.1 LME sub-Layer 
The main task of the LME sub layer is the link establishment and maintenance, also 
called XID messages. It is also responsible for synchronization bursts and for maintaining 
the peer entity contact table. XID (Exchange Identity Frames) is used by the ground 
station to negotiate Data link connection with multiple mobile stations. A second XID 
functions is to provide users with information on supported supplementary services. 

11.1.2.2 DLS sub-Layer 
The DLS sub-layer provides the connection-orientated Point-to-Point functionality for the 
VDL Mode 4 transceiver. The tasks includes the processing of XID data, fragmentation 
duplication suppression and priority management according to the 15 priority levels 
defined in ICAO Manual Of Technical Provision For The ATN [21]. The DLS provides the 
ability to interrupt a transmission of lower priority between INFO burst cycles to send a 
more urgent transmission. 



IPS Analysis 

 

Version: 3.0 Date: 22-Jan-2007 Page: 137 

 

Symbol Parameter name Min  Max Default Increment 

ND1 
Maximum number of 
octets in any user 
data package 

143 octets 2063 octets 1511 octets 1 octet 

ND2 Maximum length of 
DLS transmissions 2 octets  2063 octets 86 octets 1 octet 

ND3 Maximum length of 
fragment 1 slot 32 slots (1) 5 slots 1 slot 

Table 11-1: DLS parameters 

 

The DLS provides two transmission protocols depending on payload size short 
transmission protocol (STP) and long transmission protocol (LTP). See [22] for more 
details. 

11.1.2.3 VSS sub Layer  
The VSS sub layer is responsible for the reservation protocol, maintaining the reservation 
table, and an error detection trough (a 16 bit CRC). The VSS sub layer provides the burst 
encoding and decoding capabilities needed. 

11.1.2.4 MAC sub Layer 
The MAC (Medium Access Control) sub layer provides TDMA medium access, time 
synchronization, transmission / reception and the means to determine whether or not a 
slot is occupied. 

11.1.3 Modulation 
VDL Mode 4 uses Gaussian filtered Frequency Shift Keying (GFSK) modulation, which is 
relatively robust against interference and requires a CCI value of ~12 dB. When this is 
combined with the STDMA medium access scheme it gives a power requirement on a 
VDL Mode 4 transponder of somewhere between 1 – 25 W, depending on the 
operational domain. Compared to competing technologies, this is a low power 
requirement. This low CCI requirement also enables a shorter re-use distance than other 
systems available. 

11.1.4 Data Burst 
Each slot in a VDL Mode 4 superframe is 13.33 ms long. The STDMA technique is as 
optimized for short repetitive messages, hence the super frame and the great number of 
slots. The technique admits larger data segments but to make an efficient solution 
consider must be taken to burst size. The Point–to–point algorithm allows for up to 10 
slot messages allowing a 312 byte payload per burst. 
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11.2 Mobility for VDL Mode 4  
There are a few aspects of mobility within IP based VDL Mode 4 networks that have not 
yet been solved. 

11.2.1 IP Addressing Plan  
The addressing plan has to be developed, to accommodate both air-air and air-ground 
communication. The micromobility vs. macromobility approach needs to be determined in 
the IP addressing plan. Service provision needs to be defined for both air-ground 
communication and for air-air communication. 

11.2.1.1 Air – Ground 
The procedure for when a ground station allocates a dynamic IP address to a mobile 
needs to be determined, if dynamic IP addressing will be used. 

11.2.1.2 Air – Air  
Air-air applications need to be defined and how mobile nodes will determine the IP 
addresses of other mobile nodes. The preferred solution would be as an ad-hoc 
functionality where there is no need of ground infrastructure to enable air-air 
communication. This ad-hoc functionality over IPS has to be defined. 

11.3 Foreseen implementation 

11.3.1 Preferred solution  
The preferred solution would be a direct encapsulation of IP in the VDL4 sub-layer frame. 
VDL4 becomes sensitive to the size of the data packages and packages over 10 frames 
need to be divided on the network layer. 

A full implementation of IPS to accommodate multiple airborne hosts would be preferred, 
where the CMU acts as a gateway. 

11.3.2 Trials  
Trials of IP over VDL Mode 4 have not yet been carried out. However it is planned that 
such trials will take place in future. 

11.4 Conclusion 
VDL Mode 4 is sensitive to packet size due to the limited bandwidth available. Effective 
use of the bandwidth is thus essential in order to provide a functional solution for IPS 
over the VDL Mode 4 sub-network. 
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12. USE OF THE IPS FOR AIR/GROUND COMMUNICATIONS 
OVER TERRESTRIAL WIDEBAND 

12.1 Background 
Current ATC communication technologies are based on narrow-band radio technology 
first employed many decades ago. ATC air-ground voice and data services are 
predominantly carried in the VHF Aeronautical Mobile Route Services Band, presently 
subdivided into 760 discrete channels at a spacing of 25kHz. Growing demand for voice 
services is being accommodated in Europe by transition from 25 kHz to 8.33 kHz 
channel spacing. This takes advantage of improved filter technologies employed within 
radio receivers, but the underlying narrow-band modulation techniques at the physical 
Radio Frequency (RF) level remain unchanged. Improved air-ground data capacity is 
being sought through the introduction of VDL Mode 2, but EUROCONTROL simulations 
[14] predict that additional VHF channels will be required to support the foreseen data 
communication requirements within the next five years. 

Against this background, the commercial mobile telecommunication market has 
progressed with the introduction of wideband (also known as ‘spread spectrum’) 
technologies aimed at improving the information capacity of the available 
electromagnetic spectrum. It has become clear that such spectrum has become a 
valuable resource for which commercial service providers are prepared to pay 
considerable sums. Accordingly, it must be expected that existing spectrum allocations, 
such as those currently enjoyed by the aeronautical community, will be subject to 
increasing scrutiny. It may become difficult to defend existing allocations, let alone gain 
new ones, unless the aeronautical community can demonstrate that it is using spectrum 
efficiently, consistent with best commercial practice. 

With such thoughts in mind, commencing in 2000, EUROCONTROL embarked on a 
series of studies and trials to evaluate the potential of a number of wideband solutions to 
provide additional communication capacity in sections of electromagnetic spectrum 
already allocated for exclusive aeronautical use. 

12.2 Overview of Terrestrial Wideband Radio Access 
Techniques 
The principle behind wideband communication is evident from consideration of the 
Shannon Information Theorem [1], which links the information capacity (C) of a channel 
with the bandwidth (W) and signal/noise ratio (S/N): 
 

( )N
SWC += 1log 2 . 

 

From this, it may be deduced that the information capacity may be preserved or 
increased, whilst simultaneously increasing the tolerance to noise, by increasing the 
bandwidth of a channel. The improved tolerance of noise can be exploited by increasing 
the number of users sharing the same wider bandwidth (provided a means is available to 
identify and decode the wanted signal), thus increasing the efficiency of utilization of the 
spectrum in multi-user environments [1]. 

The predominant spread-spectrum technique in commercial terrestrial mobile 
communication is CDMA. In summary [1], the baseband information is ‘spread’ through 
multiplication by a pseudo-random code, which may have a chip rate orders of 
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magnitude greater than the baseband data rate. All users transmit their spread signals in 
the same carrier bandwidth. Each user is allocated a unique spreading code, virtually 
uncorrelated with all others, allowing the spread signals associated with that user to be 
detected at the receiver, while the spread signals from other users appear as noise. 
Typically, power control is asserted by the base-station to control the signal/noise ratio of 
individual mobile stations, thus avoiding mobiles proximal to the base-station dominating 
the available capacity. Uplink and downlink signals may be separated either by 
Frequency Division Duplexing (FDD) or Time Division Duplexing (TDD). Particular 
characteristics of CDMA include the following: 

• CDMA has a soft capacity limit, so that no absolute limit exists on the number 
of users. As the number of users increases, the system performance degrades 
gracefully. 

• The effects of multipath fading may be substantially reduced due to the 
spreading over a greater bandwidth. 

• CDMA data rates may be very high, such that multipath delays of greater than 
a single chip will appear as noise. Multi-correlator RAKE receivers may be used 
to improve receiver performance by combining time-delayed versions of the 
desired signal. 

• By virtue of using the same carrier frequency, handoff from one base-station to 
another is not required to be treated as a discrete event. The system may 
monitor a particular user via two or more base-stations, choosing the best 
signal at any time without switching frequency. This process is known as soft 
handoff. 

• Self-jamming may occur when two spreading codes are not exactly un-
correlated. 

• Undesired users, not subject to power control by a given base-station, may 
disrupt reception at a base-station from its distant users. 

A number of standards have been developed [2] defining practical realizations of CDMA 
for terrestrial mobile links, the most notable being discussed in the following sections. 

12.2.1 IS-95 (also known as CDMAOne) 
This system [1] [2] was standardized by the US Telecommunication Industry Association 
in order to co-exist with the US analogue cellular frequency assignments. It is an 
example of a 2nd generation mobile telephony system, and does not meet the data rate 
requirements for 3rd generation systems. A single IS-95 channel utilizes 1.25 MHz of 
spectrum in each direction (i.e. FDD), using a chip rate of 1.2288 Mcps. The maximum 
user data rate supported by the initial version is 9.6 kbps (increased in subsequent 
variants), but may be reduced according to user demand. IS-95 base-stations are 
required to be time synchronized, typically by GPS, to facilitate handoffs between base-
stations. 

12.2.2 W-CDMA (also know as UTRA) 
This system [2] was developed following early work in various European Union projects 
as well as European industry, and was selected by ETSI to meet the requirements for the 
3rd generation Universal Mobile Telecommunication System (UMTS). The first full 
standards were prepared within the 3rd Generation Partnership Project (3GPP), involving 
representation from Europe, Japan, Korea and the USA. The first version was released 
at the end of 1999, when it became known as Universal Terrestrial Radio Access 
(UTRA). 
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The system is based on a 5 MHz bandwidth carrier, which may employ either FDD or 
TDD to separate uplink and downlink signals, and a higher chip rate of 3.84 Mcps. 
Variable user bit rates, known as Bandwidth on Demand (BoD), is supported through 
allocation of 10ms frames to individual users, during which the data rate is constant, but 
may be adjusted on a frame-by-frame basis. This technique, in conjunction with multi-
code connections to a single user, allows very high data rates of up to 2 Mbps to be 
supported when required. 

The wider carrier bandwidth of W-CDMA, when compared to IS-95, offers some 
performance benefits, such as increased frequency diversity, thus improving immunity to 
multipath fading. A further performance advantage is achieved through use of coherent 
detection on both uplink and downlink (as opposed to the downlink only in IS-95). 
Furthermore, the standards foresee the optional implementation of advanced receiver 
techniques such as adaptive antennas and RAKE receivers to increase performance 
and/or capacity. 

In contrast to IS-95, W-CDMA base-stations are designed to operate asynchronously, 
avoiding the need for GPS synchronization. 

12.2.3 Multi-Carrier CDMA (also known as CDMA2000) 
This standard was developed [2] to provide a straightforward path to migrate from 
existing IS-95 systems to the enhanced data rates required to support 3rd generation 
communications. This approach would be attractive in regions where no separate 
spectrum is available to support W-CDMA deployment. 

The system employs multiple parallel downlink channels (initially up to 3), each using the 
bandwidth and chip rate of IS-95. The uplink is direct spread, very similar to that 
specified for W-CDMA FDD, except that a slightly different chip rate of 3.6864 Mcps is 
used. 

The Multi-Carrier (MC) mode provides broadly similar functionality to W-CDMA FDD, with 
some detailed differences. For example, variable rate spreading is not performed in MC 
mode on a frame-by-frame basis, and only a limited set of reduced data rates is 
available. 

12.3 Application to Mobile Aeronautical Communication 
EUROCONTROL studies have been performed with the aim of establishing the feasibility 
of employing established wideband radio access techniques in a mobile aeronautical 
environment, and in sections of spectrum already allocated for exclusive aeronautical 
use. 

An important technical consideration affecting the deployment of wideband systems in 
the aeronautical domain is the presence of significantly greater Doppler effects arising 
from aircraft motion [4, 5] compared to those foreseen in terrestrial mobile standards. 
Such effects are frequency dependent, and would have greater significance at higher 
frequencies such as in C-band, compared to say VHF. 

A number of areas of aeronautical spectrum have been considered as candidates for 
accommodating wideband communication [4]. 

At C-band (circa 5 GHz) spectrum is allocated exclusively for aeronautical use to support 
the Microwave Landing System (MLS). This spectrum is currently perceived to be under-
utilized. A supplementary band from 5.091 to 5.150 GHz has been reserved for MLS until 
2010, and has been proposed as suitable to accommodate wideband communication, 
although overall re-arrangement of the MLS band might be advantageous to achieve 
better separation between FDD uplink and downlink channels [4]. Up to six W-CDMA 
channels of 5MHz bandwidth could be foreseen in this spectrum. However, the high 
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frequency of C-band implies that Doppler effects are likely to be greater, and propagation 
effects are also likely to be troublesome. Sectorized high-gain antennas would be 
required to achieve usable range, and performance degradation in rain together with 
communication losses due to antenna shielding during aircraft turns would also be 
expected. 

VHF spectrum is also available for exclusive aeronautical use, and is widely used for 
communication in continental airspace. This would be particularly suitable for 
implementation of aeronautical wideband communication, since it would not suffer many 
of the drawbacks associated with C-band. Substantial range could be achieved with 
modest powers and simple antennas. Doppler effects would also be minimized. 
However, due to the extent of the VHF Aeronautical Mobile Route Services (AMRS) 
band, from 118 to 137 MHz, only one 5 MHz W-CDMA FDD channel could be foreseen 
[4]. Furthermore, the extensive use of the AMRS band for existing narrowband services 
would create substantial difficulties in releasing enough bandwidth to implement such a 
scheme. Preliminary studies have been performed to establish whether aeronautical 
wideband could co-exist with Instrument Landing System (ILS) localizers operating at 
VHF, but given the safety criticality of ILS functionality, extensive trials would be required 
to gain acceptance for such a deployment. 

Consideration has also been given to the implementation of aeronautical wideband in 
spectrum currently used by Primary Surveillance Radars (PSRs) at L-band or S-band 
[6, 7]. Since PSRs operate with pulsed transmissions over highly directional antennas, 
schemes have been proposed, such as use of radar detectors on aircraft, to allow both 
radar and wideband systems to co-exist by preventing operation of the communication 
system when it would result in unacceptable interference to the radar. However, more 
detailed technical analysis [7] has suggested that very sophisticated (and hence costly) 
radar detectors would be required to achieve adequate performance, and high reliability 
would be necessary to avoid compromising the safety-critical function performed by 
PSRs. 

12.4 EUROCONTROL Trials of Aeronautical Wideband 
Communication 
EUROCONTROL has performed the following specific flight trials to demonstrate the 
feasibility and performance of aeronautical wideband communication. All trials were 
performed on board the QinetiQ BAC 1-11 trials aircraft. 

12.4.1 W-CDMA TDD at 2GHz 
These trials [8] took place in December 2001 at Boscombe Down (UK) using the 
Siemens 3G testbed based on W-CDMA TDD techniques. The system was not fully 
conformant with the latest standards for such systems, but was representative of the 
UMTS TDD Radio Access Mode. The principal objective was to demonstrate that high 
data rate communication could be achieved in an aeronautical environment using 
prototype 3G technology. A 5 MHz carrier was employed at a centre frequency of 2017.6 
MHz, i.e. in the same region of spectrum foreseen for European 3G terrestrial TDD 
implementation. Omni-directional antennas were used both at the aircraft and at the 
single base-station, and power-budget calculations predicted a range of approx. 10 km. 
No special measures were applied to correct for Doppler effects arising from aircraft 
motion, and hence in these trials, a circular aircraft trajectory was predominantly flown to 
minimize such effects.  

The trials succeeded in demonstrating high data rates of 1.2 Mbps between air and 
ground (in the form of live video, still images and web pages) at a maximum range of 13 
km, consistent with power budget predictions. Furthermore, valuable data was collected 
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to validate power-budget calculations and to highlight refinements required for 
subsequent trials. 

For subsequent trials [10] of the Siemens 3G TDD testbed, a number of enhancements 
[9] were incorporated, including compensation for Doppler effects, adjustment of timing 
advance mechanisms to support greater ranges of up to 25 km, and amendment of 
handoff algorithms to take account of speeds and distances inherent in aeronautical use. 
A reduction was also achieved in the time needed to establish a voice call, so as to be 
more representative of current ‘press-to-talk’ operation in ATC communication. 

Trials of the enhanced testbed were conducted in June-July 2002, again in the 2 GHz 
band. Three base-stations were employed, each connected to a sectorized antenna with 
nominal 120deg azimuth coverage. These were arranged so as to allow handoffs 
between base-stations to be exercised when the aircraft crossed the coverage of one 
antenna to another. 

Initially, problems were encountered due to poor RF performance at low elevation 
angles, but after adjustment, successful data transfers at up to 1.2 Mbps (including live 
video and internet access) were demonstrated at a maximum range of 26km, and at max 
aircraft speeds of up to 300 kts, radial to the base-station. 

Subsequent study [9] by Siemens indicated that the RF front-end of the 3G TDD testbed 
could be modified to operate at 5.1 GHz within the aeronautical MLS spectrum allocation. 

12.4.2 W-CDMA FDD at C-Band (5 GHz) 
These trials were performed at Boscombe Down (UK) during the period October-
November 2002. The system under test was constructed specifically, based on a 
Commercial Off-the-Shelf baseband UMTS FDD modem, combined with a dedicated RF 
front-end, designed to operate at 5.095 and 5.145 GHz, within the aeronautical MLS 
extension band. Corrections for Doppler effects were incorporated in recognition of their 
greater significance at C-band frequencies. Trials were performed using a radiated power 
of 2W in both directions, with an omni-directional base-station antenna, and also with a 
high gain (max 12 dBi) phased array antenna with 120deg azimuth coverage and cosec 
squared elevation pattern. The aircraft was fitted with an omni-directional antenna for all 
trials. Known pseudo-random binary sequences were transferred over the link in order to 
determine error rates. 

With the omni-directional base-station antenna, ranges of up to 46 km were achieved 
with low data rates of 9.6 kbps and up to 23.9 km for higher data rates of 320 kbps (all 
with unloaded cells). With the high gain base station antenna, ranges of up to 166 km 
were achieved for low data rates at 9.6 kbps (in an unloaded cell). However, at higher 
data rates, the high gain antenna did not yield the expected results. The reasons for this 
have not been investigated fully, but it may have been due to very minor phase 
irregularities arising from the phased array. It should also be borne in mind that all tests 
were conducted under dry conditions, and that reduced performance at C-band should 
be expected under wet conditions. Frame error rates were typically 0.1%, with the 
greatest contribution arising from aircraft manoeuvres involving banking, highlighting that 
aircraft installation effects and shielding during manoeuvring are expected to be 
significant at C-band. However, no evidence was observed that Doppler effects were 
contributing to frame error rates. 

12.4.3 Downsampled W-CDMA/IS-95-A FDD at VHF 
Trials were carried out at Santa Maria (Azores) in the period November-December 2002 
to demonstrate CDMA communication, based on the bandwidth (1.25 MHz) and chip rate 
of the IS-95 standard, operating at VHF. The reduced bandwidth was chosen for this trial 
in preference to the wider bandwidth of W-CDMA due to the limited availability of VHF 
spectrum in which to conduct the trials. The oceanic location was selected so as to 
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perform the trials with the minimum of disruption to existing users of the aeronautical 
VHF band.  

The system used for the trials was based on a downsampled W-CDMA baseband 
modem connected to a dedicated RF front-end operating at VHF frequencies of 118.875 
and 135.900 MHz for downlink and uplink respectively. These were selected taking into 
account the VHF frequencies in use at Santa Maria. A conventional VHF blade antenna 
was utilized on the aircraft, and a 3dB Yagi was used at the base-station. Radiated 
power at the base-station was 4.5W. Compensation for Doppler effects was also 
incorporated, as for the trials at C-band. Pseudo random binary sequences were again 
used to evaluate the link performance. 

The trials were considered to have been highly successful, achieving maximum ranges 
(for unloaded cells) of over 440 km for a data rate of 19.2 kbps, with frame error rates 
less than 0.4%. As in the C-band trials, no evidence was observed that Doppler effects 
were affecting frame error performance. Simulated interference from other users showed 
results consistent with theoretical predictions. Furthermore, very satisfactory link stability 
was demonstrated by manoeuvring the aircraft in holding patterns and oscillating flight 
paths, as well as steep turns of up to 48deg bank. 

12.5 IP Networking in Aeronautical Wideband 
Communication 
The approaches to aeronautical wideband trialled by EUROCONTROL were principally 
aimed at evaluating the behaviour of the RF and radio access functionality, and did not 
specifically address issues concerned with the design or optimization of the network and 
higher layer architectures. 

It seems clear that a future aeronautical wideband network would seek to re-use as much 
as possible from established terrestrial networks such as proven radio access 
technologies, adapted where necessary. It might seem appropriate to do likewise for the 
network layer architecture, and in the near term future this would certainly allow more off-
the-shelf network components to be utilized. The network architecture and the support for 
IP implemented in current terrestrial UMTS networks are both described fully in various 
preceding sections, and hence there is no need to elaborate further here. 

However, it should be recognized that the current UMTS network architecture has been 
driven by several considerations, which may not necessarily apply to a future 
aeronautical wideband network, even if based on similar radio access techniques. In 
particular, the current UMTS architecture: 

• enforces hardware separation between circuit mode services (e.g. telephony 
and video), and packet mode services for data, whereas future systems based 
exclusively on Voice over IP (VoIP) technology might not benefit from such a 
distinction. 

• provides packet mode data transmission via Packet Data Protocol (PDP) 
contexts, capable of carrying several network protocols, including both X.25 
and IP, whereas future systems are unlikely to be required to support obsolete 
technologies such as X.25. 

• is designed to integrate readily with earlier generation (e.g. 2.5G or GPRS) 
terrestrial mobile networks, which would probably not be a requirement for an 
aeronautical wideband network. 

The effect of these constraints has resulted in additional complexity in the current UMTS 
architecture, and sub-optimal carriage of end-user data, since several layers of tunnelling 
are required through the UMTS network. Furthermore, current UMTS implementations 
would not necessarily integrate tightly with alternative emerging wireless technologies 
[13]. 
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In recognition of the above, some writers [3] have promoted a more radical alternative 
view of a mobile wireless network architecture, sometimes referred to as the ‘All-IP’ 
network. This is aimed at using IP to perform routing throughout the radio access 
network, without the intervention of other switching protocols as in current UMTS. 
Conceptually, this can be viewed as shown in Figure 12-1 below. The base-stations or 
Node-Bs of the UMTS system would become IP Access Routers, combined into an 
Access Network, intended to conceal mobility management and imperfections in the 
radio link from the wider Internet. At the edge of the Access Network, normal Gateways 
provide connectivity with the Internet, running BGP, and possibly also serving as 
firewalls. The Gateways correspond broadly to the GGSN of a current UMTS network. 
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Figure 12-1: Conceptual view of an ‘All-IP’ mobile wireless network architecture. 

 

This architecture is by no means a complete proposal, and leaves a number of questions 
still to be resolved. Many aspects are somewhat speculative. However, it represents an 
alternative vision to the current UMTS architectures, and may be more appropriate for a 
future implementation of an aeronautical wideband network, less encumbered by the 
need to integrate with legacy networks and protocols. Migration towards an architecture 
of this form may be considered during the development of industry standards for 4G 
telecommunications. 

The following sections aim to highlight potential approaches to crucial issues such as 
Mobility/Routing and Quality of Service (QoS) management within an ‘All-IP’ network 
architecture, as well as highlighting where unresolved questions remain. 
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12.5.1 Mobility/Routing 
Mobility of terminals may be seen at two fundamental levels [3, 13]: 

• Macromobility refers to movement of a mobile terminal from one administrative 
domain to another, implying the need for re-authentication, and allocation of a 
new IP address corresponding to the new network to which the mobile is 
attached. 

• Micromobility refers to the movement of a mobile within a network, such as 
when a mobile hands off from one base-station to another, i.e. moves between 
Access Routers. 

The accepted approach to managing macromobility within the architecture in question is 
the use of Mobile IP. Each mobile is associated with a Home Agent (HA) where it is 
allocated an unchanging home address. As the mobile roams, it acquires a Care-of 
Address (CoA) on each local network to which it is connected. The HA is kept informed 
of the mobile’s current CoA and can tunnel packets addressed to the home address 
encapsulated in a packet addressed to the current CoA. Route optimization is optionally 
available in Mobile IPv4 and is mandatory in IPv6, by which the HA sends a route update 
to a corresponding node to advise it of the current CoA address of the mobile, so that 
further packets can be routed directly to the mobile, thus avoiding a potentially lengthy 
triangular route via the HA. 

Essentially there are two techniques by which ‘micromobility’ might be handled by IP [3]: 

• by mobile IP based schemes, characterized by allocation of a new CoA at each 
handoff, and the use of tunnelling to reach it, or 

• by per-host forwarding, in which the mobile retains its CoA, and a dynamic 
layer 3 routing protocol is introduced to perpetuate the change in connectivity to 
surrounding routers. In other words information on network connectivity is 
distributed over several routers, rather than being concentrated in a single 
location. 

Promoters of the ‘All-IP’ architecture appear to favour the latter technique, since it avoids 
problems inherent in tunnelling – including most notably that header information in the 
encapsulated IP packet, which may contain important information for QoS maintenance 
or security, is hidden from the routers within the Access Network. Furthermore, tunnelling 
does not deal effectively with multicasting. 

Several protocols are available to support per-host forwarding [3], including Cellular IP, 
Handoff-Aware Wireless Access Internet Infrastructure (HAWAII) as well as multicast-
based schemes, although a discussion of these is outside the scope of the current 
material. 

A further refinement in the handling of micromobility to improve performance is the 
provision of temporary signalling tunnels between Access Routers involved in handoff, as 
incorporated in the IETF’s ‘fast mobile IP’ approach. Conventional network layer handoff 
management can only take effect once the handoff has been completed at the radio 
access level, thus introducing delay before the handoff is recognized throughout the 
network. However, by taking advantage of additional information available from level 2, 
such as on RF performance, the handoff can be predicted and pre-emptive action can be 
taken to co-ordinate the handoff between Access Routers. 

Efficient handling of micromobility by IP evidently involves close interaction between the 
level 2 functions of the radio access technology and IP at level 3. This implies a need for 
a sophisticated interface between level 2 and level 3 to make the necessary information 
available. Ideally such an interface should be generic, in order to promote interoperability 
among different wireless technologies. One such interface, known as IP to Wireless 
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interface (IP2W) was initially proposed by the EU BRAIN project (subsequently 
superseded by MIND) [13]. 

An important question remaining open at present concerns the mechanism for supporting 
soft handoffs, which are inherent in the W-CDMA radio access functionality. The nature 
of soft handoff implies the need to ensure that user data is delivered simultaneously to all 
base-stations involved within very tight time tolerances, typically within 100ms. Current IP 
protocols might struggle to provide such tight control of packet delivery times over 
different paths, and hence do not offer a ready solution to this requirement. In the current 
UMTS architecture, all handoff functionality, including soft handoff, is performed at level 
2, and it may be that specialized functionality would continue to be required there to 
overcome this limitation in the All-IP approach. 

12.5.2 Quality of Service (QoS) Management 
An ‘All-IP’ architecture must carry real-time, high data rate services such as voice and 
video which would previously have been transported over dedicated circuit mode 
connections under earlier architectures. It must ensure that adequate bandwidth is 
available to satisfy the demands of such services, and that performance is not 
compromised by inappropriate use of capacity by less critical applications. In other 
words, management of QoS gains additional importance within the ‘All-IP’ architecture. 

In principle, maintenance of QoS is an end-to-end issue, ideally requiring interoperable 
signalling across all administrative domains over which a user packet travels, together 
with appropriate service level agreements. The Integrated Services (IntServ) architecture 
was developed to support this concept, and aims to guarantee the QoS experienced by 
individual traffic flows through resource reservation throughout a network [3]. However, 
the IntServ architecture is recognized as suffering from poor scalability and is generally 
considered to be suitable only for small networks. Furthermore, the IntServ guaranteed 
service assumes deterministic behaviour within the network provided that router buffers 
are not overfilled. This assumption is not appropriate for wireless networks, which suffer 
from less predictable transmission delay and loss. 

In fact the Access Network may well be one of the weakest links in the QoS chain, due to 
the restricted capacity and inherently poor QoS of the wireless link, coupled with the 
disruptive effects of handoff. Furthermore, since the network topology is constantly 
changing as a consequence of mobility, maintenance of QoS within the Access Network 
is inherently more complex. 

One approach considered for management of QoS in the Access Network is the use of 
DiffServ [3]. This provides a simple mechanism for managing QoS without the need for 
signalling. When entering a network, packets are placed into broad service classes, 
based on a DiffServ CodePoint (DSCP) in the IP header, possibly in conjunction with 
other information such as the source and destination addresses. The correct class is 
determined by local QoS policies, and the packet marked accordingly. All packets within 
a service class are subject to the same scheduling behaviour within the Access Network. 
Such an approach is more scaleable than those involving scheduling individual traffic 
flows, but it does not seek to guarantee end-to-end QoS. 

In order to provide adequate QoS for real-time services, a special DiffServ class 
definition known as the Bounded Delay Service has been introduced, which aims to 
guarantee the maximum delay experienced at any one node. However, the total delay 
budget will not, of course, be uniformly distributed between all nodes, since the most 
substantial share will be required by the wireless link. 

The Integrated Services over Specific Link Layers (ISSLL) architecture [3] provides a 
framework in which end-to-end IntServ QoS can be provided across network segments 
individually using DiffServ, The IntServ guaranteed QoS can be offered based on 
probabilistic expectations of performance within the DiffServ segments.  
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In order to reserve the required capacity at the necessary routers, the Resource 
ReserVation Protocol (RSVP) may be used, based on out-of-band signalling. Typically, 
RSVP is used to support end-to-end QoS reservations, but in the absence of end-to-end 
QoS a localized form of RSVP has been proposed [3], which introduces a network proxy 
to provide inbound and outbound QoS over a sub-set of the end-to-end path. It should 
also be noted that further adaptation of RSVP is likely to be required to deal with mobile 
handoff in the most efficient way. 

A further point of note is that management of QoS over the wireless link will also require 
close co-operation between layers 2 and 3, as for management of handoff. This 
consideration adds further weight to the requirement for a capable generic interface at 
this boundary, such as the IP2W approach identified earlier. 

12.6 Conclusions 
Current aeronautical communications rely heavily for both voice and data transfer on 
narrow-band wireless technology within electromagnetic spectrum dedicated to 
aeronautical use. Growing demand for such services is placing increasing pressure on 
spectrum allocations. Commercial communication service providers are progressively 
implementing wideband wireless technologies aimed at utilizing spectrum more efficiently 
in multi-user environments. Against this background, the aeronautical community may 
struggle to defend its spectrum allocations unless it can be seen to be using spectrum in 
accordance with best practice. 

A number of wideband radio access techniques have been standardized based on the 
CDMA principle, including IS-95, W-CDMA and CDMA2000, the latter two within the 
context of migration to 3rd generation mobile telephony/data services. EUROCONTROL 
studies and flight trials have demonstrated that such techniques could be suitable for the 
aeronautical air-ground environment, through compensation for increased Doppler 
effects arising from aircraft motion, and could also be adapted to operate in spectrum 
currently reserved for aeronautical use.  

A number of areas of aeronautical spectrum have been considered for the potential 
implementation of aeronautical wideband services. Bandwidth is most readily available in 
C-band, where spectrum reserved for MLS is perceived to be currently under-utilized. 
However, this is less than ideal for a communication service due to limited range, and the 
influence of environmental conditions such as moisture or local installation effects. The 
VHF band would be very suitable to carry a wideband aeronautical service, but many 
practical difficulties would arise from the introduction of such a service without major 
disruption to existing narrow-band services. The co-existence of wideband 
communication with primary surveillance radars has also been considered, but was 
found to probably require sophisticated (and hence expensive) technology to protect 
safety critical radar information from interference. 

The network layer architecture adopted for UMTS, based on the CDMA radio access 
techniques in question, has been described extensively elsewhere in this document. 
However, this architecture has been driven by considerations which may not apply to a 
future aeronautical wideband system. Alternative ‘All-IP’ architectures have also been 
promoted, in which IP is used exclusively within an Access Network to manage mobility 
without the intervention of other switching protocols. 

Within such an architecture, mobility may be considered at the macro- and micromobility 
levels, the latter being concerned with management of handoff within an Access 
Network. At the macromobility level, conventional Mobile IP is regarded as adequate. 
However, at the micromobility level, the favoured approach by the promoters of the ‘All-
IP’ network is the use of per-host forwarding, in which a mobile retains its Care-of 
Address during handoff, and a dynamic level 3 routing protocol is used to perpetuate 
changes in connectivity to surrounding routers. It is clear that the best handoff 
performance can only be achieved by close co-operation between levels 2 and 3 of the 
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protocol stack, which implies the need for a capable generic interface to support transfer 
of information from the radio access functionality to facilitate the handoff process. The 
IP2W interface has been proposed by the EU BRAIN/MIND project to achieve that goal. 
An open question remains on the most effective way to deal with soft handoff between 
base-stations, which is an inherent feature of the W-CDMA radio access technique. 

The ‘All-IP’ network also requires effective management of Quality-of-Service to ensure 
that real-time services such as voice and video are not compromised by other less critical 
data services. Ideally QoS should be treated on an end-to-end basis, but it is particularly 
important within the Access Network due to the poor and unpredictable QoS of the 
wireless link. QoS management within an ‘All-IP’ Access Network could be achieved by 
means of the DiffServ protocol, which allocates packets entering the network to different 
service classes. A Bounded Delay Service class is available for real-time services. 
Reservations of capacity may be made by the RSVP protocol, although this would 
require some adaptation to deal with the possible absence of end-to-end QoS 
management, and also to deal efficiently with mobile handoff. 
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13. USE OF THE IPS OVER SATELLITE COMMUNICATIONS 

13.1 Inmarsat SwiftBroadband 
The Inmarsat family consists of four constellations of satellites. Inmarsat came into being 
as an intergovernmental organization in 1979 to provide global safety services as well as 
other communications services for the maritime community. Inmarsat constellations two 
and three have been providing aeronautical services since the early 1990s. In 1999, 
Inmarsat became the first intergovernmental organization to be transformed into a private 
company. Inmarsat services include “Classic” Inmarsat Aeronautical Mobile Satellite 
Services, Swift 64, and Swift Broadband (Aero-BGAN or Inmarsat IV). 

Aeronautical Mobile Satellite Services (AMSS) utilizing the INMARSAT-3 satellites have 
been available since the early 1990s. The AMSS Data-2 “Classic” service is the only 
satellite service currently approved for use for Air Traffic Services (ATS). This service 
has been a key to the ability to use datalink in support of the Future Air Navigation 
System (FANS-1/A). Approximately 2000 air transport aircraft are equipped to use the 
AMSS Data-2 service. 

Since the INMARSAT-2 and INMARSAT-3 satellites will most likely be past the end of 
their useful life in the study time frame, the discussion provided below will centre on the 
INMARSAT-4 constellation of satellites, and the services that they will provide. This 
system was initially described in the literature as Aero-BGAN, although INMARSAT has 
recently decided to call the service SwiftBroadband, to harmonize the service name with 
the Swift64 service that was introduced in 2002. 

13.1.1 Inmarsat Functional Architecture 
The Inmarsat system architecture is presented in Figure 13-1. The system will consist of 
two I4 satellites in orbit, with a third that will either be launched to provide Pacific Ocean 
coverage, or kept as a ground spare. To deliver its services, Inmarsat calls and data 
connections are linked into a data core network (DCN) through a pair of Satellite Access 
Stations (SAS), one in Fucino, Italy, and the other in Burum, Holland. Data is distributed 
via the DCN to points-of-presence which provide connectivity to the telephone network, 
packet networks, and ISDN. A network operations centre (NOC, which monitors and 
manages network traffic), satellite control centre (SCC, which monitors the satellites and 
performs telemetry tracking and control functions) and billing operations centre (BOC, 
which handles customer billing and fault management) complete the architecture. 
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Figure 13-1 Inmarsat System Architecture 

 

 

Figure 13-2 Spot Beam Coverage of the Inmarsat-4 Satellites 

 

Inmarsat offers Broadband Global Area Network (BGAN) services over its Inmarsat I4 
constellation. BGAN offers a nominal data rate of 432 kbps and supports Quality of 
Service (QoS). Both packet and circuit services are offered. BGAN services are 
inherently IP-based. Connection to PSTN, ISDN and IP networks is supported. 

BGAN Packet Services include the following: 

• DSL class Internet Access 

• Static and Dynamic IP Addressing 
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• Bandwidth on Demand 

• Basic IP Services 

• UMTS “Background/Interactive class” 

• Variable Data rate 

• Premium IP Services 

• Streaming 

• Guaranteed Bit Rate 

The BGAN is essentially a third-generation UMTS service that has been implemented 
following 3rd Generation Partnership Project (3GPP) Release 4 standards and practice. 
3GPP is a collaboration agreement that was established in December 1998. The 
collaboration agreement brings together a number of telecommunications standards 
bodies which are known as “Organizational Partners”. 

The original scope of 3GPP was to produce globally applicable Technical Specifications 
and Technical Reports for a 3rd Generation Mobile System based on evolved GSM core 
networks and the radio access technologies that they support (i.e. UMTS Terrestrial 
Radio Access (UTRA), both Frequency Division Duplex (FDD) and Time Division Duplex 
(TDD) modes). The scope was subsequently amended to include the maintenance and 
development of the GSM Technical Specifications and Technical Reports including 
evolved radio access technologies (e.g. General Packet Radio Service (GPRS) and 
Enhanced Data rates for GSM Evolution (EDGE)). 

At the heart of the BGAN network is an Ericsson 3G Core Network – procured “off the 
shelf” and exactly the same as would be used to provide 3G services to a major city. 
Virtually all current and future 3G cellular applications and custom programmes are 
expected to work over SwiftBroadband – if the end-to-end link is fully enabled. In 
addition, SwiftBroadband functionality will be compliant with other world 3G operators. 

13.1.2 BGAN and IP Data Connections 
BGAN supports two types of IP data connection: 

• Standard IP 

• Streaming IP 

A Standard IP data connection is pre-configured on the BGAN terminal. It offers data 
rates of up to 492 kbps (depending on the terminal) over a best-effort shared connection. 
Streaming IP is optimized for use with UDP applications, such as audio and video 
applications. Streaming connections are available at 32, 64, 128 and 256 kbps. 

An important capability of the BGAN Packet Switched Service is the ability to segregate 
different types of user traffic into different logical connections (Packet Data Protocol 
(PDP) contexts) across the satellite radio access and core networks. Each PDP context 
may have independent Quality of Service (QoS) attributes, and a set of rules are defined 
for each PDP context, to define the mechanisms by which the traffic that should be 
forwarded within each context should be identified. These rules are called a Traffic Flow 
Template, and are associated with the PDP context when this is activated or modified. 
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13.1.3 BGAN and PDP Contexts 

13.1.3.1 About PDP Contexts 
The BGAN network manages resources using PDP contexts. When an IP data 
connection is opened, a PDP context is opened automatically. This PDP context must be 
established in the BGAN terminal and UMTS/BGAN core network in order to transfer 
data across the network. A PDP context defines connection aspects such as routing, 
QoS, security and billing between the terminal and network.  

When a PDP context is opened, the terminal requests sufficient radio resources (that is, 
power and bandwidth) to support the context activation procedure. Once the resources 
are allocated, the terminal sends the Activate PDP Context request to the UMTS/BGAN 
core network. This request includes key information about the BGAN terminal, for 
example: 

• PDP address (which may be, for example, an IP address). 

• PDP type (that is, static or dynamic address). 

• QoS requested for this context – standard or streaming at the selected data 
rate. 

• Access Point Name (APN) of the external network to which connectivity is 
requested. 

• SIM card identity number (IMSI). 

• Necessary IP configuration parameters (for example, security settings). 

On receiving the Activate PDP Context message, the UMTS/BGAN network checks the 
user’s subscription record to establish whether the request is valid. If so, a virtual 
connection is established between the terminal and the UMTS/BGAN core network and 
data transfer can then take place between the terminal and the external data network. 

13.1.3.2 Traffic Flow Template 
Each dedicated streaming connection is associated with a Traffic Flow Template (TFT). 
A TFT, also called an Application Template, enables the BGAN network to filter packets 
received from an external network into the correct PDP context. When incoming data 
arrives at an access point in the core network, a packet classifier will make a PDP 
context selection based on the Traffic Flow Template and map the incoming data packets 
to the PDP context with the correct QoS attributes. The use of a Traffic Flow Template 
allows multiple PDP contexts to be associated with the same PDP address. 

13.1.4 BGAN and IP Addressing 
The BGAN terminal obtains a public IP address when it connects to the BGAN network. 
Each of the computers connected to the terminal obtains a private IP address, either 
directly from the terminal’s NAT functionality or from a router connected to the terminal. 

The HNS 9201 and Explorer 500 each has a different method of managing IP addressing 
(the WorldPro 1000 does not have an Ethernet interface). 

13.1.4.1 IP Addressing on the HNS 9201 
The DHCP server in the terminal dynamically allocates an IP address to each user 
connected to the Ethernet or WLAN interface, up to a maximum of 11 users. The DHCP 
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server then maps the IP address to a network address for full Network Address 
Translation (NAT) and Port Address Translation (PAT) 3. Each user can therefore open a 
separate data connection from the terminal. In normal operation, the terminal dynamically 
allocates IP addresses to the connected devices (alternatively, IP addresses can be 
configured manually using operating system administrative tools). The default IP address 
of the terminal is 192.168.128.100, and the allocated address is in the range 
192.168.128.101 to 192.168.128.254. 

The public IP address of the terminal is allocated by the user’s BGAN Service Provider 
and can be either static or dynamic. Dynamic configuration is carried out automatically. 
Users may allocate the static IP address provided by their BGAN Service Provider for a 
particular data connection using BGAN LaunchPad to edit the routing options for the data 
connection. 

Figure 13-3 illustrates how each private IP address allocated by the terminal corresponds 
to a public IP address on the network, enabling each user to have the experience of 
being the only user connected to the terminal. 

 

Figure 13-3 IP Addressing on the HNS 9201 

13.1.4.2 IP Addressing on the Explorer 500 
The Thrane & Thrane Explorer 500 offers the choice of using the terminal in NAT mode 
or Modem mode. The two modes allocate IP addresses differently, and give differing 
levels of management control to connected users. 

13.1.4.2.1 NAT Mode 
In NAT mode, the terminal dynamically allocates IP addresses to the connected devices. 
(Alternatively, IP addresses can be configured manually using operating system 
administrative tools.) The default IP address of the terminal is 192.168.0.1, and the 
allocated addresses use the format 192.168.0.x. 

                                                   

3 Port Address Translation (PAT) is a feature of a network device that translates TCP or UDP 
communications made between a host and port on an outside network, and a host and port on an 
inside network. It allows a single IP address to be used for many internal hosts. A PAT device can 
transparently and automatically modify the IP packets' destination or source host IP and port fields 
belonging to its internal hosts. 
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The public IP address of the terminal is allocated by the user’s BGAN Service Provider 
and can be either static or dynamic. Dynamic configuration is carried out automatically. 
Users may allocate the static IP address provided by their BGAN Service Provider for a 
particular data connection using BGAN LaunchPad to edit the routing options for the data 
connection. 

If multiple users are connected to the Ethernet interface, the terminal allocates a private 
IP address to each device connected to it from its pool of private IP addresses. Figure 
13-4 illustrates how multiple private IP addresses allocated by the terminal correspond to 
one public IP address on the network. Therefore each user must share the Standard or 
Streaming IP connection. 

 

Figure 13-4 IP Addressing on the Explorer 500, NAT mode 

13.1.4.2.2 Modem Mode 
In Modem mode, the terminal does not allocate IP addresses to the connected devices. 
The public IP address is allocated by the user’s BGAN Service Provider to the connected 
device, which may be a computer if a single user is connected to the terminal or a router 
if multiple users are connected to the terminal’s LAN interface. Only one public IP 
address is allocated. If the terminal is connected to a router, the router can allocate 
private IP addresses to connected devices from its own pool of IP addresses. 

Figure 13-5 illustrates how multiple private IP addresses allocated by the router 
correspond to one public IP address. 

 

Figure 13-5 IP Addressing on the Explorer 500, Modem mode 
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13.2 Connexion by Boeing 
Note: on 18th August 2006, Boeing announced that it would be closing Connexion by 
Boeing. The service is now no longer available. 

Connexion by Boeing provided real-time, high-speed internet access to air travellers in 
flight and to other mobile platforms such as maritime vessels. Connexion by Boeing 
implemented a unique method to allow global Internet Protocol (IP) network mobility for 
these mobile platforms using the Border Gateway Protocol (BGP).   

Connexion by Boeing provided Internet access to mobile platforms, including the support 
for Virtual Private Network (VPN) connections. Users also had access to IP-based 
television from rebroadcast live news and sports entertainment delivered via IP multicast. 
Each commercial aircraft equipped with the Internet service offered either an Ethernet 
LAN connection or a wireless LAN (802.11a/b/g) network connection, or both. 

 

Figure 13-6 Connexion by Boeing Coverage 
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Figure 13-7 Connexion by Boeing Ground Network 

13.2.1 Airborne Network 
The airborne network primarily consisted of a set of wireless 802.11 access points, a 
Core Network box, the Data Transmitter and Receiver (DTR), and a Ku-band antenna 
mounted externally on top of the aircraft. The Core Network box provided onboard IP 
services such as DNS, DHCP and a local HTTP Web portal. The Core Network box also 
included a Fast Ethernet switch to connect the wired and wireless distribution hardware 
in the cabin. The DTR consisted of an IP router, network control processor and satellite 
communications receive and transmit modems. 

 

Figure 13-8 Connexion by Boeing Airborne Network 

The IP addressing scheme used on commercial aircraft was based on the Aeronautical 
Radio Incorporated (ARINC) 664 standard. The ARINC 664 Part 4 standard required the 
use of RFC 1918 private address space within the airborne network. The DTR applied to 
one-to-one Network Address Translation (NAT) to packets when they left or entered the 
aircraft network to meet the ARINC specification. 
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13.2.2 Mobility Requirements 
Connexion by Boeing’s mobility requirements were driven by the desire to provide users 
with continuous service throughout the flight. The hosts, which might number in the 
hundreds, remained static with regard to the network. Most current mobility 
implementations, such as 802.11r roaming or Mobile IPv4 (RFC 3344), concentrate on 
providing service where the hosts are mobile compared to the network. 

13.2.2.1 BGP as a Mobility Protocol 
Each aircraft was assigned a public IP address block which was allocated by one of the 
Regional Internet Registries. Connexion by Boeing obtained IP address-space from three 
registries: ARIN, RIPE and APNIC. Connexion by Boeing published its routing policy and 
route records in the Routing Assets Database (RADB) routing registry, operated by Merit, 
to facilitate filtering by ISPs throughout the Internet. 

13.2.3 BGP Route Announcement 
Aircraft were assigned a /24 network to allow for the mobility of the aircraft to be seen 
throughout the global default free zone. The BGP routers throughout the core of the 
Internet did not rely on the use of a default route to find the next hop for a specific packet. 
These default free zone routers required a route for each prefix in use on the Internet. A 
/24 network is currently a commonly accepted filtering boundary for default free zone 
BGP routers. Prefixes smaller than /24, such as a /25, are filtered by most network 
operators at peering or transit exchanges. As illustrated in Figure 13-9, when an aircraft 
was in two-way communications with a ground station (ASN “A”), its public IP address 
block was announced via BGP to the upstream transit providers of the ground station. 
The aircraft’s route was announced only from this ground station for the duration of the 
time that the aircraft was being served from this ground station.  

 

 

Figure 13-9 Aircraft operating from ASN “A” and associated BGP announcement 

13.2.4 Routing Handoff 
When an aircraft was moving between ground stations and therefore between satellite 
coverage regions, the public IP address block was withdrawn from the BGP table in 
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ground station “A” and was then announced by the next ground station “B” that would 
provide service to the aircraft, as shown in Figure 13-10. The handoff process between 
different satellites commonly occurred during the duration of most transcontinental flights. 
A handoff between satellites required the satellite antenna to repoint to the new satellite, 
acquire the forward-link signal, and then establish a return-link data channel. Re-
establishing 2-way communications from a handoff usually took less than a minute to 
complete. 

 

 

Figure 13-10 Aircraft operating from ASN “B” and associated BGP announcement after a 
handoff from ASN “A” 

Most ground stations provided uplink and downlink service for multiple satellites and 
satellite transponders. When a handoff occurred between two different satellite 
transponders within the same ground station, the BGP routes would be updated 
internally to the ground station only. No external change was propagated to the upstream 
BGP transit providers. 
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Part Five – Airborne use of the IPS 

With the introduction of the Airbus A-380, structured onboard communications using the 
IPS is now a reality. This part of the report investigates the AEEC architecture for Aircraft 
Data Networking and how it may be extended to air-air communications. 
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14. USE OF THE IPS OVER THE PASSENGER CABIN 

14.1 Scope 
ARINC Specification 664 has been developed in several parts and written with a view 
that commercially available Commercial Information Technology Standards can be 
applied to aviation with minimal changes. Further, where there are selections among the 
commercial standards or deviations for aviation requirements, there is provision to record 
and disclose those selections and deviations in the form of Protocol Implementation 
Conformance Statements (PICS) and Services Implementation Conformance Statements 
(SICS). PICS & SICS increase interoperability, broaden supplier availability, and 
ultimately, reduce cost. 

Going forward with ARINC Specification 664 has required the refinement of the original 
guiding principles of translating commercial IP protocols and services to better describe 
where ARINC Specification 664 fits within the other ARINC standards. ARINC 
Specification 664 is not expected to be used on existing data links. It is expected to be 
used on new links. 

Conceptually, ARINC Specification 664 is a transport standard. As a transport standard, 
protocols, services, data flows and data structures are defined. To use the ARINC 
Specification 664 data channel then imposes certain common requirements on the end 
systems. The value of these requirements to the end systems is a reduced complexity of 
transport and an increased interoperability with other end systems. 

The use of commercial standards reduces the need for aviation-specific interface 
specifications when the commercial standards meet the aviation requirements. To gain 
the benefits of the commercial standards, ARINC Specification 664 is based upon 
standard Internet protocols and services and a selection of options from commercial 
standards, as well as deviations from the commercial standards that are documented in 
PICS and SICS. 

14.2 Relationship with Standards 
This specification differentiates between “service” and “protocol.” Internet-based services 
describe what functionality is provided by the network. Internet-based protocols describe 
how that functionality is implemented. There is no authoritative list of internet-based 
services because the engineers who have created the internet services and protocols 
have concentrated on defining the protocols and have not formally specified the services 
provided by those protocols. 

14.2.1 Relationship with other ARINC Standards 
Other ARINC documents that are related to this specification are listed below. When 
avionics systems and subsystems are designed to use the capabilities provided by this 
specification, they should incorporate the provisions of this specification by reference. 
References to this specification should assume the application of the most recent 
version. 

• ARINC Specification 615A: Software Data Loader Using Ethernet Interface 

• ARINC Specification 646: Ethernet Local Area Network (ELAN) 

• ARINC Specification 656: Avionics Interface Definition for Flight Management 
and Communication Management Functions. 

• ARINC Characteristic 763: Network Server System 
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14.2.2 Relationship to Industry Standards 
System Interconnect Reference Model (OSIRM) in Layers 3 (IP) and 4 (Transmission 
Control Protocol/User Datagram Protocol (TCP/UDP)) as well as supporting services and 
protocols associated with these layers. Additional information on the OSIRM is provided 
in ARINC Specification 664, Part 1. Table 14-1 identifies referenced RFCs in this 
specification, unless otherwise noted: 

Table 14-1 Referenced RFCs 

RFC No. RFC Title 

RFC 768 User Datagram Protocol 

RFC 792 Internet Control Message Protocol 

RFC 793 Transmission Control Protocol 

RFC 826 An Ethernet Address Resolution Protocol 

RFC 854 Telnet Protocol Specification  

See also RFC 855, RFC 856, RFC 857, RFC 858, RFC 859, RFC 860, 
RFC 861 

RFC 903 A Reverse Address Resolution Protocol 

RFC 950 Internet Standard Subnetting Procedure 

RFC 951 Bootstrap Protocol (BOOTP) 

RFC 959 File Transfer Protocol (FTP) 

RFC 1034 Domain Names - Concepts and Facilities 

RFC 1035 Domain Names - Implementation and Specification 

RFC 1042 A Standard for the Transmission of IP Datagrams over IEEE 802 
Networks 

See also RFC 894 

RFC 1112 Host Extensions for IP Multicasting 

RFC 1122 Requirements for Internet Hosts – Communication Layers 

RFC 1155 Structure and Identification of Management Information for TCP/IP-
based Internets 

RFC 1157 A Simple Network Management Protocol (SNMP) 

RFC 1212 Concise MIB Definitions 

RFC 1213 Management Information Base for Network Management of TCP/IP-
based internets: MIB-II 

RFC 1215 A Convention for Defining Traps for use with the SNMP 

RFC 1350 The TFTP Protocol (Revision 2) 

See also RFC 2347, RFC 2348, RFC 2349 

RFC 1908 Coexistence between Version 1 and Version 2 of the Internet-standard 
Network Management Framework 
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RFC 1983 Internet Users' Glossary 

RFC 2131 Dynamic Host Control Protocol 

See also RFC 2132 

RFC 2236 Internet Group Management Protocol, Version 2 

RFC 2616 Hypertext Transfer Protocol -- HTTP/1.1 

 

14.3 Interoperability Issues 
Interoperability issues should be addressed in a case-by-case manner. The best way to 
discuss interoperability is to examine the consequence of each dissimilarity. 

Interoperability issues are created by two types of dissimilarities: 

1. Existence dissimilarity: A communication service is provided in one host and not 
provided in another one, or different protocols are used to provide the same service. 

2. Implementation dissimilarity: A communication protocol is provided in a different 
manner in two different hosts. 

As an example, fragmentation is a service that the IP provides. The System Integrator 
may decide not to implement IP fragmentation in a given domain. In this case, an 
interoperability issue may be raised when a device sends fragmented datagrams to 
another device, which is unable to reassemble them. Also, an interoperability issue may 
arise if an application expects that the fragmentation service is performed when it is not. 
Re-hosting a software application from one domain to another might create this situation. 

Another example is the “map an IP address to an 803.2 MAC address” service. This is 
traditionally accomplished by the ARP protocol. However, in a highly constrained network 
that limits broadcast messages, this would be done using static lookup tables in the host. 

Many protocols and services are optional in the RFCs, and so commercial solutions may 
not necessarily work together. There is the need for profiling of protocols and services to 
make interoperability easier. 

14.4 Internet Based Protocols 
Two views of system behaviour are useful to discuss. One view is based on Services 
(commands and data exchanged within a local station) and the other view is based on 
Protocols (commands and data exchanged between remote stations.) 

14.4.1 Layer 7 ( Applications ) Protocols 

Table 14-2 Protocol RFCs at Layer 7 

Protocol RFCs 

FTP RFC 959 

TFTP RFC 1350, RFC 2347, RFC 2348, RFC 2349 ( ARINC 615A ) 

TELNET RFC 854, RFC 855, RFC 856, RFC 857, RFC 858, RFC 859, RFC 860, 
RFC 861 

HTTP RFC 2616 

DNS RFC 1034, RFC 1035 
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SNMP RFC 3410, RFC 1157 

14.4.2 Layer 4 ( Transport ) Protocols 

14.4.2.1 Transmission Control Protocol (TCP ) 

The Transmission Control Protocol (TCP) provides for reliable service over an unreliable 
network. TCP provides:  

• Positive acknowledgement with retransmissions. 

• Efficient management of a byte stream (a stream of bytes is managed 
independently of frames actually sent). 

This profile of TCP assumes the following: 

• The typical profiled aircraft data network is a switched network with one 
endsystem on each switch port. 

• There is no risk of collisions and no need for arbitration for the Ethernet wire. 

• All data flows are planned and allocated by the system integrator. 

These circumstances create an environment where packet loss should be very low. A 
very rare bit error should be the only time a frame is lost. TCP is designed to work well in 
environments such as the Internet, hence contains features such as congestion control 
and exotic retransmission algorithms. These features have very limited, if any, 
applications in a Profiled Network — since all data flows are allocated, the relationship 
between producers and consumers is well understood. This should significantly reduce 
the need for elaborate window management or keep-alive algorithms. 

All these features complicate the process of analyzing a network for purposes of 
establishing its level of determinism. Even so, most of these features are profiled as 
optional to allow for interoperability with equipment outside the profiled network.  

14.4.2.2 User Datagram Protocol (UDP) 

As a minimum, UDP should be implemented in all aircraft data networks.  

• An X indicates that this specification is consistent with the position taken in 
RFC 1122 and as such the behaviour of a Profiled Network should be fully 
compliant with RFC 1122 (note that in some cases this is compliant with 
recommended or optional behaviour and as such the same freedom is provided 
to the system integrator in choosing the behaviour of the Profiled Network). 

• An E indicates that an exception to RF -1122 behaviour is allowed within a 
Profiled Network. In some cases exceptions to behaviour which is specified by 
RFC 1122 is allowed within a Profiled Network. 

14.4.3 Layer 3 (Network) Protocols 
There are two Internet-based Layer 3 protocols: IPv4 and IPv6. The two protocols are 
similar, with IPv6 being the “follow on” protocol to IPv4. IPv4 is more amenable to 
profiling for a highly deterministic network. IPv6 allows a larger address space and more 
features such as improved security and easier “tunnelling” of another protocol over the 
IPv6 based communications link. 

14.4.3.1 IPv4 

Implementation of IPv4 is fully compliant with the RFC 1122. 
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The system integrator is warned that implementing a network which deviates from RFC 
1122, even when such a network is compliant with this Specification (e.g., Exception is 
allowed) may impact the ability to use COTS components for development, testing, 
verification, simulation, or other instances where commercial networking hardware and 
software is appropriate. A deviation from behaviour defined by RFC 1122 as a “MUST” or 
“MUST NOT,” places a burden on the system integrator to carefully analyse the resultant 
behaviour of their Profiled Network to ensure that it does not introduce unexpected 
interoperability problems with either commercial equipment, COTS software (if used), or 
between suppliers. This is especially noteworthy if the system integrator is implementing 
a mixed supplier network or it is anticipated that other suppliers may be connected to the 
network in the future. If exceptions are taken to RFC 1122 specified behaviour, this 
specification does not ensure interoperability. 

For convenience, specified behaviour has been highlighted. Deviations from specified 
behaviour should be made with caution so that interoperability with commercial 
networking software is not unduly affected (or affected in an unexpected manner). 

14.4.3.2 IPv6 

IPv6 is the successor to IPv4. IPv4 is adequate and even desirable for many purposes, 
but there are environments where the new features of IPv6 are desirable. 

IPv4 has fewer overheads and is more amenable to profiling for highly constrained 
networks. It is well suited for small, highly deterministic, closed networks. IPv6 has 
expanded addressing capabilities, better authentication and privacy capabilities, and is 
better suited for networks that are connected to and interact with external networks, 
especially new and existing infrastructure networks. 

IPv6 is based on IPv4, and is a superset of IPv4. 

Expanded Addressing Capabilities 

IPv6 increases the IP address size from 32 bits to 128 bits, to support more levels of 
addressing hierarchy, a much greater number of addressable nodes, and simpler auto-
configuration of addresses. The scalability of multicast routing is improved by adding a 
"scope" field to multicast addresses. And a new type of address called an "anycast 
address" is defined, used to send a packet to any one of a group of nodes. 

Header Format Simplification 

Some IPv4 header fields have been dropped or made optional to reduce the common-
case processing cost of packet handling and to limit the bandwidth cost of the IPv6 
header. 

Improved Support for Extensions and Options 

Changes in the way IP header options are encoded allows for more efficient forwarding, 
less stringent limits on the length of options, and greater flexibility introducing new 
options in the future. 

Flow Labelling Capability 

A new capability is added to enable the labelling of packets belonging to particular traffic 
"flows" for which the sender requests special handling, such as non-default quality of 
service or "real-time" service. 

Authentication and Privacy Capabilities 

Extensions to support authentication, data integrity, and (optional) data confidentiality are 
specified for IPv6. 

An X indicates that this specification is consistent with the position taken in RFC 2460 
and as such the behaviour of a Profiled ADN should be fully compliant with RFC 2460. In 
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some cases, this is compliant with recommended or optional behaviour and as such the 
same freedom is provided to the System Integrator in choosing the behaviour of the 
Profiled ADN. 

An E indicates that an exception to RFC 2460 behaviour is allowed within a Profiled 
Network. 

For convenience, specified behaviour has been highlighted. Deviations from specified 
behaviour should be made with caution so that interoperability with commercial 
networking software is not unduly affected (or affected in an unexpected manner). 

14.4.3.3 IPv6 Interoperability with IPv4 

When IPv6 is used, it is likely that there will be equipment using IPv4 on the network as 
well. It is also possible that equipment may be reconfigured from IPv4 to IPv6 over the 
course of the lifetime of a network. This makes the interoperability of IPv4 and IPv6 very 
important. 

For interoperability and transitioning from IPv4 to IPv6, the recommendations of the 
RFC 2893 “Transition Mechanisms for IPv6 Hosts and Router“ should be followed.  

The mechanisms discussed include: 

• Implementing a "dual stack" for hosts: (having network stacks capable of both 
IPv4 and IPv6), 

• Using routers to transition between IPv4 and an IPv6 networks, and 

• Methods of tunnelling IPv6 packets through an IPv4 network. 

Today, all IPv6 stack implementations are in fact dual-stack implementations (IPv6 and 
IPv4). So in IPv6 environment, DSTM (Dual Stack Transition Mechanism) is widely used. 

The second solution uses application layer proxy to perform service translation between 
IPv6 and IPv4 hosts. 

Tunnelling allows the interconnection between two IPv6 domain linked by an IPv4-only 
domain and vice versa.  

14.4.3.4 Security Architecture for the Internet Protocol 

The Internet Protocol Security (IPsec) protocol can optionally be added to IPv4. A full 
implementation of IPv6 as per RFC 2460 mandates support of all extension headers, 
including the IPsec headers in a Profiled network. Eliminating the functionality specified 
by an extension header will simplify the network stack implementation, but should be 
done carefully to prevent interoperability issues. If, for instance, one end system uses the 
IPsec Encapsulating Security Payload functionality, it will not be able to communicate 
with an end system that does not support this functionality. 

IPsec is better integrated in IPv6 than in IPv4 since IPsec was created after IPv4, but 
during the creation of IPv6. IPsec is defined in RFC 2401. RFC 2401 references other 
RFCs which contain detailed definitions of the protocols which implement IPsec. 
Examples of implementation RFCs are RFC 2402, RFC 2406, RFC 2409.  

RFC 2401 summarizes the goals of IPsec as follows: 

•  IPsec is designed to provide interoperable, high quality, cryptographically-
based security for IPv4 and IPv6. The set of security services offered includes 
access control, connectionless integrity, data origin authentication, protection 
against replays (a form of partial sequence integrity), confidentiality 
(encryption), and limited traffic flow confidentiality. These services are provided 
at the IP layer, offering protection for IP and/or upper layer protocols. 
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14.4.4 Layer 2 ( Link layer ) Protocols 
Layer 2 is divided into two sublayers: Logic Link Control (LLC) Sublayer and the Media 
Access control (MAC) Sublayer. This section discusses only the LLC Sublayer. The IEEE 
802.3 (Ethernet) MAC Sublayer is discussed in ARINC Specification 664, Part 2, Chapter 
4.0 – Ethernet Data Link Layer Specification. The MAC Sublayer is not discussed any 
further in this specification. 

The LLC Sublayer can be used to provide PHY and MAC Sublayer redundant data flows. 
The use of the LLC Sublayer for these functions is discussed in this section.  

 

* VLAN (virtual LAN)  

A VLAN is a way to split a link into several virtual networks. Hosts present in different 
VLAN will not be able to exchange frames directly as if they were into two different 
physical networks. VLAN allows: 

• use of a single network device to handle several separate VLAN; 

• use of a single network link to transmit frames belonging to different network. 

Due to the layered structure of Internet based protocols, layer 3 protocols cannot guess if 
they are dealing with physically separated network or virtual network. 

* Address Resolution Protocol 

When a frame of data is sent over an Ethernet data link layer, it is necessary to map the 
32-bit IP address into a 48-bit Ethernet MAC address. RFC 826 provides a complete 
description of the Address Resolution Protocol (ARP). 

To prevent certain types of network attacks and thus increase network security, it is 
recommended that an End System ignores unsolicited ARP response packets. An End 
System should create an entry in its ARP cache only for an ARP response that is the 
direct result of its own ARP request. 

Some, but not all, Profiled Networks are statically configured at system configuration and 
build time. In these networks, all mappings of IP Addresses to MAC addresses are 
known when the system is built. In this type of Profiled Network, instead of generating an 
ARP Request, if an IP Address is not found in the ARP Cache when sending a frame, the 
frame should be discarded, an error logged and the UA notified of the failure to find a 
corresponding MAC Destination Address. 

* Reverse Address Resolution Protocol 

Reverse Address Resolution Protocol (RARP) is defined in RFC 903. RARP has major 
drawbacks and limitations that have led to develop new protocols (BOOTP and DHCP).  

RARP was used by network host to get an IP address from a server. 

* Boot Protocol 

The Boot Protocol (BOOTP) is defined in RFC 951. The boot services and DHCP 
extensions are not used in certain profiled networks. In these networks, fixed table and 
up-loading procedures replace this service. 

BOOTP addresses most RARP issues: 

• Standard use of UDP ports 

• BOOTP request can be relayed by routers 

• Easy server configuration 
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• Vendor specific area (used for subnet mask and other data). 

When a network host is powered on it generates a request using broadcast IP address. 
The BOOTP server answers this request and giving an IP address. 

* Dynamic Host Control Protocol 

The Dynamic Host Control Protocol (DHCP) extensions to the BOOTP protocol are 
defined in RFC 2132. 

The BOOTP protocol has only a fixed-size field allowing specific data to be passed to the 
requester. DHCP enhances BOOTP and allows the embedding of many fields (known as 
Options) in DHCP packets. DHCP server can answer BOOTP request. 

The boot services and DHCP extensions are not used in certain Profiled Networks. In 
these networks, fixed table and up-loading procedures replace this service. 

* Internet Control Message Protocol 

The Internet Control Message Protocol (ICMP) is defined in RFC 792. 

ICMP provides several services. For a Profiled Network, only one is used: Echo and 
Echo reply message. All other ICMP messages need not be generated and may be 
ignored if received. 

If implemented, an Echo request may be sent to a multicast group address (e.g., the data 
loadable group of devices). However, the Echo reply should then return the individual 
host address. This may be used as a neighbour discovery mechanism. 

14.4.5 Internet Based Address Structures and Assigned Numbers 
The purpose of this specification is to provide guidance in the determination of all 
addresses that are needed in the Aircraft Data Network (ADN). This will ensure that all 
applications that send messages know the addresses of the destinations at 
“configuration-time.” 

The scope of this specification is to define the addressing plan and rules used for the 
ADN using this specification. 

The communication services of the ADN are organized into seven layers as defined by 
the Open Systems Interconnection (OSI) Reference Model. There are several places 
within these layers where addresses or, more generally, identifiers are used. This 
specification provides rules and plans for the ADN for appropriate layers defined by the 
OSI Model. 

This specification is a part of the ARINC Specification 664 series. Hence, system 
considerations and other electrical related topics may be found in other parts of this 
series. 

14.4.5.1 User Datagram Protocol Port Number Allocation 

User Datagram Protocol (UDP) ports have a meaning within the context of a particular 
application. 

UDP Port Number Range Usage 

0 – 1023 

Administrated by ICANN/IANA as “Well-Known” port numbers. 
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1024 – 49151 

Registered by ICANN/IANA, assigned by ARINC 664 or system integrator. 

 

49152 – 65535 

Range assigned by ICANN/IANA for Dynamic and/or Private Ports. 

 

In the aeronautical context, destination port numbers can be used to access standard 
services such as Trivial File Transfer Protocol (TFTP), File Transfer Protocol (FTP), 
Hyper Text Transfer Protocol (HTTP), Simple Network Management Protocol (SNMP) 
and others. In this case, the UDP port numbers are those defined by the Internet 
Corporation for Assigned Names and Numbers/Internet Assigned Numbers Authority 
(ICANN/IANA). 

14.4.6 IP Address terminology 
This section provides general background on addressing constructs and conventions 
used in IP networks found in both the Internet and Intranet(s). Sections that follow 
describe how to use the general addressing ideas presented here in a way that is 
specific for avionics use. 

14.4.6.1.1 IP Address Classes 
IP addresses are allocated so as to balance the number of networks versus the number 
of hosts (see RFC 791). Some general assignment rules can be found in RFCs and are 
summarized as follows: 

• Fields with all “0” have the meaning “this”, for example – this host, this network, 
etc. 

• Fields with all “1” have the meaning “all”, that is – broadcast. 

 

Class Address Block 

A  0.0.0.0 to 127.255.255.255 

B 128.0.0.0 to 191.255.255.255 

C 192.0.0.0 to 223.255.255.255 

D 224.0.0.0 to 239.255.255.255 

E 240.0.0.0 to 255.255.255.255 

 

Reserved Addresses 

Class E addresses are reserved for future use. 

127.0.0.1 is known as loopback address and is never sent to the network. 

 

14.4.6.2 Aeronautical Addressing ( cf. annexe A ) 

This, and subsequent sections, provide address allocation assignments and design 
guidance that system integrators will use in order to create networks that provide both 
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global connectivity, and adequate local definition freedom, supporting a wide range of 
resulting network solutions. 

To this end, the aeronautical network will have some aspects in common, while other 
aspects should be solely up to the discretion of the system integrator. This section 
provides the design guidance that is necessary to provide global communications within 
the airborne aeronautical network. 

The aeroplane can be segmented into sub-networks. This provides some inherent 
“separation” between different network types and allows a system integrator to define the 
device(s) that will interconnect the separate networks. 

Range Assignment 

As indicated in the note under the Class A table in Figure 3.2.1.1, in the Class A “10-dot” 
private network, bit 24 is designated the “D” bit and is used to distinguish between on-
board and off-board networks. The “lower half” of the 10.x.x.x address block (10.0.0.0 - 
10.127.255.255, “D” bit set to “0”) is used by ARINC 763 off-board network devices. The 
“upper half” of the 10.x.x.x address block (10.128.0.0 – 10.255.255.255, “D” bit set to “1”) 
and the 172.16.0.0 – 172.31.255.255 range have been divided up and allocated herein to 
various on-board aircraft systems as shown in Attachment 2. 

In establishing the address allocations presented in Attachment 2, many issues were 
taken into account based on input from various sources. For purposes of documenting 
some of the rationale behind this portion of the standard, the following summary is 
provided: 

• The key reason for establishing IP unicast address allocations is preventing 
inadvertent IP address duplication. Duplication is most likely to occur if the 
various system integrators/designers do not know what addresses others are 
using. 

• If all Line Replaceable Units (LRUs) could be assumed to receive a complete 
software dataload at appropriate points after installation/boot-up, then there 
would be less need to standardize address ranges, but there is no indication at 
this point that 100% dataload is likely even on near-term future aircraft designs, 
and legacy aircraft must also be considered. 

• DHCP or similar dynamic addressing could also be used, but the same 
allocation/coordination is still required to establish address ranges from which 
each system should dynamically allocate. 

There are also many issues associated with dynamic addressing, especially in more 
critical aircraft systems. For example, concerns about dependence of the system on 
DHCP being “up”, especially if the service resides in another system, network and 
security concerns about not knowing the exact number and identity of devices that can 
connect to the system, and security concerns about the requirement for DHCP traffic to 
flow between network domains (of course, DHCP is likely to be used in some instances, 
such as In-Flight Entertainment systems, especially if including passenger carry-on 
devices in the network). This allocation scheme has been coordinated with several 
ARINC standards, including ARINC 763, which specifies that bit 24 (which ARINC 664, 
Part 4 refers to as the “D” bit) be used to divide the Class A private address range in half, 
and suggests that on-board systems use the Class B private address range (172.16.0.0 
– 172,31.255.255). The scheme in Attachment 2 uses the upper half of the 10.x.x.x 
address range (“D” bit set to “1”) as well as 172.16.0.0 – 172.31.255.255. In the future, 
192.168.x.x (Class C private) addresses could be added if needed. 
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Aircraft Data Networks 

Depending upon the network design, in an aeronautical environment unicast addresses 
may not be used extensively. In legacy aircraft designs, the majority of data 
communication is performed by data buses that provide parallel distribution to multiple 
receivers at the same time. Examples include ARINC 429, 629 or 659 data buses. In a 
networked environment, it is conceivable that the same requirements may be met by 
distributing information in a multicast fashion. 

An aeronautical network may be a compliant network, a profiled network, or a 
combination of both. Some profiled networks are statically configured. In the case of 
statically configured networks, MAC unicast addresses are assigned at configuration 
time. A system integrator is responsible for designing the address scheme of the network 
and ensuring that all MAC addresses are unique. 

14.4.6.3 IPv6 Addressing 

Production Internet Protocol (IP) version numbers have not been allocated in sequential 
order. IPv4 is the currently predominant protocol and version 5 was allocated to an 
experimental version. IPv6 is the designation for the follow on protocol to IPv4. 

IPv4 is not considered to contain any major flaws and its good design has contributed to 
the success of the Internet over the last many years. However, IPv4 is based on 32-bit 
addresses, which might have been a good choice in 1978 but constrain the allocation of 
new sub-networks (subnets) and their attached computers today. IPv6 provides 128-bit 
addresses. 

It could have been sufficient to have simply increased the address size in IPv4 and have 
kept everything else unchanged. However, the 20+ years of experience has brought 
additional insights. IPv6 was developed between 1992 and 1996 and incorporates the 
lessons learned without losing the successful characteristics of IPv4. Both IPv4 and IPv6 
can coexist on host computers and on the network between them. In an avionics 
network, IPv4 might continue to support high-integrity real-time applications and IPv6 
might support flight deck communications for Flight Information Services from the 
ground. IPv4 and IPv6 might both be used for connectivity to passenger devices 
depending on their installed protocol stacks. 

When deploying new networks and assigned addressing is not constrained, using public 
Internet addresses rather than private addresses is a good choice. Firewall and other 
security mechanisms can be used to control the actual allowed communications. An 
Aircraft Data Network should support communications between onboard equipment as 
well as communications between Air Traffic Management, Airline Operations Centres 
and other legitimate parties such as weather information providers. Each aircraft should 
contain one (or perhaps more than one) subnet with devices that are addressable from 
these diverse parties. With security mechanisms in place, these aircraft devices can be 
assigned public Internet addresses. Many major corporate networks operate this way 
today with secure public addresses. 

The expected number of aircraft that are candidates for improved air-ground 
communications from Air Traffic Management, Airline Operations Centres and other 
sources is expected to be over 100,000 in the next 25 years. This includes current air 
transport providers as well as business and general aviation aircraft that would be 
suitable for an advanced communication system. 

Introducing 100,000 new subnets – one for each aircraft – in IPv4 for these applications 
is not practical. IPv6 with its 128-bit addresses is positioned to provide the added 
addressing capability needed for ADN. Supporting IPv6 for ADN applications that require 
air-ground communications is a good choice. IPv6 is being deployed today because 
many countries such as Japan do not have sufficient subnet addresses. IPv6 is expected 
to be available world wide in the near future. 
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IPv6 Addressing Basics 

IPv6 provides 128 bits of addressing compared to 32 bits in IPv4, providing a huge 
amount of addresses. Only a small subset is currently assigned. 

There are three classes of address in IPv6: 

• Unicast: Associated with a single physical interface 

• Multicast: Associated with a group of interfaces. Packets destined for a 
multicast address are delivered to all interfaces in the group. 

• Anycast: Associated with a group of interfaces. Packets destined for an anycast 
address are delivered to one and only one interface in the group – the ‘nearest’ 
interface. 

ARINC 664, Part 4 only covers Unicast addresses. 

IPv4 represents 32-bit addresses as a series of four decimal numbers separated by full 
stops. An example is 192.168.1.3. Each number ranges from 0 to 255. IPv6 uses a string 
of eight 4-digit hexadecimal numbers separated by colons. Each 4-digit hexadecimal 
number represents 16 bits. 

The human readable forms of IPv6 addresses are: 

• Preferred form 

x:x:x:x:x:x:x:x where x is a four digit hexadecimal value 

Example – c0a:b2d3:0:0:0:0:8888:99 

 

• Alternate compressed form 

x:x::x:x where the :: denotes several groups of zeros 

Example – c0a:b2d3::8888:99 

 

• Alternate IPv4 compatible form ::ffff:x.x.x.x where x.x.x.x is an IPv4 address. 

 

• Classless Inter-Domain Routing (CIDR) convention is used for prefixes 

x:x:x::/y where x:x:x:: is the address and y is the prefix length 

Example – c0a:b2d3::/48 

 

IPv6 address types are defined in RFC 3513 that supersedes RFC 2373 referenced in 
ARINC 664.  

Note that IPv6 standard is still being update while slowly spreading (mostly in Japan). 

IPv6 Address Assignment Onboard the Aircraft 

IPv6 address assignment onboard the aircraft can be handled differently from that for 
IPv4. Since the Ethernet Media Access Control (MAC) address is used for the lower part 
of the IPv6 address, there is no potential address conflict between device addresses in 
equipment configured by different suppliers as there is in IPv4. The upper part of the 
IPv6 address is determined by the system integrator when the physical subnets are 
determined – based on router interface assignments. 
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Subnets onboard the aircraft can use either private network address or public network 
addresses. It is desirable to use public IPv6 addresses for those subnets that require air-
ground connectivity. Since there is a very large number of IPv6 network addresses 
available it is desirable to use public network addresses for all subnets onboard the 
aircraft. 

 

14.5 Network Domain Characteristics and Interconnection 

14.5.1 Aircraft Control Domain (ACD) 
The ACD consists of systems and networks whose primary functions support the safe 
operation of the aircraft. The ACD is primarily focused on digital, and more specifically, 
Internet Protocol (IP) data networks. The justification for most of these systems is 
traceable to safety of flight. When these systems perform non-safety related functions, it 
should be demonstrated that there is no interference with safety related functions. 

The ACD may also provide services and connectivity between independent aircraft 
domains such as the AISD, the PIESD, the cabin distribution network and any connected 
off-board networks. The AISD provides a security perimeter, incorporating network 
routing and security functions and services between the AISD and less critical domains 
and any connected wireless networks.  

The ACD may impose requirements on lower-criticality domains, but may not rely on 
them. In general, systems within the ACD should always protect themselves. Off-board 
communications for the ACD aligns with the safety related characteristics of the domain 
in general. ATC and some AOC communications are considered high priority and other 
uses are based on non-interference with high-priority usage. Currently, ACD off-board 
communication links are almost exclusively either analogue or non-IP digital. However, 
an off-board IP link may be a reasonable possibility in future airborne network 
architecture. 

A complicating factor for the ACD is that, while all air transport aircraft may be assumed 
to have an ACD, there is a tremendous variety of systems and network architectures 
used in avionics. This means that characteristics internal to the domain can only be 
described in general terms. With appropriate assumptions, such as SATCOM with IP 
data channels or the existence of an ARINC 763 Server Interface Unit (SIU), 
characteristics of data flows in and out of the domain can be described in more detail. 
But the specific implementation and network capacity will vary widely depending on the 
aircraft model and specific configuration. 

While the AISD is relatively new and has had little fleet penetration, and IFE systems are 
typically updated and replaced over time, ACD systems designs change relatively slowly 
and wholesale replacement with a completely new system is extremely rare. This should 
be kept in mind when looking at fleet wide implementations of new functionality. 

The fundamental principle for general IP interfaces with the ACD is that non-interference 
with safety-related functions should be demonstrated for any implementation. This 
includes safety-related communications functions. The majority of aircraft-control 
systems today interface with IP networks only at the perimeter of the domain. Today’s 
aircraft-control systems either provide a robust partition, which prevents interference in 
shared transport services, such as SATCOM and the Cabin Telephone Unit, or assure 
that data flows are appropriately controlled, such as the SIU is designed to do. 

Examples of systems in the ACD include: 

• Cockpit Displays 

• Flight Controls 
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• Environmental Controls 

• Electrical System 

• Propulsion Systems 

• Cabin Management Services 

• Flight Recorder System 

Characteristics of such systems result in much higher costs compared to non-airborne 
systems of comparable complexity due in large part to requirements for: 

• Quality of Service (QoS): Embedded systems with an overall focus on realtime 
control are characterized with respect to Quality of Service (QoS) by the 
following: 

o Real-time behaviour 

o Latency / Jitter 

o Functional availability 

o Functional integrity 

• High reliability in a harsh environment 

• High level of segregation 

• Low communications bandwidth 

• Certification level from critical to non-essential (software DO178B level A to E) 

• Rigorous process and documentation requirements 

• Small production volume 

This results in: 

• Custom design 

• “Closed” network 

• Relatively slow rate of change 

• Network “peers” are all known 

Aircraft networks are contained in mobile vehicles with enforced limited physical access. 
This enables little or no computing security in the information-systems sense. Remote 
access is typically not available except for some relatively minor monitoring capabilities. 

14.5.2 Airline Information Services Domain (AISD) 
The AISD may provide services and connectivity between independent aircraft domains 
such as avionics, in-flight entertainment, cabin distribution and any connected off-board 
networks. The AISD provides a security perimeter, incorporating network routing and 
security functions/services between AISD and less critical domains and any connected 
wireless networks. Other domains may impose requirements on lower-criticality domains, 
but cannot rely on them. In general, systems within the AISD should protect themselves 
from other domains and networks. 

The AISD provides general purpose routing, computing, data storage and 
communications services for non-essential applications. The AISD may be comprised of 
one or more computing platforms for third party applications and content. AISD platforms 
may be used to support applications and content for either cabin or flight crew use. 
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The physical configuration of the AISD network on a given aircraft may vary based on 
network segregation, off-aircraft connectivity and airline functional requirements. Airline 
and airframe-defined operational requirements for functional availability will determine 
equipment and service redundancy requirements within the AISD. Given that the AISD 
architecture may vary between aircraft types and airline operational requirements, the 
AISD should be defined based on open computing and commercial networking 
definitions to standardize its network environment. 

The AISD provides shared network services and resources for use by other subsystems. 
Common network services and network management are required to enable use of 
common applications across mixed aircraft fleets. AISD platforms may support 
applications that interface with avionics systems. Avionics systems may access mass 
storage devices in the AISD. AISD hosted applications may have communications with 
avionics systems. AISD platforms should support the distribution and storage of specified 
avionics data. Typical examples of AISD avionics interface applications include data 
loader services, Virtual Quick Access Recorder (VQAR) and central maintenance 
functions. 

When a dedicated off-board network connection for passenger use is connected to and 
managed within the AISD, the AISD should provide central security and routing services 
to transparently support multiple aircraft-ground connections. AISD external network 
connection requirements include network resources and services shared by connected 
sub-systems. The AISD external network may be shared as a possible path for off-board 
passenger communications/data transfer (passthrough). As such, the AISD should be 
capable of providing appropriate Quality of Service. AISD off-board network connectivity 
should provide a common application interface and transparent message routing via one 
or more wireless solutions. 

Examples of AISD services include the following: 

• Airborne Data Loader 

• Maintenance Access 

• Cabin Crew Information Access 

• Network Management Facility 

• Network Operation Services (DNS, DHCP, VPN, etc.) 

• Network File/Print Services 

14.5.3 Passenger Information and Entertainment Services Domain 
(PIESD) 
The PIESD is characterized by the need to provide passenger entertainment and 
network services. An analogy used many times is that the airline passenger should be 
able to enjoy the same services as being in a hotel room. The functionality of this domain 
is the most dynamic in that passenger demands follow the rapid progress of the 
commercial home and office markets. 

The PIESD is defined to include more than traditional IFE systems; that is, any device or 
function of a device that provides services to passengers. It may contain multiple 
systems from different vendors which may or may not be interconnected to one another, 
and its borders may not necessarily follow physical device borders. Beyond traditional 
IFE systems, it may also include passenger device connectivity systems, PFIS systems 
or LRUs, broadband television or connectivity systems, seat actuator or message system 
and controls, and functions of an ARINC 763 server device providing services to 
passengers via the IFE devices or directly to the PODD. The PIESD can provide 
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connectivity for the PODD into the on-board services of the PIESD or even the off-board 
environment. 

The passengers can be expected to carry on increasingly sophisticated devices which, in 
the passengers’ minds, should work as well on the aircraft as they would in a hotel room. 
This is a deliberate connection made to a potentially hostile domain with the intent to 
provide services. 

The PIESD should therefore protect itself with a strong security border while at the same 
time providing the intended services to the PODD. Other domains which connect with a 
PODD connected PIESD cannot necessarily assume that the PIESD has isolated the 
passenger traffic and should protect themselves from passenger traffic. 

External communication systems may connect to and be considered part of the PIESD, 
such as the broadband satellite communications system. The PIESD may be required to 
share interfaces with other domains. Because some services provided depend on data 
received from the ACD and AISD to function, an interconnection to those domains may 
be required. 

Information and entertainment services provided to passengers by the PIESD include: 

• Streaming Video 

• Streaming Audio 

• Passenger Intranet and Internet surfing 

• Passenger Flight Information System (PFIS) 

• Voice over IP (VoIP) 

• Gaming 

• Short Message Service (SMS) and Email 

Each of the above services may have unique network design characteristics in terms of 
Quality of Service (QoS), network management, and security. 

14.5.4 Passenger Owned Devices Domain (PODD) 
The PODD is defined to include only those devices that passengers may bring on board. 
They may connect to the aeroplane network or to one another. Connectivity to the 
aeroplane network is defined to be provided by the PIESD.  

Until they connect via the PIESD, Passenger Owned Devices (PODs) should be 
considered as external to the aeroplane network. They may connect to one other or 
directly off-aircraft to ground systems without involving the aeroplane network. 

Applications and devices carried on board by passengers are limitless. They may be both 
benign and malicious. The impact of these applications includes the following: 

• Impact from PODs 

• Viruses 

• Worms 

• Malicious Code 

• Spoofing 

• Splicing 

• Denial of Service (DoS) attacks 
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14.5.5 External Interfaces  
VHF Data Link  

VHF Data Link is typically a relatively low bit rate service, since it is constrained to 
modulation of a signal within a 25 KHz frequency assignment. Coverage is nearly 
continuous over heavily-populated areas, limited in low-density areas, and non-existent 
in oceanic areas. 

Satellite 

Satellite communications are provided over a variety of frequency bands, with a variety of 
services provided. 

Wireless LAN 

The wireless LAN links are designed per the specifications in IEEE 802.11, IEEE 802.16 
and other current and future IEEE wireless specifications. They use the 2.4 and 5 GHz 
frequency bands. These are unlicensed bands used by everything from wireless 
telephones to computers and PDA’s, to microwave ovens. As a result, wireless LANs 
cannot assume non-interference and can only be used for non-safety services, where 
availability will not affect safety of flight. 

Cellular Phone 

Some private implementations have been put in place using cellular technology for data 
communication to the aircraft. Passengers are able to use seat-back telephones to 
connect their laptop modems to download e-mail at a rate of 9600 bps or less. Other 
passenger telephone offerings have also been implemented or proposed. 

Ground Based Broadband 

Ground-based broadband is not separately addressed in the sense that once an offboard 
network provides connectivity to the ground, it is assumed that the ground protocols, 
whether they are Internet or other proprietary protocols, they are the subject of separate 
standards. 

14.6 Security 

14.6.1 Aircraft domains 
Aircraft domains are a broad high-level separation of constituencies onboard the aircraft. 
Aircraft domains may internally consist of one or more networks each having separate 
characteristics including security levels. The individual intermediate and end systems on 
these networks may themselves have separate security characteristics. For the purpose 
of considering the security boundary between two networks, whether these are in 
separate domains or in the same domain, the term Protected Network will refer to the 
network that is being protected from potentially improper or hostile messages from what 
is termed the Outside Network. The Outside Network should be considered as one or 
more interconnected networks outside the Protected Network, for which security 
mechanisms inside the Protected Network prevent the receiving, processing and 
retransmission of improper or hostile messages. It is assumed that everything outside the 
Protected Network is potentially hostile. 

Certification level does not necessarily map to security level. Each domain is responsible 
for protecting itself without reliance on protection mechanisms that might exist in other 
domains. Two adjacent domains may apply security mechanisms that protect message 
traffic from each other. There is not necessarily an implied hierarchy of security levels. 
For example, when higher certification-level domains contain communication links to 
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devices external to the domain (e.g., offboard communication links or carry-on devices), 
lower certification level domains may need to apply protection mechanisms. 

14.6.2 Network Security versus Application Security 
Security mechanisms may be deployed at different levels of the OSI reference model. 
Network security and application security are general terms used to describe security at 
the (1) Network layer and below, versus (2) the Application layer down to but not 
including the Network layer. 

Network layer and Link layer security are sometimes collectively called network security. 
These may use cryptographic mechanisms to authenticate the peer at the other end of 
the communications and provide integrity and, optionally, confidentiality and non-
repudiation. Cryptographic Network layer security includes Virtual Private Networks 
(VPNs) and other uses of Internet Protocol Security (IPsec) security. Non-cryptographic 
technology that operates at the Network layer (Layer 3) of the OSI model includes 
screening routers and packet filter firewalls. Link layer (Layer 2) security is frequently 
performed by cryptographic devices call Link encryptors. 

An advantage of network security is that it is transparent to the applications and other 
layers above it. Non-cryptographic network security also has the ability to discard 
malicious packets attempting a denial of service attack. A disadvantage for cryptographic 
network security is that the entity for which authentication and non-repudiation are 
provided is the network interface of the intermediate or end system implementing the 
security, rather than the application program or user of the application program. Integrity 
and confidentiality are only provided between the network interfaces of the systems, 
leaving the intervening network links, system memory, data busses and processors 
unprotected. 

Application layer, Session layer and Transport layer security are sometimes collectively 
called application security; they operate above the Network layer of the OSI reference 
model. Like network security, they may use cryptographic mechanisms to authenticate 
the peer at the other end of the communications path and provide integrity and, 
optionally, confidentiality and non-repudiation. Cryptographic technologies include 
Transport Layer Security (TLS) (also known as Secure Socket Layer (SSL)) and 
individual applications and systems of applications that implement cryptographic 
authentication, non-repudiation, integrity and confidentiality. Web browsers typically use 
TLS or SSL for server authentication and message integrity and confidentiality for 
transactions such as sending credit card numbers. 

An example of an application system using cryptographic technology is the Aeronautical 
Telecommunications Network (ATN). Non-cryptographic application security includes 
firewalls that filter by examining protocols above the Network layer and Application layer 
firewalls. These firewalls are known as dual-homed gateways, proxy servers or 
application servers. Application specific software in the firewall carries traffic back and 
forth, performs logging, and provides authentication. Application layer firewalls have 
slightly lower performance than Network layer firewalls, but in general are marginally 
more secure due to more conservative design. 

14.6.3 Cryptographic versus Non-Cryptographic Security Mechanisms 
The Protected Network may use cryptographic or non-cryptographic mechanisms, or 
both, for protection. The intent of security mechanisms is to drop (reject) messages that 
are improper or hostile. An option is to also provide identification of the event and 
possibly the source of the improper or hostile messages to provide intrusion detection. 
For Denial of Service protection it is important to drop the messages at the earliest 
opportunity so that transmission of the messages beyond the protection mechanism is 
prevented, thus ensuring network and computational resources are not consumed. 
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Cryptographic security mechanisms can provide for authentication, integrity, 
confidentiality and non-repudiation of communications. Security can be implemented by 
cryptographic means at any of the layers of the OSI model. Examples of cryptographic 
security are: 

• IPsec – Network layer 3 

IPsec is applied by networks to protect the network from attack and to control 
its use. 

• TLS (SSL) – Transport layer 4 

SSL provides an end-to-end secure communications pipe suitable for many 
applications, e.g., web browsers 

• Application Security – Application layer 7 and user function 

Application security provides high quality security independent of network 
security, e.g., ATN and ACARS plans 

Two key schemes are available – (1) shared secret key and (2) public-private key. Both 
schemes provide the ability to ensure authentication, integrity, confidentiality and non-
repudiation. 

• Shared Secret Key Mechanism 

• Public-Private Key Mechanism 

• Cryptographic Mechanism Location 

• Classes of Cryptographic Mechanisms 

• Algorithms for Data Origin Authentication and Integrity Protection 

14.7 Network QoS Design Considerations 
The highest guarantee the network provides is reliable data delivery using protocols such 
as TCP. This is adequate for traditional data applications like FTP and Telnet, where 
correct data delivery is more important than timeliness. However, some domains have 
traffic types for which “best efforts” will not be good enough and some multi-media traffic 
has very stringent performance requirements. Treatment in the traditional manner, by 
trying to ensure correct and fair delivery by trading off delay, will not be acceptable for 
some domains or applications. Quality of Service (QoS) mechanisms can provide the 
ability to distinguish between different traffic types for the purpose of resource allocation 
using bandwidth, latency, jitter, and packet loss as its metrics. Differential QoS includes 
the ability to differentiate traffic streams and to define a level of performance for those 
traffic streams across a network. 

14.7.1 Integrated services 
Integrated Services could be used for providing QoS in both inter-domain and intra-
domain communications. Integrated Service is characterized by the intermediate devices 
maintaining flow-specific information. These may be switches within a given domain 
network or other intermediate devices that connect networks. There are four basic blocks 
to the Integrated Services implementation, as follows:  

• A Packet Scheduler which schedules transmission of the packets. 

• A Packet Classifier which classifies each incoming packet to a particular class 
of service. 



IPS Analysis 

 

Version: 3.0 Date: 22-Jan-2007 Page: 181 

• Admission Control which determines whether a new flow can be granted 
without impacting earlier guarantees. 

• A Resource Reservation Protocol (RSVP) which is responsible for creating 
flow specific information along the path from the source to the destination. 

For Integrated Services, the system resources need to be reserved before information 
can be passed across the network. RSVP is a resource reservation setup protocol 
(signalling protocol) used by a host or switch to request a specific QoS level from the 
network to support a particular application data flow. RSVP supports both unicast and 
multicast traffic flows. 

Using RSVP, a sending station generates an RSVP path message through the network 
to advertise the requirements of the dataflows. When the receiving node receives this 
message, it sends a reservation request for resources in the network that will need to 
receive the flow. The request is passed to each intermediate device which then validates 
or rejects the request. If the reservation is validated, the desired resources are made 
available and the request is passed to the next node. Once the reservation request 
reaches the sender, it starts sending data packets and a confirmation message is sent to 
the receiver. 

14.7.2 Differentiated Services  
Differentiated Services are different from Integrated Services in that signalling is NOT 
used to set up flows through the networks nor do intermediate devices maintain flow-
specific information. 

Differentiated Services are not based on priority, application, or flow, but on the possible 
forwarding behaviours of packets, called Per Hop Behaviours (PHBs). 

This approach does not give absolute end-to-end QoS guarantees because each 
intermediate device (potentially) has its own set of QoS policies. While this is true in 
terrestrial Internets, it would not necessarily be true for some aircraft networks. 

Aircraft applications where the flows and intermediate device path and behaviours are 
specified, developed and statically stored will also provide a basis for a guaranteed end-
to-end QoS level. 

• IEEE 802.1Q 

• Type of Service (ToS) 

• DiffServ 
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15. AIR-AIR USE OF THE IPS 

15.1 Scope 
This section documents the possible use of the IPS for support of Air/Air Data Link 
Services including, but not necessarily limited to, ASAS. 

With the support of LFV, RCF has investigated and reported back on requirements for 
the use of the IPS for multicast air/air applications. RCF has identified and described the 
air/air applications considered including ASAS. 

This section includes consideration of: 

• Is there added value from the use of the IPS compared with direct use of air/air 
communications networks? 

• Are there any security requirements associated with the use of the IPS? 

Sections 15.2 and 15.3 describe air/air applications based on aircraft broadcast data. 
Airborne Separation Assistance Systems (ASAS) applications, including ground 
surveillance applications, are presented in Section 15.2. Information provision 
applications that will make use of data either sensed by the aircraft or generated by 
onboard avionics and systems are presented in Section 15.3. 

Sections 15.4 to 15.7 discuss aspects related to the air-air use of the IPS: 

• IP Multicast; 

• Direct Air/Air Communications Networks; 

• Value Added from the Use of IPS; 

• Security Requirements for the Use of IPS. 

15.2 ASAS Applications 

15.2.1 Ground Surveillance Applications 
Ground Surveillance applications only require “ADS-B Out” capabilities from aircraft. 
Though not “air/air” applications, they are listed for sake of completeness as ASAS 
applications. 

15.2.1.1 ADS-B-ACC 
ATC surveillance for en-route airspace (ADS-B-ACC) will enhance ATC surveillance 
currently provided with radars.  

An example is the case of surveillance in areas where single radar coverage is provided. 

The application will improve safety and reduce surveillance infrastructure related costs 
through the replacement of some SSR radar sensors with ADS-B. 

The minimum set of broadcast parameters required to support ADS-B-ACC are latitude, 
longitude, altitude, time of applicability and identification. 

15.2.1.2 ADS-B-TMA 
ATC surveillance in terminal areas (ADS-B-TMA) will enhance ATC surveillance currently 
provided with radars.  
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An example is the case of surveillance at low altitude and close to the terrain and also in 
areas where single radar coverage is provided. 

The application will improve safety and reduce surveillance infrastructure related costs 
through the replacement of some SSR radar sensors with ADS-B. 

The minimum set of broadcast parameters required to support ADS-B-TMA are latitude, 
longitude, altitude, time of applicability and identification. 

15.2.1.3 ADS-B-NRA 
ATC surveillance in non-radar areas (ADS-B-NRA) will provide ATC surveillance in non-
radar areas; e.g. remote areas, offshore operation areas, any continental areas and 
certain oceanic areas.  

The purpose is to enhance traffic information and separation services in areas which, 
due to the level of traffic or the cost of the equipment, could not justify (or be achieved 
by) the installation of radars. 

The minimum set of broadcast parameters required to support ADS-B-NRA are latitude, 
longitude, altitude, time of applicability and identification. 

15.2.1.4 ADS-B-APT 
Airport surface surveillance (ADS-B-APT) will provide a new source of surveillance 
information for a safer and more efficient ground movement management at airports with 
or without Surface Movement Guidance and Control System (SMGCS). Airport ground 
vehicles can also be fitted with the necessary equipment and displayed on an airport 
map, together with aircraft. 

The main objective is to enhance safety (especially during low visibility conditions) and 
efficiency for the surface operations. 

The minimum set of broadcast parameters required to support ADS-B-APT are latitude, 
longitude, altitude, velocity, time of applicability and identification. 

15.2.1.5 ADS-B-ADD 
Aircraft derived data for ground tools (ADS-B-ADD) will provide additional aircraft derived 
data through ADS-B to be used by the ATC ground system for developing or enhancing 
ATC tools like displays, Mid Term Conflict Detection (MTCD), Arrival Management 
(AMAN), Departure Management (DMAN), Flight Plan Consistency (FLIPCY) and ground 
based safety nets.  

Collaborative Decision Making (CDM) applications will also share the benefits. 

The minimum set of broadcast parameters required to support ADS-B-ADD are latitude, 
longitude, altitude, velocity, time of applicability and identification, trajectory data (intent), 
estimated time of departure and estimated time of arrival. 

15.2.2 Airborne Surveillance Applications 
Airborne Surveillance applications will require both “ADS-B Out” and “ADS-B In” 
capabilities from aircraft.  

These applications include airborne traffic situation awareness (ATSAW) applications as 
well as airborne spacing and airborne separation applications. 
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15.2.2.1 ATSA-SURF 
Enhanced traffic situational awareness on the airport surface (ATSA-SURF) will provide 
the flight crews with an "enhanced traffic situational awareness" on the airport surface for 
both taxi and runway operations, in all weather conditions. 

The objectives are to improve safety (e.g. at taxiway crossings, before entering a runway, 
on pushback) and to reduce taxi time, in particular during low visibility conditions or at 
night.  

The minimum set of broadcast parameters required to support ATSA-SURF are latitude, 
longitude, altitude, velocity, time of applicability, identification and trajectory data (intent). 

15.2.2.2 ATSA-AIRB 
Enhanced traffic situational awareness during flight operations (ATSA-AIRB) will provide 
the flight crews with an "enhanced traffic situational awareness" irrespective of visual 
conditions. Additional data is provided to flight crews to supplement traffic information 
provided either by controllers or other flight crews. 

The objectives are to improve safety of flight and the efficiency of air traffic control. In all 
airspace, the flight crews will be better able to detect an unsafe situation. 

The minimum set of broadcast parameters required to support ATSA-AIRB are latitude, 
longitude, altitude, velocity, time of applicability, identification and trajectory data (intent). 

15.2.2.3 ATSA-S&A 
Enhanced visual acquisition for see & avoid (ATSA-S&A) will be an aid for the flight 
crews to perform their collision avoidance task when separation service is not provided 
by ATC (e.g. IFR/VFR in class D and E airspace, class G airspace).  

The objective is safer flight operations.  

Note: This application is more dedicated to General Aviation or helicopter operations. For 
larger aircraft, the "Enhanced traffic situational awareness in flight operations" application 
will provide the same benefits.  

The minimum set of broadcast parameters required to support ATSA-S&A are latitude, 
longitude, altitude, velocity, time of applicability, and identification. 

15.2.2.4 ATSA-VSA 
Enhanced visual separation on approach (ATSA-VSA) (formerly Enhanced successive 
visual approaches (ATSA-SVA)) will be an aid for the flight crews to perform successive 
visual approaches when they are responsible for maintaining visual separation from the 
aircraft they are following.  

The objectives are to perform successive visual approach procedures on a more regular 
basis to enhance the runway throughput, and to conduct safer operations especially in 
high-density areas. 

The minimum set of broadcast parameters required to support ATSA-VSA are latitude, 
longitude, altitude, velocity, time of applicability and identification. 

15.2.2.5 ASPA-S&M 
Enhanced sequencing and merging operations (ASPA-S&M) will allow the redistribution 
of tasks related to sequencing (e.g. in-trail following) and merging of traffic between the 
controllers and the flight crews.  
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The controllers will be provided with a new set of instructions directing, for example, the 
flight crews to establish and maintain a given time or distance from a designated aircraft. 
The flight crews will perform these new tasks using a suitable human-machine interface.  

The main objective is increased controller availability, but increased capacity through 
better adherence to ATC separation minima is also expected, especially in high-density 
areas.  

The minimum set of broadcast parameters required to support ATSA-S&M are latitude, 
longitude, altitude, velocity, time of applicability, identification and trajectory data (intent). 

15.2.2.6 ASPA-ITP 
In-trail procedure in oceanic airspace (ASPA-ITP) will be a procedure allowing in-trail 
ADS-B equipped aircraft, which may not be longitudinally separated from each other, to 
climb or descend through each other's flight levels.  

The objective is to improve the utilization of the oceanic airspace by facilitating a higher 
rate of flight level changes than is currently provided, yielding better flight efficiency (e.g. 
fuel savings, avoiding turbulent flight levels). 

The minimum set of broadcast parameters required to support ATSA-ITP are latitude, 
longitude, altitude, velocity, time of applicability, identification and trajectory data (intent). 

15.2.2.7 ASPA-C&P 
Enhanced crossing and passing operations (ASPA-C&P) will provide the controller with a 
new set of instructions to solve conflicts directing, for example, the flight crews to cross 
or pass a designated traffic while maintaining a given spacing value. The flight crews will 
perform these new tasks using a suitable human-machine interface.  

The main expected benefit is increased controller availability through the reorganization 
and the streamlining of tasks.  

The minimum set of broadcast parameters required to support ATSA-C&P are latitude, 
longitude, altitude, velocity, time of applicability, identification and trajectory data (intent). 

15.2.2.8 Airborne Conflict Detection 
Airborne Conflict Detection (ACD) will consist in predicting intrusions of the protected 
zones4 surrounding own and nearby aircraft. These  

A conflict is defined as an intrusion of the protected zone that takes place in the near 
future (a look-ahead time that should be set at 5 to 20 minutes depending on method and 
whether intent information is used or not). The conflict information will be presented to 
the crew (e.g. CDTI), and would also be passed on as input to the conflict resolution 
module when present.  

The minimum set of broadcast parameters required to support Airborne Conflict 
Detection are latitude, longitude, altitude, velocity, time of applicability, identification and 
trajectory data (intent) depending on look-ahead time horizon and method. 

                                                   
4 Protected zones are presently defined to reflect Reduced Vertical Separation Minimum (RVSM), i.e. 
5 NMi radius and a height of ±1000 feet. 
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15.2.2.9 Airborne Conflict Resolution 
Airborne Conflict Resolution (ACR) will consist of computing possible resolution 
manoeuvres to be implemented by the aircraft itself resulting in flyable and conflict free 
trajectory changes with other aircraft within the look-ahead time.  

Manoeuvres will consist of minor heading, altitude or speed changes, or more 
sophisticated flight path modifications.  

The Conflict Resolution function will base its computations on (not limited to):  

• State vectors and intent information gathered from own and conflicting aircraft  

• State vectors and intent information gathered from surrounding aircraft  

• Airspace description including restricted areas  

• Own aircraft performance  

• Cost index, and airline policies.  

Possible manoeuvres, once sorted, will be presented to the crew for acceptance and 
implementation.  

The minimum set of broadcast parameters required to support Airborne Conflict 
Resolution are latitude, longitude, altitude, velocity, time of applicability, identification and 
trajectory data (intent) depending on look-ahead time horizon and method. 

15.3 Information Provision Applications 

15.3.1 Atmospheric Data Provision 

15.3.1.1 Weather Data Provision 
Aircraft are able to sense and broadcast weather-related data to other aircraft in the 
vicinity (as well as to the ground). 

Weather data that can be exchanged through different formats include wind, 
temperature, water vapour, turbulence conditions, icing conditions, but also cumulo-
nimbus associated information such as location of stormtop, hail, turbulence, windshear, 
and lightning. 

The weather data will be used by the receiving aircraft to enhance its situational 
awareness with regard to weather hazards either with additional data (which it cannot 
directly sense) or with complementary data (which it cannot currently “see” or wants to 
consolidate). 

The minimum set of broadcast parameters required to support Weather Data Provision 
are latitude, longitude, altitude, time of applicability, and any available atmospheric data 
sensed or computed onboard (wind, temperature, water vapour, turbulence conditions, 
icing conditions, …). 

15.3.1.2 Wake Vortex Data Provision 
Though aircraft may be able to predict preceding aircraft wake vortex information based 
on their relative position, speed, wing span, and local atmospheric conditions, preceding 
aircraft can compute their own generated wake vortex parameters and broadcast them to 
followers. 
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The wake vortex data provision will improve airborne separation assistance applications 
described above (see section 15.2.2), in particular ATSA-VSA (section 15.2.2.4), ASPA-
S&M (section 15.2.2.5) and ASPA-ITP (section 15.2.2.6). 

The minimum set of broadcast parameters required to support Wake Vortex Data 
Provision are latitude, longitude, altitude, time of applicability, and wake vortex 
parameters (length, altitude offset, horizontal deviation, severity…). 

15.3.2 Terrain Data Provision 

15.3.2.1 Runway Conditions Data Provision 
As with local weather conditions, landing, taxiing, and possibly taking-off aircraft may 
broadcast local runway conditions to followers. 

Runway condition information will include obstacles and debris on runway and taxiway, 
runway adherence conditions (dry, wet, ice, slush…), visibility, wind, etc..  

The runway conditions data provision will improve airborne separation assistance 
applications described above (see section 15.2.2), in particular ATSA-SURF (section 
15.2.2.4) and ATSA-VSA (section 15.2.2.4). 

The minimum set of broadcast parameters required to support Runway Conditions Data 
Provision are latitude, longitude, altitude, time of applicability, and runway conditions data 
(presence of obstacles or debris, adherence conditions, visibility, wind…). 

15.4 Use of the IPS - IP Multicast 

15.4.1 Overview 
One way to transmit data from one source to many destinations is to provide a multicast 
transport service. With a multicast transport service, a single node can send data to 
many destinations by making just a single call on the transport service. 

For those applications which involve a single node sending to many recipients, typically 
ADS-B, a multicast facility is clearly a more natural programming paradigm than unicast. 
However, the benefits of multicast are more than just logical; many underlying 
transmission media (such as Ethernet) provide support for multicast and broadcast at the 
hardware and media-access level. If the hardware supports multicast, a packet which is 
destined for N recipients can be sent as just a single packet. When a multicast service is 
implemented over such a network, there is a huge improvement in performance. 

15.4.2 Addresses 
Every IP multicast group has a group address. These groups can be seen as services a 
receiver must subscribe to in order to receive posted (and multicast) information. Each 
broadcast service (e.g. ADS-B, TIS-B, FIS-B, GNS-B, etc.) could be identified by a group 
address. Any participant would then post its data to that address, and every subscribed 
receiver would then obtain the data. 

Multicast addresses are like IP addresses used for single hosts, and are written in the 
same way: W.X.Y.Z. Multicast addresses will never clash with host addresses because a 
portion of the IP address space is specifically reserved for multicast. This reserved 
range, Class D addressing block, consists of addresses from 224.0.0.0 to 
239.255.255.255. However, the multicast addresses from 224.0.0.0 to 224.0.0.255 are 
reserved for multicast routing information, and application programs should use multicast 
addresses outside this range. 
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15.4.3 Issues 
ADS-B and the other information provision applications listed above may be very 
bandwidth-intensive. Moreover, ADS-B applications require extremely low latency from 
the underlying network multicast service. IP can be run over increasingly fast links to 
solve the bandwidth problem, but there still remains a serious latency problem with IP 
networks. Indeed, as IP can support very large packets, it is possible for a small, time-
critical packet to get "stuck" behind a large packet. 

15.5 Direct Air/Air Communications Networks 
There are presently air/air communications networks deployed or being deployed. These 
networks address surveillance applications mainly, e.g. Mode S technology for Airborne 
Collision Avoidance Systems (ACAS) and ADS-B in some regions. 

The current status for these broadcast capable networks is: 

• 1090 MHz Extended Squitters (1090ES): available through modified airborne 
transponders which broadcast a minimum set of derived aircraft parameters 
(DAP) to support ADS-B Out. ADS-B In capable equipments (e.g. modified 
ACAS transceiver) are not available yet. Moreover, many foresee that this 
technology will not support ASAS applications in traffic densities forecast for 
2010 and beyond. 

• VDL Mode 4 (VDL4): available regionally (mainly in Scandinavia), and supports 
ADS-B Out and ADS-B In. Though this VHF Data Link (VDL) technology 
provides broadcast and point-to-point transmission modes, it is not endorsed by 
major aircraft manufacturers and air traffic service providers. 

• Universal Access Transceiver (UAT): experimented regionally (Alaska, 
Australia), and supports ADS-B Out and ADS-B In. It is endorsed by the FAA 
for General Aviation ADS-B purposes. Standards have been produced by 
RTCA. 

Use of broadband satellite communication to support air/air broadcast applications is 
been looked into. The main issues faced by these technologies are cost and maturity. 

15.6 Value Added from the Use of IPS 
The issue for using IPS for multicast air/air applications is the “over-the-air”, i.e. wireless, 
portion of the communication. This part of the link must be taken care of by equipments 
and protocols capable of providing a broadcast feature with sufficient bandwidth. 

Transceivers and protocols that IPS could rely on do exist (ref. section 15.5). 
Nevertheless, they have been designed (or adapted) to directly support the above listed 
applications. 

Implementation of IPS on these technologies would be of little use (or even counter 
productive) as the format of the IPS data would not be as efficient as the ones encoding 
the messages used by these technologies.  

Nevertheless, the use of IPS could add some value should the broadcast transceivers be 
slightly adapted to act as “Network Interface Cards” (NIC). Indeed, in that case, single 
IPS frames could be standardized at the application level, e.g. ADS-B, and exchanged 
over any transceiver technology. This would improve availability and integrity through 
multiple links.  

Note: This is close to one of the Traffic Information Service – Broadcast concepts which 
“translates” ADS-B from one technology into another so that differently equipped aircraft 
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“see” each other. In the IPS case, the ADS-B reports would be transmitted as received 
over a different link, no conversion being required.  

Also, applications could be more efficiently distributed over the different links (assuming 
multiple links equipage). 

15.7 Security Requirements for the Use of IPS 
Use of ADS-B data for malicious purposes has recently been considered by security 
organizations. A first security requirement for the use of IPS to receive position and 
identification of an aircraft would be not to facilitate access to the information by 
“unauthorized” organizations. That can be dealt with, for instance, by: 

• Technology not easily affordable (which is not a good solution for 
manufacturers and airliners) 

• Authentication mechanisms when subscribing to a multicast service 

• Encryption of the data itself (which may degrade the link throughput). 

Spoofing (i.e. a malicious organization broadcasting fake ADS-B data) is another security 
issue. Multicast features allow any station, even out of the multicast group, to send data. 
Hence, a second security requirement for the use of IPS to send position and 
identification of an aircraft would be not to facilitate posting of the information by 
“unauthorized” organizations. This can be dealt with, for instance, by: 

• Technology (self detection of fake reports by receiver) 

• Encryption of the data itself. 
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Annex A Allocated Internet Protocol version 4 addresses 
 

Category 
 

IP Unicast 

Address Range 
 

IP Multicast 

Address Range 
 

Address 
Range 

Allocated to: 
 

Types of Uses Planned 
for 

Allocated Addresses [1] 
 

External IP 

Connections – 

Gatelink Addresses 

10.0.0.0 – 

10.127.255.255 
 

 ARINC 763 
 

Airplane’s external address 

range for interface to 

ground, for use by 
Gatelink 

Aircraft Control: 

Flight & Embedded 

Control Functions 
 

10.128.0.0 – 

10.255.255.255 
 

224.224.0.0 – 

224.224.255.255 
 

ARINC 664 

Part 7 
 

Airplane Systems that are 

associated with the flight 

deck and other aircraft 

functions (Flight 
Controls, 

Environmental Controls, 

etc.) 

Passenger 

Information & 

Entertainment 

Services and 

Passenger-Owned 

Devices 
 

172.16.0.0 – 

172.19.255.255 
 

239.192.0.0 – 

239.192.63.255 
 

ARINC 628 
 

Passenger-Related (IFE 

and non-IFE) System 
Hosts 

(Routers, Switches, crew 

panels, Content Loader, 

etc.), Independent Seat 

Hosts (phone handsets, 

etc.) and 

Passenger-Provided 

Devices (e.g., laptops) 

Airline Information 

Services 
 

172.20.0.0 – 

172.20.255.255 
 

239.192.64.0 – 

239.192.127.255 
 

ARINC 763 
 

information systems as 

envisioned in ARINC 
763 

and elsewhere) 

Aircraft Control: 

Cabin Core 

Functions 

172.22.0.0 – 

172.22.255.255 
 

239.192.128.0 – 

239.192.191.255 
 

System 
Integrator 
 

Cabin Services System 

(CSS – reading lights, 
etc.) 

NONE (for common 

use across 

domains) 

172.23.0.0 – 

172.23.255.255 
 

 System 
Integrator 
 

Common Use Peripheral 

Devices (e.g., shared 

printers, possibly) 
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(NONE) 
 

172.27.0.0 – 

172.27.255.255 

239.192.192.0 – 

239.192.255.255 

System 
Integrator 

Reserved for use by 
System 

Integrator 

External IP 

Connections – 

Other 

[2] 
 

172.28.0.0- 

172.31.255.255 
 

239.193.0.0 – 

239.193.63.255 
 

ARINC 628 

and 

ARINC 761 
 

On-board equipment 

addresses for off-board 

communications (e.g., 

SATCOM, Telephone 

systems, Broadband 

systems) 

(NONE) 
 

192.168.0.0 – 

192.168.15.255 
 

239.193.64.0 – 

239.193.127.255 
 

Individual 
System 

Designers 

RESERVED for 

System-Local use 
 

(NONE) 
 

172.21.0.0 – 

172.21.255.255, 

172.24.0.0 – 

172.26.255.255, 

192.168.16.0 – 

192.168.255.255 

239.193.128.0 – 

239.195.255.255 
 

 RESERVED for future 

assignment 
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Annex B Broadcast Parameters 
The following table summarizes parameters required to support the described 
applications. The most demanding set is assumed, allowing a staircase approach to be 
derived. 
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ADS-B-ACC R  R R  R R       

ADS-B-TMA R  R R  R R       

ADS-B-NRA R R R  R R       

ADS-B-APT R R R R R R       

ADS-B-ADD R R R R R R R R R    

ATSA-SURF R R R R R R R      

ATSA-AIRB R R R R R R R      

ATSA-S&A R R R R R R       

ATSA-VSA R R R R R R       

ASPA-S&M R R R R R R R      

ASPA-ITP R R R R R R R      

ASPA-C&P R R R R R R R      

Airborne Conflict 
Detection 

R R R R R R R      

Airborne Conflict 
Resolution 

R R R R R R R      

Weather Data Provision R R R  R     R   

Wake Vortex Data 
Provision 

R R R  R      R  

Runway Conditions 
Data Provision 

R R R  R       R 
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Annex D Acronyms 
 

1090ES 1090 MHz Extended Squitters 

3GPP 3rd Generation Partnership Project 

AAA Authentication, Authorization and Accounting 

ACARS Aircraft Communications Addressing and Reporting System 

ACAS Airborne Collision Avoidance System 

ACD Airborne Conflict Detection 

ACR Airborne Conflict Resolution 

ADN Aircraft Data Network 

ADS-B Automatic Dependent Surveillance - Broadcast 

ADS-B-ACC ATC surveillance for en-route airspace 

ADS-B-ADD Aircraft derived data for ground tools 

ADS-B-APT Airport surface surveillance 

ADS-B-NRA ATC surveillance in non-radar areas 

ADS-B-TMA ATC surveillance in terminal areas 

ADSL Asymmetric Digital Subscriber Line 

AEEC Airlines Electronic Engineering Committee 

AGUA Aggregatable Global Unicast Address 

AI Air Interface 

AISD Airline Information Services Domain 

AMAN Arrival Management 

AM-MSK Amplitude Modulated Minimum Shift Keying 

AMRS Aeronautical Mobile Route Services 

AMSS Aeronautical Mobile Satellite Services 

ANSP Air Navigation Service Provider 

AOC Airline Operational Communications 

APCO Association of Public Safety Communications Officials 

API Application Programming Interface 

APN Access Point Name 

APNIC Asia Pacific Network Information Centre 

AQM Active Queue Management 

ARIN American Registry for Internet Numbers 



IPS Analysis 

 

Version: 3.0 Date: 22-Jan-2007 Page: 199 

ARINC Aeronautical Radio Incorporated 

ARP Address Resolution Protocol 

AS Autonomous System 

ASAS Airborne Separation Assistance System 

ASK Amplitude Shift Keying 

ASPA-C&P Enhanced crossing and passing operations 

ASPA-ITP In-trail procedure in oceanic airspace 

ASPA-S&M Enhanced sequencing and merging operations 

ATC Air Traffic Control 

ATM Asynchronous Transfer Mode 

ATN Aeronautical Telecommunication Network 

ATSA-AIRB Enhanced traffic situational awareness during flight operations 

ATSA-S&A Enhanced visual acquisition for see & avoid  

ATSA-SURF Enhanced traffic situational awareness on the airport surface 

ATSA-SVA Enhanced successive visual approaches 

ATSA-VSA Enhanced visual separation on approach 

ATSAW Airborne Traffic Situation Awareness 

AVLC Aviation VHF Link Control 

BCMCS Broadcast and Multicast Service 

BG Border Gateway 

BGAN Broadband Global Area Network 

BGMP Border Gateway Multicast Protocol 

BGP Border Gateway Protocol 

BoD Bandwidth in Demand 

BOOTP Bootstrap Protocol 

BRAIN Broadband Radio Access for IP based Networks 

CCITT International Telegraph and Telephone Consultative Committee 

CDM Collaborative Decision Making 

CDMA Carrier Sense Multiple Access 

CDTI Cockpit Display of Traffic Information 

CE Congestion Experienced 

CGF Charging Gateway Function 

CHAP Challenge Handshake Authentication Protocol 

CIDR Classless Inter-Domain Routing 
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CLNP Connectionless Network Protocol 

CLNS Connectionless Network Service 

CoA Care-of Address 

COTS Commercial Off The Shelf 

CSLIP Compressed Serial Line Internet Protocol 

CSMA Carrier Sense Multiple Access 

CSP Communication Service Provider 

D8PSK Differential 8 Phase Shift Keying 

DAP Derived Aircraft Parameters 

DAS Data Application Server 

DCE Data Circuit-terminating Equipment 

DCN Data Core Network 

DHCP Dynamic Host Configuration Protocol 

DHCPv6 Dynamic Host Configuration Protocol for IPv6 

DIX Digital, Intel and Xerox 

DLE Data Link Entity 

DMAN Departure Management 

DNC Data Network Controller  

DNS Domain Name System 

DSCP Differentiated Services Code Point 

DTE Data Terminal Equipment 

DTR Data Transmitter and Receiver 

DUID-EN DHCP Unique Identifier - Enterprise Number 

DVMRP Distance Vector Multicast Routing Protocol 

ECN Explicit Congestion Notification 

EDACS Enhanced Digital Access Communications System 

EDGE Enhanced Data rates for GSM Evolution 

EGP Exterior Gateway Protocol 

EIA Electronic Industries Alliance 

ESP Encapsulating Security Payload 

ETSI European Telecommunications Standards Institute 

FA Foreign Agent 

FANS Future Air Navigation System 

FCC Federal Communications Commission 
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FCS Frame Check Sum 

FDD Frequency Division Duplexing 

FDDI Fibre Distributed Data Interface 

FDM Frequency Division Multiplexing 

FDMA Frequency Division Multiple Access 

FED Federal Government 

FIS-B Flight Information Service – Broadcast 

FLIPCY Flight Plan Consistency 

FNE Fixed Network Equipment 

FSI Fleet – Subfleet – Individual 

FTP File Transfer Protocol 

GERAN GSM/EDGE Radio Access Network 

GFSK Gaussian Frequency Shift Keying 

GGSN Gateway GPRS Support Node 

GMSC Gateway Mobile Switching Centre 

GNS-B Global Navigation Service - Broadcast 

GPRS General Packet Radio Service 

GRE Generic Routing Encapsulation 

GSM Global System for Mobile Communications 

GTP GPRS Tunnelling Protocol 

GTP-U GPRS Tunnelling Protocol for the User Plane 

HA Home Agent 

HAWAII Handoff Aware Wireless Access Internet Infrastructure 

HDLC High-Level Data Link Control 

HLR Home Location Register 

HPLMN Home Public Land Mobile Network 

HTTP Hyper Text Transfer Protocol 

IANA Internet Assigned Numbers Authority 

ICANN Internet Corporation for Assigned Names and Numbers 

ICMP Internet Control Message Protocol 

ID Identification  

iDEN Integrated Digital Enhanced Network 

IEEE Institute of Electrical and Electronics Engineers 

IETF Internet Engineering Task Force 
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IFE In Flight Entertainment 

IGMP Internet Group Management Protocol 

IGP Interior Gateway Protocol 

IHL IP Header Length 

IKE Internet Key Exchange 

ILS Instrument Landing System 

IMSI International Mobile Subscriber Identity 

IMT-2000 International Mobile Telecommunications-2000 

INOC Internet Operations Centre 

IOTA Isotropic Orthogonal Transform Algorithm 

IP Internet Protocol 

IP2W IP to Wireless 

IPCP IP Control Protocol 

IPS Internet Protocol Suite 

IPsec IP Security 

IPv4 IP version 4 

IPv6 IP version 6 

IPv6CP IPv6 Control Protocol 

ISDN Integrated Services Digital Network 

IS-IS Intermediate System – Intermediate System 

ISO International Standards Organization 

ISP Internet Service Provider 

ISP Inbound Service Packet 

ITSI Individual TETRA Subscriber Identity 

IWMSC Inter-Working Gateway Mobile Switching Centre 

L2TP Layer Two Tunnelling Protocol 

LAN Local Area Network 

LAPi Link Access Protocol iDEN 

LCP Link Control Protocol 

LFV Luftfartsverket 

LLC Logic Link Control 

LME Link Management Entity 

LRU Line Replaceable Unit 

LSB Least Significant Bit 
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MAC Medium Access Control 

MDG Mobile Data Gateway 

MESA Mobility for Emergency and Safety Applications 

MIB Management Information Base 

MIND Mobile IP based Network Developments 

MIP Mobile IP 

MIP4 Mobile IP version 4 

MIP6 Mobile IP version 6 

MLD Multicast Listener Discovery 

MLS Microwave Landing System 

MN Mobile Node 

MS Mobile Station 

MSB Most Significant Bit 

MSC Mobile Switching Centre 

MSW Main Switch 

MT Mobile Terminal 

MTCD Mid Term Conflict Detection 

NAI Network Access Identifier 

NAPT Network Address Port Translation 

NASTD National Association of State Telecommunications Directors 

NAT Network Address Translation 

NCP Network Control Protocol 

NIC Network Interface Card 

NLSP Network Layer Security Protocol 

NOC Network Operations Centre 

N-PDU Network Protocol Data Unit 

NSAP Network Service Access Point 

NSAPI Network Service Access Point Identifier 

OFDM Orthogonal Frequency Division Multiplexing 

OG Operational Group 

OSI Open Systems Interconnection 

OSIRM Open Systems Interconnection Reference Model 

OSPF Open Shortest Path First 

P25 Project 25 
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P34 Project 34 

PAP Password Authentication Protocol 

PAT Port Address Translation 

PCF Packet Control Function 

PDCH Packet Data Channel 

PDCP Packet Data Convergence Protocol 

PDN Packet Data Network 

PDP Packet Data Protocol 

PDSN Packet Data Serving Node 

PFIS Passenger Flight Information System 

PHB Per Hop Behaviours 

PHY Physical Layer 

PICS Protocol Implementation Conformance Statements 

PIESD Passenger Information and Entertainment Services Domain 

PIM Protocol-Independent Multicast 

PIM-DM Protocol Independent Multicast - Dense Mode 

PIM-SM Protocol Independent Multicast-Sparse Mode 

PLMN Public Land Mobile Network 

PODD Passenger Owned Devices Domain 

PPP Point-to-Point Protocol 

PPPoE PPP over Ethernet 

PS Packet Switched 

PSPP Public Safety Partnership Project / Project MESA 

PSR Primary Surveillance Radar 

PSTN Public Switched Telephone Network 

PVC Permanent Virtual Circuit 

QAM Quadrature Amplitude Modulation 

QoS Quality of Service 

QPSK Quadrature Phase Shift Keying 

RA Routing Area 

RAB Radio Access Bearer 

RADB Routing Assets Database 

RADIUS Remote Authentication Dial In User Service 

RAN Radio Access Network 
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RARP Reverse Address Resolution Protocol 

RCF Rockwell Collins France 

RED Random Early Detection 

RF Radio Frequency 

RFSI Region – Fleet – Subfleet – Individual 

RIP Rating Information Protocol 

RIPE Reseaux IP Europeens 

RIR Regional Internet Registry 

RLC Radio Link Control 

RP Rendezvous Point 

RPF Reverse Path Forwarding 

RRC Radio Resource Control 

RRP Registration Reply 

RRQ Registration Request 

RS Router Solicitation 

RSVP Resource ReserVation Protocol 

RTP Real-time Transfer Protocol 

SAL System Address Label 

SAM Scalable Adaptive Modulation 

SAS Satellite Access Station 

SCC Satellite Control Centre 

SGSN Serving GPRS Support Node 

SICS Services Implementation Conformance Statements 

SIP Session Initiation Protocol 

SIU Server Interface Unit 

SLIP Serial Line Internet Protocol 

SME Small or Medium Enterprise 

SME System Management Entity 

SMGCS Surface Movement Guidance and Control System 

SMS Short Message Service 

SMTP Simple Message Transfer Protocol 

SNDCF Subnetwork Dependent Convergence Function 

SNDCP Subnetwork Dependent Convergence Protocol 

SN-SME Subnetwork System Management Entity 
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SNMP Simple Network Management Protocol 

SOHO Small Office/Home Office 

SPI Security Parameter Index 

SSL Secure Socket Layer 

SSM Source Specific Multicast 

SSR Secondary Surveillance Radar 

SVC Switched Virtual Circuit 

SwMI Switching and Management Infrastructure 

TAPS TETRA Advanced Packet Service 

TCC Transmission Control Field 

TCP Transmission Control Protocol 

TDD Time Division Duplexing 

TDMA Time Division Multiple Access 

TE Terminal Equipment 

TEDS TETRA Enhanced Data Service 

TEID Tunnel Endpoint Identifier 

TETRA Terrestrial Trunked Radio 

TFT Traffic Flow Template 

TFTP Trivial File Transfer Protocol 

TI Transaction Identifier 

TIA Telecommunications Industry Association 

TID Tunnel ID 

TIS-B Traffic Information Service - Broadcast 

TOS Type of Service 

TLS/SSL Transport Layer Security/Secure Sockets Layer 

TTL Time To Live 

UA Unicast Address 

UAT Universal Access Transceiver 

UDP User Datagram Protocol 

UDT/ST User Data Terminal to System Terminal 

UMTS Universal Mobile Telecommunications System 

UTRA Universal Terrestrial Radio Access 

UTRAN UMTS Terrestrial Radio Access Network 

V+D Voice plus Data 
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VDL VHF Data Link 

VDL4 VDL Mode 4 

VHF Very High Frequency 

VLR Visitor Location Register 

VME VHF Management Entity 

VoIP Voice over Internet Protocol 

VPLMN Visited Public Land Mobile Network 

VPN Virtual Private Network 

VQAR Virtual Quick Access Recorder 

WAE Wireless Application Environment 

W-CDMA Wideband CDMA 

WSP Wireless Session Protocol 

WTP Wireless Transaction Protocol 

 


